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Chapter 1

The Classical Linear Regression
Model (CLRM)

1.1 Motivation and Geometric Interpretation

The Classical Linear Regression Model (CLRM) addresses the problem of estimating
the conditional mean of a dependent variable (y) given a set of independent variables
(x1,...,7x), aiming to describe the statistical dependence between them.

Geometric Interpretation in R":

Let y € R” be the vector of observations of the dependent variable and X € R™% the
data matrix. Geometrically, the Ordinary Least Squares (OLS) estimator seeks a vector
of fitted values y that represents the orthogonal projection of y onto the subspace
spanned by the columns of X (the column space). The residual vector e = y — ¥ is
the vector of smallest Euclidean norm connecting y to the subspace, ensuring that e is
orthogonal to every column of X.

1.2 CLRM Assumptions and Their Roles

Assumption 1.1: Linearity in Parameters

» Role: Defines the functional structure of the model, ensuring that the dependent
variable is a weighted sum of the regressors and an additive disturbance.

o Counterexample: A production model where parameters are exponents, such as
Y = [y X 16 ‘e, requires logarithmic transformation to be linearized; if not linearizable,
algebraic OLS methods fail in direct identification.

Assumption 1.2: No Perfect Multicollinearity (Full Rank)

e Role: Ensures that the explanatory variables vary in a linearly independent man-
ner, allowing the inversion of the matrix (X’'X) and the unique identification of
parameters.

« Counterexample: Including the same variable in different units (e.g., meters and
centimeters) or falling into the “dummy variable trap” (including dummies for all

bt
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categories and an intercept) renders the matrix singular, preventing the estimator
from being computed.

Assumption 1.3: Strict Exogeneity (Zero Conditional Mean)

« Role: Guarantees that the error term does not contain information systematically
related to the regressors, being the necessary condition for the unbiasedness of the
estimator.

o Counterexample: Omitting a relevant variable correlated with the included
regressors causes the error to absorb this effect, generating correlation between X
and ¢ and resulting in systematically biased estimates (omitted variable bias).

Assumption 1.4: Spherical Errors (Homoskedasticity and No Autocorrelation)

* Role: Establishes that the error variance is constant across observations and that
errors are independent of each other, simplifying the covariance structure to a scalar
matrix (o).

o Counterexample: In time series data, shocks in one period may persist into the
next (autocorrelation), or in cross-sectional data, variance may increase with income
level (heteroskedasticity), invalidating standard errors and OLS efficiency.

1.3 Formal Statement of the CLRM

Let a measure and probability space be associated with the data generating process. The
Classical Linear Regression Model (CLRM) is defined by the following structure:

1. Population Linearity: The response vector y € R" satisfies the equation:

y=Xp+¢ (1.1)
where X is an n x K matrix of regressors, 3 € R¥ is the vector of fixed parameters,
and € € R"™ is the vector of stochastic disturbances.

2. Identifiability: The matrix X has full column rank, such that rank(X) = K < n
with probability 1.

3. Exogeneity: Eg|X] = 0,;.

4. Sphericity: FE[e¢’|X] = 0?1, where I, is the identity matrix of order n and
o? € (0,00).

1.4 Derivation of the OLS Estimator

Theorem 1.4.1 (Ordinary Least Squares Estimator). Under Assumptions 1.1 to 1.4, the
OLS estimator is given by:

3= (X'X)"'X'y (1.2)
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Proof. We define the objective function S(b) as the squared Euclidean norm of the residual
vector:

S(b) = (y — Xb)'(y — Xb) (1.3)

Expanding the quadratic form:
S(b) =y'y —b' X'y —y'Xb + b'X'Xb (1.4)
Since b’X'y is a scalar (dimension 1 x 1), it is identical to its transpose (y'Xb). Hence:
S(b) =y'y —2b'X'y + b'X'Xb (1.5)

To find the minimum, we differentiate S(b) with respect to b and set it to zero (First
Order Condition):

8? i)b) — —2X'y +2X'Xb =0 (1.6)

Isolating b:

X'X3 =Xy (1.7)

By Assumption 1.2 (Full Rank), (X'X) is positive definite and thus invertible:

B =(X'X)"'X"y (1.8)

1.5 Proof of Unbiasedness of OLS

Theorem 1.5.1 (Unbiasedness of OLS). Under Assumption 1.3 (Strict Exogeneity), the
OLS estimator is unbiased:

E[pIX] =5 (1.9)

Proof. Substituting the structural equation (1.1) into (1.2):

B = (X'X)'X'(Xf +¢) (1.10)

Distributing;:

B=p+(XX)X'e (1.11)
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Applying the conditional expectation given X:

E[fX] = 8+ (X'X)'X'E[e|X] (1.12)

By Assumption 1.3, E[¢|X] = 0:

E[BX] = p (1.13)

1.6 Implications of Strict Exogeneity

1.6.1 Motivation

Exogeneity is the assumption that enables the transition from mere statistical associa-
tion to causal or structural inference. In practical terms, it solves the problem of
isolating the effect of a specific explanatory variable on the dependent variable, ensuring
that the error term does not contain factors that vary systematically with the regressors.

Geometric Interpretation in R":

Let X be the matrix of regressors. Exogeneity implies that, in the sample space, the
vector of population errors ¢ is “orthogonal” (in expectation) to the subspace spanned
by the columns of X. This means that the projection of y onto the column space of X
recovers exactly the structural component X3, without contamination from unobserved
factors that could “pull” the projection in wrong directions.

1.6.2 Assumptions and Their Roles
Assumption 1.5: Strict Exogeneity (Zero Conditional Mean)

« Role: Guarantees that the error is not predictable from any information contained
in the regressors, establishing mean independence.

« Counterexample: If we study the effect of education (z) on wages (y), and omit
“innate ability” (a), the latter will reside in the error €. Since more able individuals
tend to pursue more education, Cov(z,e) # 0. The estimator will attribute to
education the wage gain that actually comes from ability, generating omitted
variable bias.

1.6.3 Implications of Strict Exogeneity
Implication I: Zero Unconditional Mean (E[¢| = 0)

By the Law of Iterated Expectations:
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Ele] = E[E[e|X]] = E[0] = 0 (1.14)

Implication II: Orthogonality and Zero Covariance

For any function h(X) of the regressors:

E[h(X)e] = E[E[M(X)e|X]] = E[M(X)E[e|[X]] = 0 (1.15)

In particular, Cov(X,e) = 0.
Implication III: Identification of the Parameter [

Taking the conditional expectation of model (1.1):

Ely|X] = Xp + Ele]X] = Xp (1.16)
Premultiplying by X’ and taking the unconditional expectation:
EX'y] = E[X'X]3 (1.17)
I[solating f:
B = (EX'X])" E[X"y] (1.18)

Equation (1.18) shows that the population parameter /3 is uniquely determined by the
observable moments of y and X. Without exogeneity, the OLS estimator would converge
to a value 3* # 3, resulting in inconsistency.

1.7 Ordinary Least Squares (OLS) as Orthogonal
Projection

1.7.1 Motivation

The OLS process solves the problem of approximation in subspaces. When we have a
system of linear equations y = X3 that is overidentified (more equations than unknowns,
n > K), there is generally no exact solution due to noise in the data. OLS seeks the
parameter vector that produces the “best fit,” minimizing the Euclidean distance between
the observed vector and the predicted vector.
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1.7.2 Assumptions and Their Roles
Assumption 1.6: Full Column Rank

» Role: Ensures that the columns of X are linearly independent, guaranteeing that
the Gram matrix (X'X) is invertible.

o Counterexample: If one variable is a copy of another, the subspace S will have
dimension less than K. This creates a “line” or “plane” of possible solutions for j,
making the estimator indeterminate.

Assumption 1.7: n > K (Positive Degrees of Freedom)

o Role: Necessary for the residual to not be trivially zero and to allow estimation of
the noise variance.

o Counterexample: If n = K, the “approximation” becomes an exact interpolation;
if n < K, the system is underdetermined and there are infinitely many solutions
that zero the error, preventing the identification of individual effects.

1.7.3 Formal Statement and Derivation

The OLS estimator, denoted by B, is defined as:

B = argmin S(b) (1.19)

beRK

where S(b) = ||y — Xb||? = (y — Xb)'(y — Xb).

Theorem 1.7.1 (Uniqueness of OLS). Under Assumption 1.6, the OLS estimator is
unique and given by (1.2).

Proof. The Hessian matrix is H = 2X’X. By Assumption 1.6, X has linearly independent
columns. If v # 0, then Xv # 0, which implies v/(X'X)v = ||Xv||* > 0. Hence,
2X'X is positive definite, guaranteeing that the critical point is a strict and unique
minimum. [

1.8 Gauss-Markov Theorem

1.8.1 Motivation

The Gauss-Markov Theorem addresses the problem of estimator selection. Given
that there are infinitely many ways to combine the data to estimate a parameter 3 in
an unbiased manner, the theorem identifies which of these combinations produces the
smallest uncertainty (variance).

Geometric Interpretation in R":

In the sample space, the OLS estimator B corresponds to the orthogonal projection of
the observation vector y onto the subspace spanned by the columns of X. Any other
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linear unbiased estimator can be seen as an “oblique” projection or a transformation that
does not minimize the Fuclidean distance. The theorem guarantees that the “ellipse of
uncertainty” (covariance matrix) of any other linear unbiased estimator will contain the
ellipse of uncertainty of OLS.

1.8.2 Formal Statement

Theorem 1.8.1 (Gauss-Markov). Under Assumptions 1.1 to 1.4 (Linearity, Full Rank,
Strict Exogeneity, and Sphericity), the OLS estimator B = (X'X)"'X'y has the smallest
covariance matriz (in the positive definite matriz sense) within the class of all linear
unbiased estimators of 3.

1.8.3 Granular Proof
Definition 1.8.1 (OLS Estimator).

B=(X'X)"'X'y = Ay, A=(XX)'X (1.20)

Definition 1.8.2 (Alternative Linear Estimator). Let 3 be any linear estimator defined
by 8 = Cy, where C is a K x n matrix that may depend on X, but not on y. We define
D such that C = A + D.

Lemma 1.8.1 (Unbiasedness Condition). For § to be unbiased, we must have DX = 0.

Proof.
E[f|X] = E[(A +D)y|X] = (A + D)X8 + (A + D)E[¢|X] (1.21)
E[B|X] = AXp + DXp = g+ DX (1.22)
For E[f|X] = 8 for any £, it is necessary that DX = 0. O

Step 1: Variance of OLS:

Var(4]X) = A Var(y|X)A’ = 62AA’ = 02(X'X) ! (1.23)

Step 2: Variance of the Alternative Estimator:

Var(3|X) = 6°CC’ = ¢*(A + D)(A + D)’ (1.24)

Var(3|X) = ¢*(AA’ + AD' + DA’ + DD’) (1.25)

Step 3: Simplification of Cross Terms:
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AD' = (X'X)"'X'D’ = (X'X)"{(DX)' =0 (1.26)

Similarly, DA’ = 0.

Step 4: Efficiency Comparison:
Var(8|X) = 02AA’ + o*DD’ = Var(5|X) + ¢°DD’ (1.27)
Since DD’ is an outer product matrix, it is positive semidefinite (PSD). Hence:
Var(3|X) — Var(3]X) = o>DD’ = 0 (1.28)

Conclusion: OLS is BLUE (Best Linear Unbiased Estimator). O

1.9 Projection and Annihilator Matrices

1.9.1 Motivation

The central problem of linear regression is to decompose a vector of observed data y into
two mutually exclusive components: one that belongs to the subspace spanned by our
explanatory data (the “explained” part) and another that is orthogonal to that subspace
(the noise or “error”). The projection and annihilator matrices are the linear operators
that perform this separation.

Geometric Interpretation in R":
Let S be the subspace spanned by the columns of the matrix X (the column space of X).

1. The Projection Matrix (P) acts as a “map” that orthogonally projects any vector
y onto S, resulting in the vector of fitted values y.

2. The Annihilator Matrix (M) projects the vector y onto the orthogonal comple-
ment of .S, resulting in the residual vector e.

Geometrically, the vector y is the hypotenuse of a right triangle whose legs are y and e,
ensuring the orthogonal decomposition y =y + e.

1.9.2 Formal Statement

Definition 1.9.1 (Projection and Annihilator Matrices). Let X € R™¥ with rank(X) =
K. We define:

1. Projection Matrix (or “Hat Matrix”):

P = X(X'X)'X' (1.29)
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2. Annihilator Matrix (or “Residual Maker”):

M=1I,—P (1.30)

1.9.3 Properties of Projection Matrices

Property I: Symmetry

P=P, M=M (1.31)
Property II: Idempotence
PP=P, MM=M (1.32)
Property I1I: Orthogonality and Conservation
PX=X, MX=0, PM=0 (1.33)
Property IV: Trace and Rank
tr(P) =K, tr(M)=n—-K (1.34)

Since for idempotent matrices rank(P) = tr(P), the rank of the projection matrix is
exactly the number of regressors K.

1.9.4 Orthogonal Decomposition of y

Using the matrices P and M:

y=Py+My=y+e (1.35)

where y = Py are the fitted values and e = My are the residuals.

Verification of Orthogonality:

y'e = (Py)(My) = y'P'My = y'PMy =0 (1.36)
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1.10 Partitioned Regression and the Frisch-Waugh-
Lovell Theorem

1.10.1 Motivation

The concrete problem solved by partitioned regression is the isolation of the marginal effect
of a subset of variables, “cleaning” the influence of other regressors (controls). Researchers
often face the dilemma of the “Short Regression” (estimated with available data) versus
the “Long Regression” (the ideal population model), which generates systematically biased
estimates when relevant variables are omitted.

Geometric Interpretation in R":

Let S be the subspace spanned by the columns of X = [X; | Xy]. The long regression
estimator projects the vector y onto the total space S. The short regression projects
y only onto the subspace S; C S spanned by X;. If X; and X, are not orthogonal,
the projection onto S; captures part of the variation that geometrically belongs to the
direction of X,, “contaminating” the coefficient of X;. The Frisch-Waugh-Lovell (FWL)
Theorem shows that the long regression coefficient can be obtained by projecting the
residuals of one short regression onto the residuals of another, performing what we call
partialling out.

1.10.2 Assumptions and Their Roles
Assumption 1.8: Relevance of the Omitted Variable (5, # 0)

e Role: Ensures that the excluded variable has a structural effect on the dependent
variable in the population model.

« Counterexample: If we include irrelevant variables (whose true parameter is zero),
the short regression will be unbiased, though less efficient.

Assumption 1.9: Correlation between Regressors (X)X, # 0)

« Role: Establishes that the included and omitted variables are linearly dependent in
the sample, allowing the included variable to act as a partial proxy for the omitted
one.

« Counterexample: If the regressors are orthogonal (XX, = 0), omitting a relevant
variable does not bias the coefficient of the other, only increases the residual variance.

1.10.3 Formal Statement
Consider the Partitioned Linear Regression Model:
y=Xi01+Xof2+¢ (1.37)

where y € R?, X; € R™* X, € R"™*2 and ¢ € R". We assume strict exogeneity and
full rank for X = [X; | Xs.
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We define:

1. Short Regression Estimator: 3, = (X/X;)"'X/y.
2. Annihilator Matrix of X;: M; =T — X, (X/X;)"'X].

Theorem 1.10.1 (Omitted Variable Bias). Under Assumptions 1.8 and 1.9:

E[A|X] = B + (X)X1) "X Xo (1.38)
Proof. )
E[4X] = (X1X4) ' X Ely|X] = (X{X:) ' X (X481 + Xaf) (1.39)
E[BJX] = B + (X[ X)X X0 6, (1.40)
]

1.10.4 Frisch-Waugh-Lovell (FWL) Theorem

Theorem 1.10.2 (Frisch-Waugh-Lovell). The OLS estimator for By in model (1.37) is
identical to the estimator obtained by regressing the residuals of y (with respect to X1) on
the residuals of Xy (with respect to X;):

By = (XM X)) ' X, My y (1.41)

Proof (sketch). The partitioned normal equations are:

XXy XiXol [31] _ [Xay (1.42)
XoXy XoXo| |6y | Xby '

From the first row: 3; = (X;X;) "' X! (y — Xy/3,). Substituting into the second row and
rearranging:

X/2M1X232 = X,M;y (1.43)

Isolating /35, we obtain (1.41). O

1.11 Relative Efficiency: Short vs. Long Regression

1.11.1 Motivation

The concrete problem here is the bias-variance trade-off in model selection. When
deciding whether to include a set of controls (X3) to estimate the effect of interest (X),
we face a dilemma: the Long Regression (with X5) eliminates omitted variable bias, but
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the Short Regression (without X5) may offer more “stable” estimates (lower variance),
especially if there is collinearity among the regressors.

Geometric Interpretation in R™:
Think of the variance of an estimator as the “volume” of its confidence ellipsoid.

1. In the Short Regression, we project y directly onto Col(X;). Precision depends
only on the dispersion of Xj.

2. In the Long Regression, the FWL Theorem tells us that we estimate the coefficient
of Xj by projecting y onto the part of X; that is orthogonal to X, (i.e., MyX;).

If X; and X5 are highly correlated, the residual vector M, X, will have a very small norm.
Geometrically, we are trying to extract information from a very narrow “shadow” of Xy,
which amplifies uncertainty and increases the variance of the estimator.

1.11.2 Formal Statement

Let the DGP be given by the Long Regression (1.37). Under homoskedasticity, the
variances of the estimators for 3, are:

1. Long Regression: Var(ﬂiﬂX) = (X[ MX;) L.
2. Short Regression: Var(;|X) = (X X;) ™!

Theorem 1.11.1 (Efficiency of the Short Regression). Under homoskedasticity:

Var(Bl 1X) = Var(61|X) (1.44)

Proof.

By the Matrix Inversion Lemma (if A < B, then A™' = B71):

O'Q(XllMQXl)il t UZ(Xllxl)il (146)

1.11.3 Practical Implications

The short regression is always more efficient (has lower variance) than the long regression,
except in the case of orthogonality (X}Xs = 0), where the variances are equal.

Indispensable Assumption: Homoskedasticity (o°I) is indispensable for the mathe-
matical proof. In the presence of heteroskedasticity, the short variance matrix becomes
a “sandwich” and it is theoretically possible for the long regression to be more efficient
if X5 helps explain the variance structure of the error, although this rarely occurs with
standard OLS.
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1.12 Estimator of the Residual Variance (s?) and Dis-
tribution of Residuals

1.12.1 Motivation

The concrete problem here is measuring uncertainty. The Ordinary Least Squares
(OLS) estimator provides the “best fit,” but does not reveal the magnitude of the random
error (0%). Without an estimate of o2, it is impossible to compute standard errors or
perform hypothesis tests. The estimator s? solves this by correcting the downward bias
that would occur if we used the simple average of the squared residuals.

Geometric Interpretation in R":

The vector of observations y inhabits a space of dimension n. The model projects y
onto a subspace of dimension K (spanned by the regressors). The residual vector e is
the projection of y onto the orthogonal complement of that subspace. Since this
complement has dimension n — K, the residual vector has only n — K independent
directions in which to vary. Dividing the sum of squared residuals by n — K (degrees of
freedom) is equivalent to calculating the average variance per available dimension in the
residual space.

1.12.2 Additional Assumptions
Assumption 1.10: Normality of Errors (¢|X ~ N(0,0%L,))

» Role: Necessary to derive the exact distribution of residuals and for finite-sample
inference.

o Counterexample: Without normality, the distribution of residuals is not exactly
known, although asymptotically it approaches a normal distribution.

1.12.3 Formal Statement
Let the model be y = X3 + ¢, with ¢ ~ N(0,0°1,,) and rank(X) = K. We define:

1. Projection Matrix (P): P = X(X'X)"'X".
2. Annihilator Matrix (M): M =1, — P.

3. Residual Vector (e): e = My.
4. Variance Estimator (s%): s* =

ee

n—K*

1.12.4 Proof of Unbiasedness of s2

Lemma 1.12.1 (Properties of Matrix M). M is symmetric (M’ = M), idempotent
(MM = M), and orthogonal to X (MX = 0).

Lemma 1.12.2 (Expectation of Quadratic Forms). For a random vector z with mean p
and covariance matriz ¥, E[z'Az] = tr(AX) 4+ 1/ Ap.
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Theorem 1.12.1 (Unbiasedness of s?). Under Assumptions 1.1 to 1.4:

E[s*|X] = o?

(1.47)

Proof. Step 1: Express the Sum of Squared Residuals (SSR) in terms of the

population error:

e =My = M(X[+¢) = MXS5 + Me = Me

Hence, the SSR is:

e'e = /M'Me = ¢'Me

Step 2: Apply the Expectation Operator:

Ele'e|X] = E[e¢'Me|X]

Applying Lemma 1.12.2 (with g = 0 and ¥ = ¢1):

El[e'e|X] = tr(M - 0°I) + 0'MO = o tr(M)

Step 3: Compute the Trace of M:

tr(M) = tr(L, = P) = n — tr(P) = n — tr (X(X'X)'X’)

By the cyclic property of the trace (tr(AB) = tr(BA)):

tr(M) = n — tr (X'X) ' X'X) =n—tr(l) =n— K

Step 4: Finalize the Proof:

Ele'e|X] = o*(n — K)

Taking the expectation of s:

E[s)|X] = E

e'e ‘X] _ o?(n — K) )

(1.48)

(1.49)

(1.50)

(1.51)

(1.52)

(1.53)

(1.54)

(1.55)
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1.12.5 Proof of the Distribution of Residuals

Lemma 1.12.3 (Transformation of Normal Vectors). If z ~ N(u,X), then for a constant
matriz A, the vector Az ~ N(Ap, AXA’).

Theorem 1.12.2 (Distribution of Residuals). Under Assumption 1.10 (normality):

e|X ~ N(0,0°M) (1.56)

Proof. Step 1: Identify the linear form:

From equation (1.48), e = Me. Since ¢ ~ N(0,0°1,) by assumption, the residuals are a
linear transformation of a normal vector.

Step 2: Compute the First Moment:

Ele|X] = ME[e[X]=M-0=0 (1.57)

Step 3: Compute the Second Moment (Covariance Matrix):

Var(e|X) = M Var(¢| X)M' = M(c¢*I,)M = 0?*(MM) = ¢*M (1.58)

Conclusion: The residual vector follows a multivariate normal distribution:

e|X ~ N(0,0>M) (1.59)

1.12.6 Independence between B and e
Theorem 1.12.3 (Independence between 3 and e). Under Assumption 1.10 (normality):

BlelX (1.60)

Proof. 3 =+ Ae, where A = (X'X)"'X'. e = Me.

We compute the covariance between the random terms:

Cov(Aeg, Me|X) = A Var(e| X)M' = 0?AM = ¢*(X'X) ' X'M = 0 (1.61)

Since [ and e are linear transformations of a normal vector, zero covariance implies
stochastic independence. O
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1.13 Summary of CLRM Properties

Property Expression Condition

OLS Estimator B = (X'X)X'y Full Rank
Unbiasedness E[BX] =8 Strict Exogeneity
Variance of OLS Var(]X) = o2(X'X) ! Sphericity

BLUE Var(5) < Var(j3) Gauss-Markov
Estimator of o2 52 = ne_;‘;{ Sphericity
Unbiasedness of s? E[s*|X] = o? Sphericity
Distribution of Residuals e ~ N(0,0°M) Normality
Independence ﬁ lel|X Normality




Chapter 2

Hypothesis Testing in the Classical
Normal Linear Regression Model

This chapter establishes the theoretical foundations for statistical inference in the Classical
Normal Linear Regression Model (CNLRM), covering from the derivation of the ¢-statistic
for hypotheses about a single parameter to the F-statistic for multiple linear restrictions,
including confidence intervals and the trinity of asymptotic tests. The material is organized
in progressive sections, moving from geometric intuition to rigorous algebraic formalism.

2.1 The Classical Normal Linear Regression Model
(CNLRM)

2.1.1 Motivation

The concrete problem here is the validity of inference. Until now, the Ordinary Least
Squares (OLS) method allowed us to obtain point estimates (3), but did not tell us how
likely it would be to obtain these values if the true relationship were null. By adding the
normality assumption, we transform the model from an algebraic approximation tool into
a complete probabilistic model. This allows us to determine the exact distribution of the

estimators and construct tests that quantify uncertainty under unknown variance.
Geometric Interpretation in R":

Under the normality assumption, the vector of population errors € is not only orthogonal to
the column space of X in expectation, but its probability density is spherically symmetric
in R". When we project y onto the subspace spanned by X, the distance between the
observed value and the projection (the residual) follows a distribution related to x?,
allowing us to “measure” the error in a standardized way.

2.1.2 CNLRM Assumptions

For the construction of exact tests, we add the following assumption to the CLRM:

21
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Assumption 2.1: Normality of Errors (¢|X ~ N(0,0%1,))

« Role: Ensures that any linear combination of y (such as the estimators B) also has
a normal distribution. This is the basis for the ratio between the estimation error
and the standard error to follow a Student’s ¢ distribution.

« Counterexample: If the errors follow a heavy-tailed distribution (such as Cauchy),
the OLS estimator can still be computed, but the test statistic will not follow a ¢
distribution in small samples, leading to incorrect conclusions about the significance
of variables.

2.2 Inference about a Single Parameter: The t-
Statistic

2.2.1 Motivation

The concrete problem solved by the t-statistic is hypothesis testing about a single regression
coefficient when the population variance o2 is unknown. Instead of substituting o2 with an
ad hoc estimator, the t-statistic incorporates the additional uncertainty from estimating
the variance, resulting in a distribution with heavier tails than the Normal.

Geometric Interpretation in R?:

For a simple regression, we can visualize the estimator 32 as a random variable centered
at B5. The standard error 36(32) measures the dispersion of this variable. The t-statistic
standardizes the distance between the estimate and the tested value, dividing it by the
estimated standard error. The denominator s (root of the estimated variance) introduces
additional variability, making the resulting distribution have heavier tails than the Normal.

2.2.2 Formal Statement

Consider the Simple Linear Regression Model defined for n observations:

yi=P1+ Pori+e, 1=1,....n (2.1)

where y; is the dependent variable, x; is the non-stochastic regressor, 5, is the intercept,
(2 is the slope, and ¢; is the stochastic error.

We assume the following conditions of the Classical Normal Model:

2 is constant (homoskedastic)

1. Exogeneity and Normality: ¢; S N(0,0?), where o
and unknown.

2. Identifiability: There is variation in x, such that 37", (z; — 7)* > 0.

Theorem 2.2.1 (Distribution of the t-Statistic). Under the CNLRM assumptions, the
statistic:
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By — 3
T == N ~ tn_g (22)
se(2)
where 36(32) = ——_ and s? = Zi:lé’z, follows a Student’s t distribution with n — 2

degrees of freedom.

2.2.3 Formal Derivation
Step 1: Derivation of the OLS Estimators (31,32)
We minimize the sum of squared residuals S(by, by) = S0 (y; — by — baw;)?.

The First Order Conditions (FOC) are:

oS -

0 S =) 0 23)
gf = -2 Zn:(yz‘ — P = Boi)wi = 0 (2.4)
2 i=1
From (2.3):
Pr=1 — i (2:5)

Substituting (2.5) into (2.4):

By = =1 (2.6)

Step 2: Variance Estimator (s?)

We define the residual as é; = y; — 5’1 - 32931-. The unbiased estimator of the variance is:

no A2
YLy (2.7)

n—2
(Justification: We lose 2 degrees of freedom when estimating 51 and [s.)

Step 3: Sampling Distribution and Construction of the Test Statistic

Under the normality assumption, since Bg is a linear function of y (which is normal):

2

p2 ~ N (527 M) (2.8)

To test Hy : B2 = B3, we standardize the estimator:
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By — B8
o/\/>(z; — x)?

7 = ~ N(0,1) (2.9)

Since ¢ is unknown, we use s. The associated Chi-square variable is:

n — 2)s?
V= (02) ~ X721—2 (2.10)

Lemma 2.2.1 (Definition of the Student’s ¢ Distribution). If Z ~ N(0,1) and V ~ x?
are independent, then T = \/‘Z/—/V ~t,.

Applying Lemma 2.2.1 with v =n — 2:

B2—p3

NSw D B— P (2.11)

VEFE (n=2)  s/\/Slai—2)?

Defining the estimated Standard Error as se(fs) = ﬁ
)
7= 2t (2.12)
se(f2)

2.3 Distribution of Linear Combinations of OLS

2.3.1 Motivation

The concrete problem here is inference about multiple simultaneous hypotheses.
Frequently, economic or scientific theory does not predict only the value of a single
parameter, but a relationship between them (e.g., constant returns to scale, where the
sum of coefficients must be unity).

Geometric Interpretation in R¥:

Let 3 € R be the vector of population parameters. A single linear restriction defines a
hyperplane of dimension K — 1 in the parameter space. A set of J linearly independent
restrictions defines the intersection of J hyperplanes, resulting in an affine subspace of
dimension K — J. Testing whether the restriction is valid is equivalent to measuring the
probabilistic distance between the unrestricted estimator B (the point that minimizes the
sum of squares in the total space) and the restricted subspace.
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2.3.2 Additional Assumptions
Assumption 2.2: Full Column Rank (rank(X) = K)

« Role: Guarantees the identifiability of 3 and the invertibility of (X'X).
o Counterexample: If the columns of X are linearly dependent, there is no unique
point in the parameter space to compare with the restrictions.

Assumption 2.3: Normality of Errors (¢/X ~ N(0,0%1,))

e Role: This is the generating assumption. Since the estimator is a linear transfor-
mation of the errors, the normality of ¢ is inherited by B in any finite sample.

o Counterexample: Without normality, B follows a normal distribution only asymp-
totically (n — oo). In small samples, the distribution would be unknown, invalidating
exact tests.

Assumption 2.4: Independence and Rank of Restrictions (rank(R) = J < K)

o Role: Ensures that the restrictions are not redundant or contradictory, guaranteeing
that the variance-covariance matrix of the restrictions is invertible.

o Counterexample: If R does not have full rank, the “ellipse of uncertainty” of the
restrictions will be collapsed in some dimension, preventing the calculation of the
test statistic.

2.3.3 Formal Statement

Consider the model y = X3 + ¢, with y € R*, X € R rank(X) = K, and ¢ ~
N(0,0°1,).

Consider a set of J linear restrictions on 3 of the form:

RS =q (2.13)

where R is a J x K matrix of constants of rank J, and q is a J x 1 vector of constants.
The unrestricted OLS estimator is 3 = (X'X)'X'y.

Theorem 2.3.1 (Distribution of the Restriction Vector). Under the CNLRM assumptions,
the vector of sample restrictions m = RS — q follows a multivariate normal distribution:

m|X ~ N (RB - q, *R(X'X)"'R) (2.14)

2.3.4 Formal Derivation

Lemma 2.3.1 (Affine Transformation of Normal Vectors). Ifz ~ N(u, X) and w = a+ Bz
(where a and B are constants), then w ~ N(a + Bu, BE¥B').

Step 1: Distribution of y conditional on X



26CHAPTER 2. HYPOTHESIS TESTING IN THE CLASSICAL NORMAL LINEAR REGRESSION

Since y = X3 + ¢, and € ~ N(0,0°1,):

Ely|X] = Xz, Var(y|X) = o’ (2.15)

Hence:

y[X ~ N(X8,0°L,) (2.16)

Step 2: Distribution of the Estimator /3
The OLS estimator is § = By, where B = (X’X)"'X’.

Applying Lemma 2.3.1:

N

EBX] =5,  Var(BX) = o*(X'X)"? (2.17)

Hence:

BIX ~ N (8, 0*(X'X)™) (2.18)

Step 3: Distribution of the Restriction Matrix m
We define the discrepancy vector m = Rﬁ —q.

Since m is an affine function of B , we apply Lemma 2.3.1 again:

Em|X]=Rpg —q, Var(m|X) = o*R(X'X) 'R/ (2.19)

Therefore:

m|X ~ N (RB - q, *R(X'X)"'R/) (2.20)

O

2.4 Cholesky Decomposition

2.4.1 Motivation

The concrete problem solved by the Cholesky decomposition is the “standardization”
of multivariate linear systems. Just as in scalar statistics we divide a variable by its
standard deviation to obtain unit variance, in matrices we seek an operator L such that,
when applied to a system with variance-covariance matrix X, it results in a system with
identity I.

Geometric Interpretation in R":

A covariance matrix 3 defines the geometry of an ellipsoid of uncertainty. The Cholesky
decomposition extracts a lower triangular matrix L that functions as a coordinate system.
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Multiplying a white noise vector (spherical) by L “stretches” and “rotates” this vector so
that it assumes the shape of the ellipsoid defined by 3. Conversely, multiplying correlated
data by L™! (the whitening process) collapses the ellipsoid back to a unit sphere.

2.4.2 Formal Statement

Theorem 2.4.1 (Cholesky Decomposition). Let A € REXE be a square, symmetric, and
positive definite matriz. There exists a unique lower triangular matriz L € REXE  with
strictly positive diagonal elements (L > 0), such that:

(2:21)

where L is referred to as the Cholesky square root of A.

2.4.3 Algorithmic Derivation
Notation Definition:

« A;j: element in row ¢ and column j of A.
e L;;: element in row ¢ and column j of L.
o L is lower triangular = L;; = 0 for j > 1.

Step 1: Expansion of the Matrix Product

By the definition of matrix multiplication:

K
Aij = LiLjk (2.22)
k=1
Since L is lower triangular:
J
Aij = LyLj (2.23)
k=1

Step 2: Diagonal Elements (i = j)

For a generic diagonal element L;;:

i—1
Ay =Y L3 + L7 (2.24)
k=1

i—1
Lip = \| A = > L, (2.25)
k=1

Isolating:
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Step 3: Off-Diagonal Elements (i > j)
From (2.23) and isolating L;;:

1 i1
Lij = — (Aij -3 Liijk) (2.26)
k=1

Jj

Lemma 2.4.1 (Uniqueness of Cholesky Decomposition). Suppose A = L;L| = LyLj.
Since A is positive definite, it is invertible. This implies Ly 'Ly = L) (Ly)~ . The left-hand
side is lower triangular and the right-hand side is upper triangular. A matriz that is
simultaneously lower and upper triangular must be diagonal. Since the diagonals are
positive, the only solution is the identity, hence Ly = L.

2.5 Multivariate Standardization and the y? Statistic

2.5.1 Motivation

The concrete problem solved here is the comparison of distances in correlated spaces.
When we test multiple simultaneous hypotheses (e.g., R = q), the estimation error in
one parameter may be correlated with the error in another. If we tried to sum the squares
of these errors directly, we would be ignoring the geometry of the system.

Geometric Interpretation in R”:

Imagine that the uncertainty of the restrictions forms an ellipsoid of probability density.
The Cholesky Decomposition extracts the dependence structure of this ellipsoid.

1. Normal to Standard: The Cholesky factor acts as a “whitening” operator, rotating
and collapsing the uncertainty ellipsoid into a perfect unit-radius sphere.

2. Standard to Chi-square: Once we have a unit sphere, the sum of the squares of
the distances from the center to the surface follows, by definition, a x? distribution.

2.5.2 Formal Statement

Let m = Rj3 — q be the discrepancy vector of the restrictions of dimension J x 1. Under
the null hypothesis Hy : RS = q, we assume:

1. Distribution: m ~ N (0, V,,), where V,, = o*R(X'X)"'R/.
2. Variance Structure: V,, is a J x J symmetric and positive definite matrix.
3. Decomposition: There exists a lower triangular matrix L such that V,, = LL'.

Theorem 2.5.1 (Wald Statistic). The Wald statistic for testing Hy : RS = q is:

W=m'V,'m~ x3 (2.27)
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2.5.3 Formal Derivation
Step 1: Transformation to Standard Normal (Whitening)
We define the transformed vector z = L~ m.

By the Affine Transformation Lemma 2.3.1:

E[z|X] = L' E[m|X] = 0 (2.28)
Var(z|X) = L'V, (LY =L (LL)(L™") =1, (2.29)

Hence:
z ~ N(0,1)) (2.30)

Step 2: Transformation to Chi-square (x?)

We define the test statistic W as the inner product (sum of squares) of the standardized
vector:

W=zz=m'(L')YL'm=m'V,'m (2.31)
Lemma 2.5.1 (Distribution of Quadratic Forms). If z ~ N(0,1;), then z'z = >7_, 22 ~
X5
Applying Lemma 2.5.1:
W~ x5 (2.32)

2.6 The Snedecor F' Statistic

2.6.1 Motivation

Until now, we have derived test statistics that depended on the population parameter o2.
However, in real applications, this parameter is invariably unknown. The problem solved
by the F' statistic is to allow simultaneous inference about J linear restrictions using an
estimate of the variance based on the model residuals (s?).

Geometric Interpretation in R":

The F statistic can be viewed as the ratio between two normalized orthogonal distances
in R"™. The numerator measures the (squared) length of the projection of y that is “lost”
when we impose the restrictions of Hy. The denominator measures the (squared) length
of the residual vector of the unrestricted model, which represents the inherent variability
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of the error. The independence between these two measures ensures that the ratio follows
an F' distribution.

2.6.2 Formal Statement

Consider the model y = X3 + ¢ with e ~ N(0,0%I,) and rank(X) = K. Consider the
null hypothesis Hy : RS = q, where R is J x K with rank(R) = J.

We define:

e'e

n—K?
2. Discrepancy Vector (m): m = Rfj —q.

1. Variance Estimator (s?): s* = where e = My.

Theorem 2.6.1 (F' Statistic). Under the CNLRM assumptions, the statistic:

m/[R(X'X)"'R/|"'m/J

s2

F = ~ Flnx (2.33)

follows a Snedecor F' distribution with J and n — K degrees of freedom.

2.6.3 Formal Derivation
Step 1: Distribution of s
We start from the definition of residuals: e = My, where M =T — X(X'X)~!X'.

Substituting the model structure:

e=M(XS5+¢e)=Me (2.34)

The sum of squared residuals (SSR) is:

e =¢cMe (2.35)
Lemma 2.6.1 (Distribution of Quadratic Forms with Idempotent Matrices). Ifz ~ N(0,1)
and A is idempotent with rank(A) = v, then z’ Az ~ x2.
Applying Lemma 2.6.1:

(n — K)s?

ik (236)

Step 2: Independence between Numerator and Denominator

The Wald statistic W depends on B , while s? depends on e.

B=B+(XX)"'X's, e=Me (2.37)
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We compute the covariance:

Cov((X'X) ™ X/e, Me|X) = 02(X'X)"'X'M = 0 (2.38)

Since [ and e are linear transformations of a normal vector, zero covariance implies
stochastic independence.

Step 3: Derivation of the F' Statistic
We define W* = m'[R(X’X)'R/|"'m. Note that W = W*/5? ~ x?.

By the definition of the F' distribution (ratio of two independent x? variables divided by
their respective degrees of freedom):

B w/J
F =m0 (2.39)

o2

Canceling o

m'[R(X'X)'R/|"'m/J

F = = (2.40)
Applying the derived distributions:
2
X5/
F~ =Fjnk (2.41)
Xo-x/(n—K)

2.7 The Feasible Wald Test

2.7.1 DMotivation

The concrete problem solved here is the operationalization of multiple hypothesis
tests when the noise variance (0?) is unknown. While the theoretical Wald statistic uses
the true variance, the feasible test substitutes this parameter with its sample estimate
(s?), allowing the researcher to perform tests of linear restrictions using only the sample
data.

Geometric Interpretation in R”:

Geometrically, the Wald statistic is a measure of the weighted Euclidean distance
between the vector of sample restrictions (R@ ) and the vector of restrictions under the
null hypothesis (q). The use of s* in the denominator acts as an “adaptive ruler”: if the
estimated noise in the data is high, the measured distance between the coefficients and
the hypothesis must be significantly larger to be considered statistically relevant. The
F' statistic is nothing more than this distance normalized by the number of dimensions
(restrictions) being tested simultaneously.



32CHAPTER 2. HYPOTHESIS TESTING IN THE CLASSICAL NORMAL LINEAR REGRESSION

2.7.2 Formal Statement

Consider the model y = X3 + ¢, where ¢ ~ N(0,¢I,,) and rank(X) = K. Consider the
null hypothesis Hy : RS = q, where R is a J x K matrix of constants of rank J and q is
a J x 1 vector.

We define:

1. Discrepancy Vector: m = RB —q.
2. Residual Variance Estimator: s? =
3. Feasible Wald Statistic (1V):

e'e

<%, where e =y — XB

m'[R(X'X)"'R/]"'m

W = =

(2.42)

Theorem 2.7.1 (Wald-F Relationship). Under Hy and normality, the statistic ' = W/.J
follows a Snedecor F' distribution with J and n — K degrees of freedom:

W
F="~Fpx (2.43)

2.7.3 Formal Derivation

Lemma 2.7.1 (Distribution of m under Hy). Under Hy and normality, m|X ~
N(0,0?R(X'X)"'R).

Step 1: Construction of the xY?> Quadratic Form for the Numerator

Consider the theoretical Wald statistic (1W,) using the population variance o*:

W, = m'[Var(m|X)] 'm (2.44)

Substituting the variance from Lemma 2.7.1:

W, — m'[R(X’X)"'R/]"'m (2.45)

o2

By the theory of quadratic forms of normal vectors, since m has dimension J:

W ~ x5 (2.46)

Step 2: Construction of the y? Quadratic Form for the Denominator

We define the chi-square variable based on the sum of squared residuals (SSR):

V=~ Xk (2.47)
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Step 3: Stochastic Independence

As demonstrated in Section 1.6.3, B (and hence m) is independent of the residual vector
e (and hence s?) under the normality assumption. Therefore, W, and V are independent.

Step 4: Definition of the F Ratio
By definition, an F variable is the ratio of two independent x? variables, each divided by

its respective degrees of freedom:

W,/ J

F=—-"— 2.48
V/(n— K) (248)
Substituting (2.45) and (2.47) into (2.48):
m'[R(X’'X)"R/']"Im
F = ‘T;J (2.49)
Canceling the unknown parameter o:
m'[R(X'X)"'R/]"'m
F = 2.50
2.7 (2.50)
Recalling the definition of W in (2.42):
w
F=— 2.51
i (251)

2.8 Confidence Intervals and Ellipsoidal Regions

2.8.1 Motivation

Point estimators, although unbiased, do not quantify the intrinsic uncertainty of the
sampling process. The Confidence Interval solves the problem of providing a set of
plausible values for the population parameter, based on the precision of the estimator.

Geometric and Spherical Interpretation:
Consider the parameter space RX.

1. Univariate Case: The CI is a line segment centered at the estimate.

2. Multivariate Case (Spherical Interpretation): Under the assumption that the
parameter estimates are independent and have the same variance (spherical errors),
the joint confidence region in R? is a circle centered at (31, Bg)
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3. Covariance and Slope: When there is covariance between the estimators
(Cov(f1, B2) # 0), the circle deforms into an ellipse. The slope of the principal axis
of this ellipse is governed by the covariance structure: if the correlation is positive,
the ellipse tilts to the right; if negative, to the left.

2.8.2 Formal Statement

Let (X1, ..., X,) be a random sample from a population with parameter 0 € ©. We define
the Confidence Interval of level 1 — « as the random set C' = [L, U] such that:

POe[LU)=1-a (2.52)

where L and U are statistics (functions of the data).

Theorem 2.8.1 (Confidence Interval for ;). Under the CNLRM assumptions:

CL_o(B;) = B £t a2 - se(53;) (2.53)

Theorem 2.8.2 (Confidence Interval for Linear Combination). For ¢'(:

CL_o(c'B) = B Ety ka2 (XX) e (2.54)

Theorem 2.8.3 (Joint Confidence Region). The joint confidence region of level 1 — «v for
B is:

Clom = {8+ (B=BY(XX)(B~B) <K -5 Frn-ri-a} (2.55)

2.8.3 Formal Derivation (Univariate Case)

Lemma 2.8.1 (Distribution of the Sample Mean). If X; ~ N(u,0?), then X ~
N(p,0%/n).

Definition of the Pivot Variable:

We define the standardized variable Z:

X
NG

Note that the distribution of Z does not depend on pu.

Z

~ N(0,1) (2.56)

Step 1: Establishing the Central Probability

Given a significance level o, we select the quantile z,/, such that:



2.8. CONFIDENCE INTERVALS AND ELLIPSOIDAL REGIONS 35

P(=2ap2 < Z < 24p2) =1 -« (2.57)
Step 2: Substitution of the Pivot Variable

Substituting (2.56) into (2.57):

X —u
Pl—zypo<—=<zupl|l=1- 2.58
(Z/Q a/v/n Z/2> “ ( )

Step 3: Isolating the Parameter u

Multiplying all terms by the standard error o//n:

o - o
P (—ZQ/Q\/H <X - 1% < Za/g\/ﬁ> =1—« (259)
Subtracting X and rearranging:
- o - o
P(X—ZQ/Q\/E S/LSX—FZQ/Q\/ﬁ) =1—« (260)

Conclusion: The interval C' = [)_( — za/gﬁ,)_( + Za/gﬁ} is the 1 — « CI for p.

When o? is unknown, we substitute z, /o with t,_1 /2, resulting in (2.53).

2.8.4 Generalization to Ellipsoidal Regions

When dealing with a vector § of dimension K, the probabilistic distance is measured via
the Mahalanobis quadratic form. Under the null hypothesis that § is the true value, the
Wald statistic W is:

W (B) = (B — B)[Var(B)] (B — B) ~ xi (2.61)

The joint confidence region is the set:

Ciome = {B: W(B) < Xk1-a} (2.62)

When 0?2 is unknown, we use s? and the F' distribution, resulting in (2.55).




36CHAPTER 2. HYPOTHESIS TESTING IN THE CLASSICAL NORMAL LINEAR REGRESSION

2.9 Joint Significance Test and the Algebra of Sums
of Squares

2.9.1 Motivation

The concrete problem solved by the joint significance test is the collective validity of
the regressors. Frequently, individual variables may not be statistically significant in
isolation (due to multicollinearity, for example), but together they explain a relevant
portion of the variance of the phenomenon. The test seeks to answer: “Is the proposed
model better than just using the sample mean to predict the dependent variable?”

Geometric Interpretation in R":

In the sample space, the Total Sum of Squares (SST') represents the squared length of
the vector of observations centered at their mean. OLS decomposes this vector into two
orthogonal components: the Explained Sum of Squares (SSFE), which is the projection of
the vector onto the subspace spanned by the regressors, and the Residual Sum of Squares
(SSR), which is the orthogonal distance of the vector to the subspace. The R? is the
squared cosine of the angle between the observed vector and its projection, indicating the
angular “proximity” between the data and the model.

2.9.2 Formal Statement

Consider the linear regression model y = X3 + ¢ with n observations and K parameters
(including the intercept). We define:

1. Total Sum of Squares (SST): SST = X", (y; — 9)*.
2. Explained Sum of Squares (SSE): SSE =Y ,(9: — y)*.
3. Residual Sum of Squares (SSR): SSR = Y, é?, where é; = y; — 0.

; ot 2. P2 _ SSE _ SSR
4. Coefficient of Determination (R°): R* = 357 = 1 — 337

Theorem 2.9.1 (Decomposition of Sums of Squares). If the model contains an intercept,

then SST = SSE + SSR.

2.9.3 Derivation of the F Statistic via R?
Step 1: Comparison between Restricted and Unrestricted Models

Let an unrestricted model (ur) with K parameters and a restricted model (r) with K — J
parameters, where J is the number of exclusion restrictions imposed (e.g., 3; = 0).

Proposition 2.9.1. R? > R? and SSR,, < SSR,.

Proof. The unrestricted OLS estimator minimizes the sum of squared residuals over the
space R, The restricted model minimizes the same function over a lower-dimensional
subspace (K — J). Since the set of solutions of the restricted model is contained in the
set of the unrestricted model, the minimum value attained by the unrestricted model will
necessarily be less than or equal to that of the restricted model. O
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Step 2: Construction of the F Statistic via SSR

To test the joint validity of J linear restrictions:

(SSR, — SSRu)/J
F = 2.63
SSRy,/(n— K) (2.63)
Step 3: Construction of the F Statistic via R?
From the definition of R*: SSR,, = SST(1 — R2.) and SSR, = SST(1 — R?).
Substituting into (2.63):
(R2. — R%)/J
F = o ) ~Fn 2.64
1R/ k)~ e 200
Step 4: Special Case of Global Significance
In the test where Hy : o = B3 = -+ - = B = 0 (all slopes are zero), the restricted model
is y = 01 + €. In this case, R? = 0. Substituting into (2.64):
R*/(K —1)
F = ~Fyg 1, 2.65
(- @) &)~ e 269
2.10 Summary of Test Statistics
Hypothesis Statistic Distribution Degrees of Freedom
: 0 Bi—B3
Hy:RpB=q (with W =m'V_'m X5 J
o2 known)
Hy:RB=q (with F="/7 Fin-k J n—K
0% unknown)
2 _
Hy:fy=--= F=rtes Franx K—-1,n-K
Br =0

2.11 Role of Assumptions

1. Normality of Errors (Assumption 2.1): Indispensable to guarantee that test
statistics follow exact distributions in finite samples. Without normality, ¢, F', and
W have only asymptotic validity.

2. Full Rank (Assumption 2.2): Indispensable to guarantee the identifiability of
parameters and the invertibility of (X'X), necessary for computing variances.
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3. Rank of Restrictions (Assumption 2.4): Indispensable to guarantee that
the matrix R(X'X)™!'R/ is invertible, allowing the calculation of the Wald and F'
statistics.

4. Sphericity (Flee'] = 0*I): Simplifies the variance structure, allowing closed-form
statistics. Under heteroskedasticity, formulas require robust adjustments.

5. Homoskedasticity: Indispensable for the relationship F' = W/J. If the variance
were heteroskedastic, the term Var(m|X) would involve the matrix €2, preventing
the isolation of the scalar s? and breaking the identity.

6. Presence of Intercept: Necessary for the decomposition SST = SSE + SSR. If
the intercept is omitted, SST is not comparable, making the statistic based on R?
mathematically invalid.



Chapter 3

Heteroskedasticity

3.1 The Heteroskedasticity Problem

3.1.1 Motivation and Geometric Interpretation

The Ordinary Least Squares (OLS) estimator is built upon the premise that errors possess
constant variance — the so-called homoskedasticity. Heteroskedasticity arises when
this variance is not uniform but varies systematically with the explanatory variables.

In empirical contexts, this situation is frequent. When modeling savings as a function
of income, for example, higher-income families exhibit much greater dispersion in their
saving habits than low-income families — the uncertainty about behavior increases with
the level of the variable itself.

Geometric Interpretation in R?:
In a scatter plot (X,Y):

o Under homoskedasticity, the cloud of points exhibits uniform thickness around
the regression line.

o Under heteroskedasticity, this cloud assumes a cone or fan shape: the vertical
dispersion of residuals expands as we move along the X axis.

The OLS estimator fits the line through the center of this cloud but assigns equal weight
to all observations — ignoring that points in regions of high dispersion are less precise
informants about the location of the true line than those in regions of low dispersion.

3.1.2 Classical Assumptions and Their Roles
Assumption 3.1: Linearity in Parameters

e Role: Ensures that the population relationship is expressed as a linear combination
of fixed parameters and an additive error, enabling the OLS estimator.

« Counterexample: If the model is intrinsically non-linear (e.g., Y = X - ), OLS
fails to capture the curvature, generating systematically biased residuals.

Assumption 3.2: No Perfect Multicollinearity

39
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« Role: Ensures that X has full rank, enabling the inversion of (X'X) and the unique
identification of parameters.

o Counterexample: If X, = 2X;, there are infinitely many lines that minimize the
sum of squares, making 3 non-identifiable.

Assumption 3.3: Strict Exogeneity (E[u|X] = 0)

» Role: Ensures that the error does not carry systematic information correlated with
the regressors — a fundamental condition for the unbiasedness of OLS.

« Counterexample: With endogeneity (E[u|X] # 0), the estimator absorbs into
effects belonging to the error, generating bias even in infinite samples.

Assumption 3.4: Heteroskedasticity (E[uu’|X] = Q)

» Role: Replaces the homoskedasticity assumption. The matrix €2 is diagonal with
elements diag(2) = {0?,...,02} not necessarily equal.

« Counterexample: Erroneously assuming E[uu/|X] = ¢2I produces incorrect
standard error formulas, invalidating all significance tests (¢ and F').

3.1.3 Formal Statement of the Problem

Consider the linear population model in matrix notation:

y=X3+u (3.1)

where y € R”, X € R™* with rank(X) = k < n, 8 € R¥, and u € R". Conditionally on
X, we assume:

1. E[u|X] = 0 (strict exogeneity);

2. Eluv|X] = Q = diag(o?, ..., 0?) (heteroskedasticity).

ren

The OLS estimator is given by:

B =(X'X)"'X'y (3.2)
Objective of this section: To demonstrate that, under heteroskedasticity, B remains
unbiased and consistent, but:

o the classical formula 0?(X'X)~! becomes invalid for the variance;
o the estimator ceases to be the Best Linear Unbiased Estimator (BLUE).

3.1.4 Formal Derivation of Consequences

Step 1: Decomposition of the Estimator

Substituting (3.1) into (3.2) and using (X'X)1(X'X) = I:

=g+ (X'X)'Xu (3.3)
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Step 2: Unbiasedness
Applying the conditional expectation in (3.3) and using Assumption 3.3:

E[BIX] = §+ (X'X)"'X' E[u[X] = 3 (3.4)

Partial conclusion: OLS is unbiased under heteroskedasticity — the variance of the errors
does not affect the mean of the estimator.

Step 3: True Variance — Sandwich Form

For an unbiased estimator, Var[3|X] = E[(3 — 8)(3 — 8)|X]. From (3.3):
B—pB=(XX)"X"u (3.5)
Computing the outer product and extracting the deterministic terms:

Var[3X] = (X'X)™' X’ Efu'[X] X(X'X) "'

Substituting Assumption 3.4:

Var[4]X] = (X'X) "' X'QX(X'X)"! (3.6)

This is the sandwich form of the true variance of the OLS estimator.
Step 4: Invalidity of Classical Inference

Classical inference assumes E[uu’|X]| = ¢?I. Substituting into (3.6):

Varclassical [B|X] == 0'2 (X/X) -1

If Q # o%1, this expression is not the correct variance estimator. Since the t and F
statistics depend on the standard errors in the denominator, using the classical formula
under heteroskedasticity produces biased tests, leading to incorrect conclusions about
significance.

3.1.5 Synthesis of the Role of Assumptions

« Strict exogeneity (F[u|X] = 0) was indispensable for guaranteeing unbiasedness
in (3.4).

« Homoskedasticity is the assumption that “fails” in this context: without it,
OLS loses efficiency within the BLUE class (the Gauss-Markov Theorem no longer
applies), making it necessary to use:

— robust standard errors (EHW estimator) for valid inference; or
— the Generalized Least Squares (GLS) estimator to recover efficiency.
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3.2 The Eicker-Huber-White (EHW) Estimator

3.2.1 Motivation and Geometric Interpretation

Although 3 remains unbiased and consistent under heteroskedasticity, the classical variance
formula o(X’X)~! fails to capture the true uncertainty — typically underestimating
standard errors and inflating t-statistics, leading to false positives in significance tests.

The Eicker-Huber-White (EHW) estimator solves this problem by allowing each
observation to have its own variance, providing a robust basis for inference without
requiring knowledge of the functional form of heteroskedasticity.

Geometric Interpretation in R":

The EHW estimator can be interpreted as a non-parametric reconstruction of the ellipsoid
of uncertainty around B . Instead of assuming that this ellipsoid is a uniform hypersphere
(homoskedasticity), the EHW estimator estimates its irregular shape using the squared
OLS residuals as a local proxy for the variance of each observation.

3.2.2 Specific Assumptions of the EHW Estimator
Assumption 3.5: Contemporary Orthogonality (FE[x;u;] = 0)

e Role: Minimum exogeneity condition for OLS consistency. Ensures that the
regressors do not carry systematic information about the error.

« Counterexample: With endogeneity (F[x;u;] # 0), the estimator converges to a
value distinct from  — no variance correction recovers the validity of inference.

Assumption 3.6: Independence between Observations (E[u;u;|X] = 0 for i # j)

» Role: Ensures that €2 is diagonal. The EHW estimator only needs to estimate the
n individual variances o?.

o Counterexample: With autocorrelation or spatial dependence, the off-diagonal
elements of € are non-zero. The EHW estimator, by ignoring them, becomes
inconsistent — requiring clustered standard errors (Arellano) or Newey-West.

Assumption 3.7: Finite Fourth-Order Moments (E[u}x;x}] < 00)

» Role: Technical condition for the Law of Large Numbers and the CLT to apply to
the quadratic product u?x;x;.

« Counterexample: With excessively heavy-tailed distributions (e.g., Cauchy), the
variance of the variance estimator is not well-defined, preventing convergence of the
robust estimator.

3.2.3 Formal Statement
Consider the linear model y = X +u with § = (X’X)"'X'y. Under E[u|X] = 0 and

A

Elud|X] = Q = diag(o?,...,02), we wish to construct an estimator Var[3] such that:

rn
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plim (m Var{3]) = Avar[y/(3 — )]

3.2.4 Formal Derivation of the EHW Estimator
Step 1: Decomposition of the Estimation Error

From the definition of OLS:

B—pB=(XX)"'X"u (3.7)
Step 2: Asymptotic Scaling
Premultiplying (3.7) by /n:
A XX\ (X'u
ﬁ(ﬂ—6)=< - ) (ﬁ> (38)

Step 3: Central Limit Theorem for the Score

Let w; = x;u; with E[w;] = 0 (Assumption 3.5). By the multivariate CLT (under
Assumption 3.7):

\/1_ szuz — N(0,%) (3.9)

where the variance matrix of the score is:

= phm( Zu X;X ) Eluixx] (3.10)

Step 4: Asymptotic Variance — Sandwich Form
Let Q = plim(X'X/n) = E[x;x}]. By Slutsky’s Lemma applied to (3.8):

Avar[vn(B - B)] = Q'=Q! (3.11)

¥ is the “filling” and Q! are the “bread slices” of the asymptotic sandwich structure.
Step 5: Estimation of ¥ by White’s Estimator

Since wu; is unobservable, White (1980) proposed replacing it with the OLS residual
ﬂi =Y — X;BZ

> XX, (3.12)

The consistency of 3 follows from:



44 CHAPTER 3. HETEROSKEDASTICITY

« b5 5

o expansion U; = u; — X;(B - pB);

 the second- and third-order terms involve (B —3) & 0, and the adjacent sums are
O,(1) by the finiteness of fourth-order moments (Assumption 3.7).

Therefore:

plim(3) = 2 (3.13)

Step 6: Final Robust Estimator

Substituting the sample analogs into (3.11) and undoing the scaling by n:

Vargaw[f] = (X'X)~! (f) ﬁfxmé) (X'X)™ (3.14)

This is the expression for the robust variance-covariance estimator HCO of White (1980).

3.2.5 Role of Assumptions in the EHW Estimator

Independence between observations (Assumption 3.6) was indispensable for ensuring
that X depended only on the contemporaneous products u?x;x}. With autocorrelation or
spatial dependence, the covariance terms Elu;u;x;x}] (i # j) would be non-zero, and the
estimator (3.12) would be inconsistent for the true variance — requiring alternatives such
as clustered standard errors (Arellano) or Newey-West.

3.3 Asymptotic Properties of the EHW Estimator

3.3.1 Motivation

In large samples, it is not necessary for the errors to be normally distributed to perform valid
inference. The asymptotic challenge that the EHW estimator solves is the construction of
correct hypothesis tests when the error variance is unknown and potentially heteroskedastic.

Geometric Interpretation:

The sampling distribution of B is a cloud of points that contracts as n grows (consistency).
When scaled by /n, this cloud converges to a Normal distribution. The EHW estimator
allows us to accurately calculate the “width” (variance) of this Normal even when the
dispersion of the original data is irregular — ensuring that confidence intervals and ¢-tests
do not distort the true precision of the estimate.
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3.3.2 Asymptotic Assumptions
Assumption 3.8: i.i.d. Sampling of (x;,y;)

« Role: Enables the direct application of the Weak Law of Large Numbers (WLLN)
and the CLT in their classical forms.

« Counterexample: With temporal dependence (autocorrelation), the sums do not
converge to the simple expectations, requiring Newey-West corrections or time series
approaches.

Assumption 3.9: Finite Fourth-Order Moments (E[||x;]|*] < oo and E[u}] < o)

« Role: Ensures that the variance of u?x;x/ is finite, allowing the sandwich filling to
converge in probability to the population value.

o Counterexample: With heavy-tailed distributions (e.g., Cauchy), the mean
squared error does not converge, making the robust standard error unstable.

Assumption 3.10: Non-Singular Moment Matrix (Q = E[x;x}] positive definite)

e Role: Ensures that the regressors are not asymptotically collinear, guaranteeing
that Q™! exists and that 3 remains identified in the limit.

o Counterexample: If a regressor becomes constant or asymptotically collinear, the
variance of the estimator explodes to infinity.

3.3.3 Formal Statement

Theorem 3.3.1 (Asymptotic Properties of OLS with EHW). Under i.i.d. sampling, finite
fourth-order moments, and contemporaneous exogeneity (E[x;u;] = 0), the OLS estimator
B, = (X’X)"'X'y and the robust estimator Varggy = (X'X)~1(X,; @2x;x})(X'X)~!
satisfy:

1. Consistency: JEREN B
2. Asymptotic Normality: \/ﬁ(ﬁn —p) LN N(0,Vpg), where Vg = Q712Q ™!

—

3. Consistency of the Robust Estimator: plim(n Vargyw) = Vg

3.3.4 Formal Derivation
Step 1: Consistency of ﬁn

We write the estimation deviation in scaled form:
N 1 n , 71 1 n
Bn—0=1{- Z XX, — Z XU (3.15)
N =1 N =1
By Khinchin’s WLLN (under Assumption 3.8):

ZXiX; ﬂ) Q, l ZXZ'U,,' ﬁ) E[X,UZ] =0

n;3
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By the Continuous Mapping Theorem applied to (3.15):

plim(3, —8)=Q'-0=0 = 3,538
Step 2: Asymptotic Distribution
Premultiplying (3.15) by /n:

-1
~ 1.7 1 X2
V(B —B) = ( xix;> ( Xu) (3.16)
By the Multivariate CLT (under Assumptions 3.8 and 3.9):
! N(0,X > = Elu’x;x!
\/— szu, — N( ), = Blu;x;x;]

By Slutsky’s Lemma, combining Q, % Q and the convergence in distribution of the
score:

Vi(B, — 8) % N(0. Q'EQ ) (3.17)
Step 3: Consistency of the Filling ( 3)
White’s estimator for the filling is 3 = % 2%;x). Expanding @; = u; — x,(5, — f):

77/12 = ’U,? - 2uzX;<Bn - 5) + (Bn - B),XiX;(Bn - 5)
Upon substituting into the sample sum:

e The first term converges by the WLLN: Z uixx, & 3.

e The second- and third-order terms 1nvolve (/Bn — B3) % 0, and the adjacent sums are
O,(1) by the finiteness of fourth-order moments (Assumption 3.9).

Therefore:

plim(%) = 2 (3.18)

Step 4: Consistency of the Robust Variance

Rewriting n Varggw in scaled form:

_ XX\t /xx\ 7!
nVarEHw = ( ) > < )

n n

By the Continuous Mapping Theorem, combining Qn 2 Q and IR 3}

plim(n Vargaw) = Q 'SQ ' = V; (3.19)
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3.3.5 Role of Assumptions in Asymptotic Properties

The finiteness of fourth-order moments (Assumption 3.9) was indispensable in Step
3. Without it, the WLLN cannot be applied to the product u?x;x}, preventing the
convergence of 3 to the population value and invalidating all asymptotic inference.

i.i.d. sampling (Assumption 3.8) ensures that sample means converge to population
expectations. With dependence, the covariance structure of the score becomes more
complex, requiring robust methods for time series or panel data.

3.4 Hypothesis Testing with the EHW Estimator

3.4.1 Motivation and Geometric Interpretation

The Wald test addresses the problem of simultaneously testing multiple linear hypotheses
about £ (e.g., /1 = 0 and 55 = 1). Instead of evaluating each parameter in isolation,
it measures the statistical distance between the unrestricted estimator B and the
constraint space imposed by the null hypothesis.

Geometric Interpretation in R*:

A

[ is a point in the parameter space; the null hypothesis defines a linear subspace (hy-
perplane) of dimension k — ¢. If Hy is true, B should be “close” to this hyperplane. The
distance, however, is not Euclidean — it is weighted by the uncertainty of the estimator.
Under heteroskedasticity, the confidence ellipsoid around 3 has irregular axes; the EHW
estimator correctly estimates the curvature of this ellipsoid, ensuring that the Wald
distance reflects the true precision of the data.

3.4.2 Assumptions of the Test
Assumption 3.11: Independent Linear Restrictions (H,: R =r)

« Role: Defines ¢ simultaneous linear conditions with R € R9** of full row rank
(rank(R) = ¢).

« Counterexample: If rank(R) < ¢, the restrictions are redundant or contradictory,
making (RVsR') singular and the statistic undefined.

Assumption 3.12: Consistency of the EHW Estimator

« Role: Ensures that the weighting matrix of the Wald quadratic form converges to
the true asymptotic variance V.

o Counterexample: With autocorrelation or violation of the EHW assumptions, the
estimator converges to an incorrect matrix, causing the statistic W not to follow
the x2 distribution, invalidating the test.

Assumption 3.13: Asymptotic Normality of \/ﬁ(ﬁ —p)



48 CHAPTER 3. HETEROSKEDASTICITY

« Role: Allows the quadratic form of the Wald statistic to converge to a x? distribution
in large samples.

o Counterexample: Without finite fourth-order moments, the CLT fails and the
Wald statistic may exhibit heavy-tailed distributions, inflating false rejection rates.

3.4.3 Formal Statement

Under heteroskedasticity Fluu/|X] = Q = diag(c?), we wish to test:

Hy:Rf—r=0 (3.20)
where R € R”* with rank(R) = ¢ and r € R?%. The robust Wald statistic is:

-1

W = (RS — )[R Vargnw[B] R'| (RS 1) (3.21)

Objective: To prove that, under Hy, W LN Xg as n — 00.

3.4.4 Formal Derivation

Lemma 3.4.1 (Quadratic Forms of Gaussian Vectors). If z ~ N(0,X) with ¥ non-
singular, then 2’572 ~ X3 (-

Step 1: Asymptotic Behavior of the Discrepancy Vector
Under Hy, substituting r = Rf:

R —r=R(3 - ) (3.22)

Premultiplying by +/n:

V(RS —1) =R [Vn(B - B)] (3.23)

Step 2: Limiting Distribution of the Discrepancy Vector

By the asymptotic normality of \/ﬁ(@ — () proved in (3.17), and by the property of linear
transformations of Gaussian vectors:

Va(RB —r) % N(0, RVsR) (3.24)

Step 3: Consistency of the Weighting Matrix

Defining V,, = n Vargaw[f], by the consistency proved in (3.19) and the Continuous
Mapping Theorem:



3.5. THE INFERENCE DILEMMA: x* VERSUS F DISTRIBUTION 49

plim(RV,R’) = RV;R/ (3.25)
Step 4: Asymptotic Formulation of the Wald Statistic
Rewriting (3.21) with the scaling factor n balanced:
N / A -1 N
W = [VaRB —1)] [RV,R| [Va(RE —1)] (3.26)

By Slutsky’s Lemma, combining the convergence in distribution of (3.24) and the
convergence in probability of (3.25):

W% 2 [RVsR] 'z,  z~ N(0, RV4R) (3.27)

Step 5: Convergence to x;
Applying Lemma 3.4.1 directly to (3.27), since RVzR' has full rank g¢:

WL 2 (3.28)

3.4.5 Role of Assumptions

The full rank of R (rank(R) = ¢) is indispensable. Without it, the matrix RVzR’ would
be singular, its inversion in (3.26) would be undefined, and the Wald statistic would not
be mathematically well-posed.

3.5 The Inference Dilemma: Y? versus F' Distribution

The choice between critical values from the x? distribution or the F' distribution reflects
the balance between pure asymptotic theory and finite-sample performance.

Algebraic Relationship between W and F':

The two statistics maintain the direct identity:

F=—
q

where ¢ is the number of restrictions. In the classical framework (homoskedasticity
and exact normality), W/q follows strictly F,,_x. Under heteroskedasticity, the exact
distribution of W/q in finite samples is unknown, but its asymptotic limit converges to

X2/4q-
Why does asymptotic theory point to \??
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There is no theorem guaranteeing that the Wald statistic computed with robust standard
errors follows an F' distribution in small samples with heteroskedasticity. As n — k — oo,
the F ,_ distribution multiplied by ¢ converges exactly to Xg — in large samples, the
two approaches produce numerically identical conclusions.

Why does practice use the F' distribution?

The F distribution has heavier tails than the x?. For the same significance level a, its
critical values are larger, generating more conservative p-values. This offers practical
protection against false positives when n is not sufficiently large to guarantee complete
asymptotic convergence of White’s estimator. In other words: if the choice between F' and
x? materially alters the rejection decision, this is a sign that the asymptotic approximation
of the EHW estimator is fragile in that sample — making the more cautious stance
provided by the F' distribution the prudent recommendation.

3.6 Generalized Least Squares (GLS) Estimator

3.6.1 Motivation and Geometric Interpretation

The Ordinary Least Squares (OLS) estimator is built under the assumption of spherical
errors (constant variance and no serial correlation). In real data, however, observations
often exhibit heterogeneous variances (heteroskedasticity) or stochastic dependence (auto-
correlation). In these scenarios, OLS loses its efficiency property within the class of linear
unbiased estimators, although it remains unbiased and consistent.

The Generalized Least Squares (GLS) estimator resolves this inefficiency. Instead of
assigning the same mathematical weight to all observations, GLS incorporates the structure
of the population covariance matrix of the errors to transform the original system, applying
weights inversely proportional to the variability and codependence of each observation.

Geometric Interpretation in R":

Geometrically, OLS orthogonally projects the data vector y onto the column space of
X, denoted C(X), under the standard Euclidean metric. Under non-spherical errors, the
uncertainty region around y ceases to be a hypersphere and assumes the shape of an
ellipsoid in R".

GLS acts by applying a linear transformation through a weighting matrix that rotates and
rescales the axes of the data space. This operation deforms the error ellipsoid, converting
it into a unit hypersphere compatible with the classical Gauss-Markov assumptions. The
standard orthogonal projection is then performed in this transformed space.

3.6.2 Assumptions of GLS
Assumption 3.14: Linearity and Full Rank

e Role: Defines the population structural relationship y = X + u and ensures
that the transformed sample moment matrix is invertible, guaranteeing the unique
identification and computability of 5.
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« Counterexample: If rank(X) < k, there is perfect multicollinearity. The column
space C(X) exhibits dimensional redundancy, generating infinitely many solutions
to the minimization problem and rendering the estimator undefined.

Assumption 3.15: Strict Exogeneity (F[u|X] = 0)

e Role: Ensures that the conditional error has zero mean for any realization of X,
being the fundamental pillar for unbiasedness in finite samples.

o Counterexample: If F[u|X] # 0, the estimator will absorb into the vector
systematic effects belonging to the noise, generating bias in finite samples and
asymptotic inconsistency.

Assumption 3.16: Generalized Covariance Matrix (E[uu/|X] = ¢2Q)

o Role: Determines the stochastic structure of the errors, where €2 is an n x n
symmetric positive definite (SPD) matrix.

« Counterexample: If € is not positive definite, it will be singular (having at least
one zero eigenvalue), implying the existence of a linear combination of errors with
zero variance — a deterministic error. This precludes the existence of Q! necessary
for GLS computation.

3.6.3 Formal Statement and Derivation
3.6.3.1 Formal Statement

Consider the linear population model in matrix notation:

y=Xp+u (3.29)

where y € R?, X € R™* with rank(X) = k, 3 € R*, and u € R*. Conditionally on X,
we assume:

1. E[ulX]=0

2. E[uv|X] = 020, with Q symmetric and positive definite.

Theorem 3.6.1 (Generalized Least Squares Estimator). The Generalized Least Squares
estimator is defined by:

Bars = (X'Q'X)"'X'Q 1y (3.30)

Objective: To demonstrate, via linear transformation of the model, that S5y g is unbiased
and to derive its exact finite-sample variance-covariance matrix.

3.6.3.2 Formal Derivation
Step 1: Factorization of the Covariance Matrix

Since € is symmetric and positive definite, its inverse 27! shares the same properties.
By the Cholesky decomposition, there exists a non-singular square matrix P of dimension
n X n such that:
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Q'=PP (3.31)
From this factorization, the sphericity property follows:
POQP' =P(P'P)'P' =PP }(P)'P' =1, (3.32)

Step 2: Linear Transformation of the Model
Premultiplying the structural equation (3.29) by P:

Py = PXj3 + Pu (3.33)

Defining the transformed objects:
y* =Py, X" =PX, u* = Pu (3.34)

we obtain the transformed model:
y' ' =X*f+u” (3.35)

Step 3: Verification of Gauss-Markov Conditions in the Transformed Model
Conditional mean:
Eu*|X] =P FE[u|X]=0 (3.36)

Conditional variance:

Var[u*|X] = P E[uu/|X] P’ = P(¢’Q)P’ = ¢*(PQP’)

Applying identity (3.32):

Var[u*|X] = o1, (3.37)

Partial conclusion: The transformed model (3.35) satisfies the Gauss-Markov conditions
of homoskedasticity and no serial correlation.
Step 4: Application of OLS to the Transformed Model

Once the classical assumptions hold for (3.35), OLS applied to this model is the Best
Linear Unbiased Estimator (BLUE):

B = (XX X"y (3.38)

Step 5: Return to the Original Variables
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Substituting the definitions (3.34) into (3.38):

bars = [(PX)' (PX)] ™ (PX)'(Py) = [X'P'PX] "' X'P'Py

Applying the factorization P'P = Q7! from (3.31):

BG’LS — (X/Q_1X>_1X/Q_1y

which coincides with the statement (3.30). O
Step 6: Finite-Sample Variance

Since BGLS operates as OLS on the transformed model, its conditional variance is given
directly by the classical formula applied to spherical variables:

Var[BGLS|X] = 0'2(X*/X*)_1

Substituting X* = PX and applying factorization (3.31):

Var[fars|X] = o2 X'P'PX]| ™ = o2(X'Q7'X) 7! (3.39)

3.6.4 Relative Efficiency: The Generalized Gauss-Markov The-
orem

3.6.4.1 Statement of the Theorem

We will formally prove that 30 s is strictly more efficient than OLS (BO Ls) under non-
spherical errors. This is equivalent to proving that the difference between their variance-
covariance matrices is positive semidefinite (PSD):

A = Var(fors|X) — Var(Bars|X) = 0 (3.40)

3.6.4.2 Formal Derivation
Notation and Preliminary Lemmas:

1. Lemma 1 (Spectral Decomposition): Since €2 is SPD, there exists a unique
SPD matrix 92 such that Q'/2QY? = Q and Q~1/2Q"1/2 = Q1.

2. Lemma 2 (Inversion of Inequalities): For two SPD matrices A and B, A
B < B'=A"

3. Lemma 3 (Projection Matrix): The matrix Py = Z(Z'Z)~'Z' is symmetric and
idempotent (PZ = Py), and its complement My = [ — Py is also symmetric and
idempotent, hence PSD.
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Step 1: Expression of the Variances

The variance of the OLS estimator under non-spherical errors is:
Var(fors|X) = o2(X'X) "' X'QX(X'X) ™! (3.41)
The variance of the GLS estimator is:
Var(fars|X) = o2(X'Q71X) ! (3.42)

Step 2: Comparison of Inverses

By Lemma 2, proving Var(BOLS) - Var(BGLS) is equivalent to proving:

Var(Bars)) ™" = [Var(Bors)] ™" (3.43)
Substituting expressions (3.41) and (3.42) and simplifying o*:
X'Q1X = (X'X)(X'QX) HX'X) (3.44)

Step 3: Identification of the Projection Matrix
Define the auxiliary matrices A = Q~%/2X and B = Q'/?X.

We rewrite the terms of inequality (3.44):

X'Q7IX = X'QV2Q72X = A'A (3.45)
X'X =X'QV2QV2X = A'B (3.46)
X'QX = X'Q20Y?X = B'B (3.47)

Substituting (3.45), (3.46), and (3.47) into inequality (3.44), the difference between the
terms becomes:

A = A'A — (AB)(B'B)"\(B'A) (3.48)

Factoring A" on the left and A on the right:

A=Al - B(B'B)'BA (3.49)

Step 4: Proof of Positive Semidefiniteness

The term in brackets in (3.49) is exactly the annihilator matrix Mp = I — Pp, where
P = B(B'B)~'B'’ is the projection matrix onto the column space of B:
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A = A'MgA (3.50)

Verification of properties of Mp:

1. Symmetry: My = (I — Pg) =1 — Py =1— Pg = Mp.
2. Idempotence: MgMp = Mp.
3. Positive Semidefiniteness: For any vector v € R¥, define z = Av. Then:

VA =V A MgAv = 2’ Mgz (3.51)

Since Mp is idempotent and symmetric:

Y Mpz =2 MyMpz = |Mpz||* >0 (3.52)

Conclusion:

Since v'Av > 0 for any vector v, the matrix A is PSD. This proves that the inverse of
the GLS variance dominates the inverse of the OLS variance, confirming the superior
efficiency of GLS. The SPD assumption of {2 was indispensable for guaranteeing the
existence of Q'/2 and the validity of the orthogonal projection in the transformed space.

3.6.5 Asymptotic Properties of GLS
3.6.5.1 Asymptotic Statement

Theorem 3.6.2 (Asymptotic Properties of GLS). In finite samples, GLS requires complete
knowledge of the parametric structure of 2. Under usual regqularity conditions, as n — oo
the GLS estimator satisfies:

1. Consistency: plim(BaLs) = f8
2. Asymptotic Normality: \/H(BGLS - p) LN N(O, UQQélLS)

3.6.5.2 Formal Derivation
Step 1: Formulation of the Estimation Deviation

Substituting y = X + u into (3.30) and canceling the term (X’Q~'X)"1(X'Q7'X) =1;:

Bors — B = (X'Q'X)7'X'Q'u (3.53)

Step 2: Consistency
Normalizing (3.53) by n:

X’Q—1X> - (X’Q_1u> (3.54)

n

BGLs—ﬂz(

n
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By the Weak Law of Large Numbers, under regularity conditions:

X'Q X 1 & /
plim () = lim — Y E[xx!] = Qqrs (3.55)

11
n SR L

where Qg5 is finite and positive definite. For the average score, by strict exogeneity:

X'Q-!
plim ( u) = E[xiu]]=0 (3.56)
n
By the Continuous Mapping Theorem applied to (3.54):

plim(Bors — 8) = Qars - 0=0 = fars & 3 (3.57)

Step 3: Asymptotic Distribution
Premultiplying (3.53) by v/n:

X'Q—1X> o (X’Q_1u> (3.58)

VitGeus -9 = ( =

n
For the rescaled score vector w,, = —= 57 - x*u, its exact conditional variance is:
vn =1 i

1 X'Q X
Var[w,|X] = —X'Q ' Eluu/|X]Q X = ¢? <>
n

n

which converges to 02Qgrs. Under finite fourth-order moment conditions, the Multivariate
Central Limit Theorem provides:

X'Q 'u
NG % N(0, *Qars) (3.59)

Step 4: Application of Slutsky’s Lemma
Combining (3.55) and (3.59) into (3.58) via Slutsky’s Lemma:

Vn(Bars — B) 4 Qcrs N(O, U2QGLS)

By the property of linear transformations of Gaussian vectors:

Vi(Bars = B) % N(0, 0’ Qqs) (3.60)
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3.6.6 Role of Assumptions in GLS Properties

The symmetry and positive definiteness of Q2 (Assumption 3.16) are the formal core
of the entire derivation. Without them:

o the factorization P'P = Q7! is undefined or generates a singular transformation
matrix;

e mapping to the spherical space becomes impossible;

« the inversion of the moment matrix in (3.39) loses validity.

The asymptotic full rank of Qg is indispensable for the validity of matrix inversion in
the limit. If Qgrs were singular, the asymptotic variance would be undefined, invalidating
inference in large samples.

3.7 Feasible Generalized Least Squares (FGLS) and
the Relationship with EHW

3.7.1 Motivation and Geometric Interpretation

The Generalized Least Squares (GLS) estimator is an idealized theoretical construction:
it requires full knowledge of the population variance-covariance matrix €2, a condition
rarely met in empirical data. The Feasible Generalized Least Squares (FGLS) estimator
addresses this practical limitation by substituting the unknown matrix €2 with a consistent
estimator €2 = Q(é), constructed from the residuals of an initial parametric specification
estimated by OLS.

Comparative Geometric Interpretation:

Imagine the uncertainty cloud of the original data in R™ as an elongated ellipsoid due to
heteroskedasticity.

« GLS/FGLS applies a linear transformation that “spherifies” this deformed cloud
back to a perfectly spherical geometry before projecting the vector y onto the column
space of X.

o EHW accepts the standard Euclidean projection of OLS onto the original elliptical
cloud and merely inflates or rotates the axes of the confidence ellipsoid of Bors so
that the reported confidence intervals are not misleadingly narrow.

Fragility of FGLS in Finite Samples:

While theoretical GLS is guaranteed to be the Best Linear Unbiased Estimator (BLUE)
in finite samples, FGLS loses the unbiasedness property in finite samples due to
the randomness introduced by the estimation of 6. Under small samples or if the
heteroskedasticity structure is misspecified, FGLS may exhibit sample variance significantly
greater than that of ordinary OLS, becoming inefficient.

Crucial Distinction between FGLS and EHW:

EHW does not constitute a variant or subclass of GLS:
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o The GLS/FGLS framework acts directly on the core of the estimator, altering

the coefficient vector 3 to extract efficiency gains through orthogonal reweighting of
the data.

EHW preserves the OLS estimate vector intact — accepting its inefficiency
under non-spherical errors — and merely corrects the variance-covariance matrix
ex-post, ensuring only that inference remains asymptotically valid.

3.7.2 Assumptions of FGLS

Assumption 3.17: Structural Consistency of the Variance Estimator (plimfl =

Q)

« Role: Ensures that, as the sample size grows, the estimated matrix Q collapses

onto the true population structure, allowing FGLS to recover the equivalence and
asymptotic efficiency of idealized GLS.

Counterexample: If the parametric function chosen to model the variance is
incorrect (e.g., modeling heteroskedasticity as linear when it is exponential), Q will
converge to an erroneous matrix, and asymptotic FGLS will be less efficient than
simple OLS.

Assumption 3.18: Strict Exogeneity (F[u|X] = 0)

» Role: Indispensable condition for ensuring FGLS consistency. Unlike ordinary OLS

— which requires only contemporaneous orthogonality E[x;u;] = 0 for consistency
— the linear transformation applied by FGLS mixes residuals and regressors from
different observations.

« Counterexample: In time series models with lagged dependent variables (e.g.,

autoregressive models), the errors are orthogonal to contemporaneous regressors
but correlated with future regressors. In this scenario, OLS with EHW correction
remains consistent, while FGLS becomes severely inconsistent.

3.7.3 Formal Statement and Derivation

3.7.3.1 Formal Statement

Consider the linear population model:

y=Xf+u (3.61)

where E[u|X] = 0 and Var[u|X] = 02€(0), with § € R containing the unknown variance

parameters.

Theorem 3.7.1 (Feasible Generalized Least Squares Estimator). The FGLS estimator is
defined by:

Brars = (X'Q'X)IX'Q ly (3.62)
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where @ = Q(0) and 8 is a consistent estimator such that § 25 6.
Objectives:

1. Demonstrate the asymptotic equivalence between B rars and BG LS-
2. Prove by algebraic contradiction that EHW cannot be mapped as a special case of
GLS reweighting.

3.7.3.2 Formal Derivation
Step 1: Decomposition and Scaling of the Estimation Error
Substituting y = X/ + u into (3.62):

Brars = B+ (X'Q1X) X' lu

Multiplying by /n:

X'O0-1X\ " /X0 lu
A0 A (3.63)

Vi(Brows — B) = ( 7

n

Step 2: Application of Slutsky’s Lemma

Since § 2 0, the Continuous Mapping Theorem guarantees that 271 2 Q1. We evaluate
the limits:

1. By the Law of Large Numbers:

. (XX . (XX
plim <n> = plim (n) = QqarLs (3.64)

2. By the consistency of € and strict exogeneity:
X'y XQ!
v Ny (3.65)
NLD NZD

By Slutsky’s Lemma, the asymptotic distribution of FGLS converges exactly to that of
theoretical GLS:

Vi(Braws — B) % N (0, 0*Qgls) (3.66)

Partial Conclusion: The equivalence and efficiency of FGLS are strictly asymptotic
properties. In finite samples, Var[Brgrs|X] # 0?(X'Q71X)~! due to the remaining sample
variance from 6.

Step 3: Algebraic Distinction of EHW
The EHW estimator (HCO) is defined by:

Varggw = (X'X) ™' (X'®X) (X'X)™!, & = diag(@f, ..., 02) (3.67)

n
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Proof by Contradiction: Suppose EHW is identical to a GLS estimation with arbitrary
weight matrix W. Then the coefficient estimator should be:

Benw = (X'WX) ' X'Wly (3.68)

But by definition, the estimator that accompanies the EHW matrix is ordinary OLS:

Berw = Bors = (X'X) ' X'y (3.69)
For (3.68) and (3.69) to be algebraically identical for any y, the equality of operators
requires:
(Xlwflx)flxlwfl — (Xlx)flxl

This identity is satisfied if, and only if, W = ¢?I, (pure homoskedasticity). Under
heteroskedasticity, there is no W # ¢2I,, that preserves the OLS estimator. This proves
that EHW operates exclusively as an ex-post inference correction, and not as an
efficient reweighting of the data.

3.8 Inference Foundation: Y? versus I in Each Frame-
work

3.8.1 Unified Definition of the Wald Statistic

Under the null hypothesis of ¢ linear restrictions Hy : RS — r = 0, with rank(R) = ¢, the
Wald statistic is:

W =R —r) RVar(AR] (RS —1) (3.70)

3.8.2 The EHW Scenario: Purely Asymptotic Inference

In the EHW scenario, we maintain 3 = forg and \7a\r(3) = Varpmw.

3.8.2.1 Convergence to XZ
Under Hy:

Rfors —r = R(Bors — )

Multiplying by +/n and invoking the CLT:

ViR (Bors — ) % N (0, RVguwR/)

Since plim(n\//z;rEHW) = Vggw, Slutsky’s Lemma provides:
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W =x (3.71)

q

3.8.2.2 Limitation in Finite Samples

Under EHW with generic heteroskedasticity, the exact distribution of (3.70) in finite
samples is completely unknown. There is no mathematical proof that the denominator
of the sandwich form is distributed as a Chi-square independent of the numerator.

Practical Note: The practice of computing F' = W/q and testing against
F, - in the EHW context is a heuristic and conservative approximation
for small samples, lacking support in finite-sample theory.

3.8.3 The GLS Scenario: Exact Finite-Sample Inference
In theoretical GLS, the data are filtered by P, restoring sphericity.

3.8.3.1 Derivation of the F' Statistic
1. In the transformed model y* = X* + u*, we assume normality: u* ~ N(0, 0%L,).

2. Under normality:

Bars ~ N (B8, *(X'Q7'X) )
3. The restriction error is:

m=RABos—r~N (0, aZR(X’Q—IX)—lR’)

4. The normalized quadratic form:

W (Rips =) [RXQX) R Rius —1)  xp (o
q q- o2 . .

5. The estimator of o2 is:
Ak ik 2
_ UgrsUgrs (n —k)sérs 2

2 UgrsUgrs n—r)SgrLs
SeLs = T 1 = P Xn—k (3.73)

6. By independence between numerator and denominator (property of orthogonal
projections under normality):

Wye/qg  (Rfars —r) [R(X'Q'X)'R]|™ (Rfgrs — )

2 2 2
SGLS/U q-Sars

F = (3.74)

7. Conclusion:

F o~ Fy g (3.75)
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3.8.4 Comparative Summary of Inference Environments

Dimension EHW (Robust OLS) GLS (Theoretical)
Coefficient Estimator BOLS (inefficient under BGLS (BLUE in finite
non-spherical errors) samples)
Theoretical Foundation Pure Asymptotic Theory Exact Finite-Sample
(n — o0) Distribution
Statistic Distribution X; (CLT collapse) F, n—i (exact ratio of two
2
X°)
Assumption about Ignores and tolerates the Requires normality and
Errors fine structure knowledge of €2

Indispensable Conclusion:

o In GLS, the transition to the F' distribution is algebraically legitimate: the linear
transformation cleans the covariance structure, restoring sphericity and allowing the
emergence of an independent Chi-square in the denominator (s, ).

« In EHW, we stop at y? because the refusal to model the error structure prevents
the factorization and isolation of independent Chi-square terms in small samples,
forcing inference to depend exclusively on the Gaussian asymptotic limit.

3.9 Comparative Table: Treatment of Pure Het-
eroskedasticity

The scope is restricted to pure heteroskedasticity: Var(u|X) = ¢2Q, with € diagonal and
entries w;; = h(x;) > 0. EHW refers to OLS with White’s robust adjustment.

Criterion EHW (Robust OLS) GLS (Theoretical) ~ FGLS (Feasible)

Estimator of Bors = Bars = Brars = X

and Stages (X'X)"'X'y. 1 (X'Q X)) "I X'Q 7y, (X'Q1X)"1X'Q1y.
stage: direct 1 stage: requires 2 stages: estimates
orthogonal known (2. Q via OLS residuals;
projection. then estimates [ via

WLS.
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Criterion EHW (Robust OLS) GLS (Theoretical) FGLS (Feasible)
Assumption Arbitrary and Known ex ante. Parametric
about (2 unknown. Imposes € known up to o?.  structure.
no functional form  Impractical in real =~ Assumes
on h(x;). contexts. wi; = h(x;,0) with 0
Consistency consistently
depends only on estimated.
contemporaneous Misspecification
exogeneity. causes inefficiency;

Finite Samples

Asymptotic
Properties

Rank

Requirements

Inference

Main Limitation

Unbiased but
ineAfﬁcient.
E[Bors|X] = 5. Not
BLUE.

Consistent and
\/n-normal.
vn(Bors — B) 4
Veaw =

Q 'BQ .

rank(X) = k;

Q = plim(X'X/n)
SPD.

Asymptotic and
doubly robust.
Based on y? or
Normal. Dispenses
with specification of
Efficiency loss.
Veaw — Vers = 0.
Greater cost with
pronounced
heteroskedasticity.

BLUE —
Aitken’s
Theorem. Best
linear unbiased
estimator under
metric weighted by
QL.

Consistent and
asymptotically
efficient. Vg =
(Exxj/h(x)]) " =
Venw.

Same as EHW, plus
2 SPD for existence
of P.

Exact under
Normality. ¢ and
F with exact
distributions in the
transformed space.

Practical
infeasibility. 2
rarely known in
empirical contexts.

in dynamic models,
may generate
inconsistency.
Generally biased.
Dependence
between € and
errors invalidates
unbiasedness. No
analogue to Aitken’s
Theorem.
Asymptotically
equivalent to
GLS. If

plim(Q) = Q,
achieves the same
efficiency as
theoretical GLS.
GLS requirements +
identifiability of # in
h(x;,8).
Asymptotic and
sensitive. t and F
valid only for large
n. Sensitive to
misspecification of
Risk of
misspecification.
Mild
misspecification
generates
inefficiency; severe
misspecification —
especially in
dynamic models —
generates
inconsistency.
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3.9.1 Methodological Notes

1. Sandwich Estimator (EHW): The asymptotic variance Vegw = Q'BQ™! is
estimated by Vegw = (X'X) 71X, 02x;x})(X'X) !, without imposing structure on
Q.

2. Aitken’s Transformation: GLS premultiplies the model by P such that P'P =
Q! producing spherical errors Var(Pu|X) = ¢°I and restoring the Gauss-Markov
conditions in the transformed space.

3. FGLS Usage Frontier: In static models with strict exogeneity, FGLS is asymp-
totically preferable to EHW if h(-) is reasonably specified. In dynamic models, the
recommendation reverses: EHW with OLS is methodologically safer.
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Endogeneity

4.1 Sources of Endogeneity

The problem of endogeneity arises when the error term of a regression model is correlated
with the regressors — violating the condition of strict or contemporaneous exogeneity.
Three classical sources are responsible for this violation: (i) omission of a relevant variable,
(ii) measurement error in the regressors, and (iii) simultaneity (or reverse causality). Each
of these sources corrupts the consistency of the Ordinary Least Squares (OLS) estimator,
albeit through distinct mechanisms.

4.1.1 Omitted Variable
4.1.1.1 Motivation and Geometric Interpretation

The omitted variable problem emerges when the researcher wishes to estimate the ceteris
paribus effect of a set of regressors X; on y, but is unable to observe or include in the
model a matrix of covariates X, that simultaneously affects y and is correlated with X;.

Geometric Interpretation in R":

The OLS estimator of the complete model — the long regression — orthogonally projects
y onto the hyperplane defined by the combined column space Col(X;, X5). By omitting
X, we force the projection of y solely onto the subspace Col(X;). If X; and X, are
not orthogonal, the portion of the variation in y that should be attributed to Col(X,) is
partially absorbed by Col(X;). The coefficient associated with X; improperly incorporates
the effect of X5, producing an estimate that fails to isolate the true structural parameter.

4.1.1.2 Assumptions and Their Roles
Assumption 4.1: Linearity in Parameters and Structural Specification

« Role: Defines that the population Data Generating Process (DGP) obeys a linear
and additive relationship in the observed and unobserved components.

65
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« Counterexample: If the underlying relationship is strictly non-linear (e.g., y =
exp(Xf)), OLS coefficients lose the interpretation of constant marginal effects,
invalidating the additive decomposition of the error.

Assumption 4.2: No Perfect Multicollinearity

« Role: Ensures that the Gram matrix X'X has full column rank (rank(X) = k),
guaranteeing the existence of its inverse.

o Counterexample: If a column of X; is an exact linear combination of the others,
the determinant of the Gram matrix collapses (|]X'X| = 0) and the estimator
becomes algebraically indeterminate.

Assumption 4.3: Strict Exogeneity of the Long Model

o Role: Establishes that, in the model conditioned on all structurally relevant variables,
the disturbance vector € has zero conditional mean: Efe | Xy, Xs] = 0.

o Counterexample: Without this assumption, even the inclusion of X5 does not
restore the consistency of the estimator, as the error would retain factors correlated
with the regressors.

4.1.1.3 Formal Statement and Derivation

Consider the true structural model — the long regression:

y=X181 + X8+ € (4.1)

where y € R", X; € R™* X, € R™*2 and e € R". We assume:

o (i) Ele| Xy, Xy = 0 (strict exogeneity in the long model);

o (i) rank(X}Xj) = ky and rank(X4,Xs) = ko (full rank);

o (iii) Py # O (structural relevance of the omitted variable);

o (iv) X| X3 # 0 (sample non-orthogonality between regressor blocks).

The researcher estimates the short regression:
y=Xm+u (4.2)

where u = Xy, + € is the composite error. The OLS estimator is 7; = (X} X;) ' X]y.

Theorem 4.1.1 (Omitted Variable Bias). Under conditions (iii) and (iv), E[31 |
X1, Xo| # By the estimator 4y is biased for the vector of structural parameters (.

Proof. Step 1. Write the short regression estimator:

= (X1X1) ' Xy (4.3)

Step 2. Substitute the structural DGP (4.1) into (4.3):

A= (XOX) X (X By + XofBs + €) (4.4)
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Step 3. Distribute the matrix product:
T =B+ (XX0) X X + (X X)X e (4.5)
Step 4. Apply the conditional expectation on X = [X;, X;]:
E[F | X] = 61 + (XiX0) 7' X X + (X X)) ' X Ele | X]

The third block vanishes by Assumption 4.3, resulting in:

E[f | X] = B+ (X[ X,) 7' X X0, (4.6)

Analysis of the Bias Term:

The term B = (X} X;) !X/ X,0, is the omitted variable bias (OVB). The expression
(X[ X)X Xy is algebraically equivalent to the OLS coefficient of an auxiliary regression
of X5 on Xy, denoted d,;. Hence:

Bl | X] = B1 + 021 (4.7)

The bias exists if, and only if, d2; # 0 (non-orthogonality) and [, # 0 (structural
relevance). If the included and omitted regressors are sample-orthogonal, d9; = 0 and the
estimator remains unbiased — although the error variance is still affected. O]

4.1.1.4 Asymptotic Properties under Omission

Theorem 4.1.2 (Inconsistency and Limiting Distribution). If E[x1x5;] = Q12 # 0 and
By # 0:

plim 41 = B + Q' Q22 # b1 (4.8)

Vi (11 = plim 41) % N (0, Q' Q;}) (4.9)

where Qi1 = Elxy;x},], Q2 = E[x1;x5;], and Q@ = Flu*xy;x},].

Proof (sketch). Applying the Weak Law of Large Numbers and Slutsky’s Theorem to the
scaled form of the estimator yields (4.8). The Central Limit Theorem provides (4.9). The
complete detail follows the pattern established in the heteroskedasticity chapter. O
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4.1.1.5 Inference Consequences

Under endogeneity by omission, the t-statistic for Hy : 1 ; = B?J satisfies:

IT| & 00 asn — oo (4.10)

The test ceases to be an instrument of scientific inference and becomes a detector of
omitted correlations. The same holds for the F-test, which diverges to +oo at a rate n,
producing spurious rejections of any linear restrictions on .

4.1.2 Measurement Error
4.1.2.1 DMotivation and Geometric Interpretation

The measurement error problem arises from the discrepancy between the theoretical
variable prescribed by economic theory (such as “permanent income” or “human capital”)
and the variable actually recorded in the data (such as “declared monthly income” or
“years of schooling”). While measurement error in the dependent variable only expands the
residual variance without compromising consistency, measurement error in the regressors
makes the OLS estimator biased and inconsistent even in infinite samples.

Geometric Interpretation in R%:

Adding noise to the horizontal coordinate z} artificially increases the horizontal dispersion
of the observed sample. Since OLS minimizes the sum of squared vertical deviations, the
estimated line is “pulled” toward the horizontal axis to accommodate this greater fictitious
lateral dispersion. The result is a flatter line than the true structural relationship. This
phenomenon of parameter compression toward zero is called attenuation bias.

4.1.2.2 Assumptions of the Measurement Error Model
Assumption 4.4: Classical Measurement Error (CME) Model

» Role: The measurement noise is orthogonal to the true value of the latent variable
and to the structural error.

o Counterexample: If the error were correlated with the true value (e.g., high-
income individuals underreporting earnings proportionally to wealth), the bias
would no longer be attenuation and could inflate or invert the sign of the parameter
unpredictably.

Assumption 4.5: Mutual Independence of Noises

« Role: The measurement noise w and the structural disturbance ¢ are mutually
independent: Cov(w,e€) = 0.

o Counterexample: If the factor causing measurement error in x also directly
affected y (e.g., a negligent interviewer who erroneously records both education and
salary), an additional spurious correlation would emerge, preventing the analytical
isolation of the attenuation effect.
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4.1.2.3 Formal Statement and Derivation

Consider the latent structural model:

y; = Px; + € (4.11)

where x7 is the unobserved true regressor and 3 € R is the parameter of interest. The
observed proxy variable is:

T =x; +w; (4.12)

(2

We assume:

« (i) Ele] = E[w’L] =0;

« (i) Cov(zj,€) =

(iii) Cov(xf,w;) = O and Cov(w;, €;) = 0;

(iv) Var(z}) = 02, > 0 and Var(w;) = 02 > 0.

w

Theorem 4.1.3 (Attenuation). The estimator B = S xiy/ Y x? satisfies:

2
plim 3 = 3 (J—l—02> = [BA (4.13)

with A € (0,1), proving strict inconsistency by attenuation.

Proof. Step 1. Substitute xf = z; — w; into (4.11):

Step 2. Define the composite error v; = ¢; — fw;, so that y; = Bx; + v;.
Step 3. Compute Cov(z;, v;) using bilinearity:
Cov(z;,v;) = Cov(z} + w;, ¢ — fw;) = —Bo?, (4.15)

Step 4. Compute Var(z;):
Var(z;) = Var(a} + w;) = 02 + 02, (4.16)

Step 5. Apply the result plim 5 = 8 + Cov(z, v)/ Var(z):

plim 3= 3+ 2_5702 =p (2) (4.17)

03 + 02 02 + o2
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4.1.2.4 Inference Consequences

Measurement error simultaneously corrupts the centrality of the limiting distribution and
the consistency of the residual variance:

1. Power collapse (H, : 5 = 0): The attenuation bias compresses the estimator
toward zero, reducing test power and increasing the Type II error rate.

2. Type I error explosion (Hy : 8 = Bstructural): The numerator of the ¢-statistic
ceases to be centered at zero; as n grows, the test diverges and systematically rejects
true hypotheses. Formally:

Ita| & 0o as n — oo under Hy : B = f (4.18)

4.1.3 Simultaneity
4.1.3.1 DMotivation and Geometric Interpretation

The simultaneous equations problem arises when explanatory variables are treated as
exogenously fixed when they are actually determined by an integrated systemic equilibrium.
The canonical example is the competitive market: price P affects quantity demanded @),
but @ feeds back into price through the market equilibrium mechanism.

Geometric Interpretation in R?:

The observed data do not belong individually to either the demand or supply curves; they
constitute equilibrium points resulting from the stochastic intersection of both. An OLS
line fitted to these points does not represent the price elasticity of demand nor that of
supply, but an ambiguous linear combination of the two, without structural interpretation.

4.1.3.2 Assumptions of the Simultaneous System
Assumption 4.6: Structural Completeness of the System

e Role: Requires as many independent equations as there are endogenous variables,
ensuring that the matrix of structural coefficients is invertible and that the system
has a unique reduced-form solution.

o Counterexample: Without this condition, the structural parameters are not
identifiable.

Assumption 4.7: Exogeneity of Predetermined Variables

* Role: The exogenous variables z are orthogonal to the contemporaneous structural
shocks: F[z,u] = 0.

o Counterexample: Without this condition, the absence of a stable informational
anchor prevents the identification of the system.
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4.1.3.3 Formal Statement and Derivation

Consider the two-equation structural system:

Yie = anya + Sy + une (4.19)

Yor = QalY1e + Uy (4.20)

where y1; and yo; are endogenous, x; is strictly exogenous, and 1 — ajay # 0.
The OLS estimator of a; in (4.19) is &1 = 3 yory1e/ > y3;-

Theorem 4.1.4 (Inconsistency by Simultaneity). The estimator &y converges in probability
to o # ay:

OZQO'% + 0192
(1 — aras) Var(ya)

plim & = aq + (4.21)

Proof (sketch). Solving the system to obtain the reduced form of y,; and computing
Cov(yas, uye) yields (4.21). The complete detail follows the established pattern. ]

4.1.3.4 Inference Consequences

Under simultaneity, the convergence of the estimator to a displaced pseudo-parameter
corrupts inference:

1. Distortion of the nominal level: The OLS estimator converges to 5* # (; the
limiting distribution of T is shifted away from N(0,1).

2. Spurious rejection of structural models: The standard error converges to zero
at rate O(1/4/n), while the distance |5* — 3| remains constant. The test statistic
diverges:

ta] & 0o asn — oo (4.22)

The solution is to migrate to Instrumental Variable estimators, which restore consistency
by instrumenting the endogenous variables with regressors exogenous to the structural
shock.

4.2 The Instrumental Variables (IV) and Two-Stage
Least Squares (2SLS) Estimators

This section presents the mathematical and geometric formalization of the Instrumental
Variables (IV) estimator and its generalization to overidentified models via Two-Stage
Least Squares (2SLS). The objective is to establish the statistical properties in finite
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samples and the asymptotic limiting behavior from the perspective of classical estimation
theory.

4.2.1 The Identification Problem and the Geometry of Instru-
ments

4.2.1.1 Motivation and Geometric Interpretation

Identification is a logical prerequisite to estimation: it determines whether the information
contained in the joint distribution of observable data, combined with the theoretical
restrictions imposed by the economic model, is sufficient to uniquely deduce the structural
parameters of interest.

The Ordinary Least Squares (OLS) estimator relies on the assumption of strict orthogo-
nality between the regressors and the error term. When endogeneity occurs — whether
through omitted variables, measurement error, or simultaneity — this condition is violated.

Consider the population structural model in matrix form:

y=X3+u (4.23)

where y € R*, X € R™* 3 € R*, and u € R™. The classical exogeneity assumption is
violated in the population, that is, E[X'u] # 0.

Geometric Interpretation in R":

If the space spanned by the regressors X is correlated with the error vector u, the
orthogonal projection of y directly onto Col(X) captures not only the causal effect of
B, but also the variation of the stochastic disturbance u transmitted through X. OLS
becomes inconsistent because it attributes to the parameter vector S covariances that
actually belong to the population error.

The introduction of an instrument matrix Z € R™ functions as an external reference
axis in the Euclidean space. The instrument Z provides a source of variation for X that
is perfectly orthogonal to u. The central idea is to use only the portion of the variability
of X that is provably exogenous to identify and isolate the true causal effect on y.

4.2.1.2 Identification Assumptions

Let X be the n x k matrix of regressors and Z the n x L matrix of instruments. For
the vector of structural parameters 3 to be identified, two classical conditions must be
satisfied:

Assumption 4.13: Order Condition (L > k)

« Role: This is a necessary (but not sufficient) condition for the system of population
moment equations to have a unique solution. It requires that the number of external
exogenous pieces of information (instruments) be at least equal to the number of
unknown structural parameters to be estimated.
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o Identification Failure: If L < k, the model is underidentified. There will be
infinitely many parameter combinations consistent with the data, making any unique
point estimate impossible.

Assumption 4.14: Rank Condition (Relevance)

 Role: Ensures that the instruments have a real and relevant linear statistical
relationship with the endogenous regressors. Mathematically, it ensures that the
population cross-moment matrix Qzx = Fl[z;x}] has full column rank, that is,
rank(Qzx) = k.

o Identification Failure: If the instrument Z is linearly independent of or com-
pletely orthogonal to X in the population (Qzx = 0), the model is unidentified.
Algebraically, the linear system will not have a unique solution and the estimator
will collapse.

Assumption 4.15: Exogeneity of Instruments (F[z;u;| = 0)

e Role: Fundamental condition for the consistency of the IV estimator: the instru-
ments are not correlated with the structural error.

« Counterexample: If E[z;u;] # 0, the IV estimator inherits the endogeneity of the
instruments and becomes inconsistent — the bias may be even more severe than

that of OLS.

4.2.1.3 Analytical Identification Scenarios

Consider the linear structural model defined in (4.23). The identification of the vector /3
from the instrument matrix Z falls into three distinct analytical scenarios:

Scenario Condition Implication

Underidentification L <k Number of moment
conditions is less than the
number of unknowns. The
structural parameter
cannot be determined.

Exact Identification L=k There is exactly one
instrument for each
regressor. The classical IV
estimator is obtained by
direct algebraic solution.

Overidentification L >k There are more instruments
than parameters. The
system has more equations
than unknowns, requiring
optimal weighting (2SLS or
GMM).
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4.2.1.4 Algebraic Derivation under Exact Identification (L = k)

We postulate the population moment condition based on the strict exogeneity of the
instrument:

E[Zu]=0 = E[Z(y-Xp)]=0 (4.24)

By the principle of sample analogy, we replace the population expectation with its
respective sample moment under exact identification (L = k):

1 ~
ﬁzl(y - XpBrv)=0 (4.25)
Multiplying by n and applying the distributive property:

Zy—Z'XBy =0 = Z'XBy=12Zy (4.26)

Under Assumption 4.14 (Rank Condition) with L = k, the square matrix Z'X
of dimension k x k has full rank (rank(Z’X) = k), hence its inverse exists uniquely.
Premultiplying by (Z’ X)_l:

Brv = (ZX)"' Zly (4.27)

4.2.2 Finite-Sample Properties: Expectation and Variance

4.2.2.1 Motivation

The proof of asymptotic consistency guarantees the appropriate behavior of the IV
estimator as n — oo, but does not ensure the absence of bias in small samples. Unlike
the OLS estimator under strict exogeneity, the IV estimator is known to be biased in
finite samples.

4.2.2.2 Assumptions for Variance Derivation

Assumption 4.16: Conditional Homoskedasticity and No Autocorrelation

Euu'|Z,X] = 071, (4.28)

where g2 > 0 is the scalar conditional variance.
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4.2.2.3 Formal Statement and Derivation

Theorem 4.2.1 (Finite-Sample Bias). The IV estimator is biased in finite samples:

ElBv|Z,X] = 8+ (ZX)' Z'E[u|Z, X] (4.29)

Proof. Substituting the structural equation (4.23) into the definition of the estimator
(4.27):

Brv = (ZX)'Z/ (X +u) =B+ (ZX) ' Z'u (4.30)
Applying the conditional expectation E|-|Z, X]:

ElBv|Z,X] = 8+ (Z'X) Z'E[u|Z,X] (4.31)

Since X contains endogenous regressors correlated with the error, Eu|Z, X] # 0. There-
fore, the conditional bias is:

Bias(3v|Z,X) = (ZX)' Z'Eu|Z, X] (4.32)
O

Note: This finite-sample bias severely approaches the OLS bias as the relevance
of the instruments diminishes, characterizing the weak instruments problem.

Theorem 4.2.2 (Conditional Variance of the IV Estimator). Under Assumption 4.16
(conditional homoskedasticity):

Var(frv|Z,X) = 0* (2X) " (2'2) (X'Z) " (4.33)

Proof. By definition:

Var(frv|Z,X) = E [(BW —~ E[Bw|2Z, X)) (Biv - ElBiv|Z, X])/’Z,X] (4.34)

Substituting (4.30) and (4.31) into the definition and centering the analysis on the
conditional distribution of the error:

Var(fry|Z,X) = (Z'X) " Z'E [u'|Z, X] Z (X'Z) ™ (4.35)

Invoking Assumption 4.16, the core of the expectation collapses to o*I,:

Var(Brv|Z,X) = 0* (Z'X) " Z'Z (X'Z) ™" (4.36)
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4.2.3 Generalization to the Overidentified Case: The 2SLS Es-
timator

4.2.3.1 Motivation and Geometric Interpretation

When the number of instruments exceeds the number of regressors (L > k), the matrix Z'X
becomes rectangular of dimension L x k and cannot be directly inverted. The Two-Stage
Least Squares (2SLS) estimator solves this problem through a double geometric projection
procedure that efficiently combines all available information from the instruments.

Geometric Interpretation in R":
The sample space R™ contains three fundamental subspaces:

1. Col(Z): the space spanned by the instruments (exogenous);

2. Col(X): the space spanned by the original regressors (contaminated by endogeneity);

3. Col(X): the space spanned by the projected values of X onto Col(Z) — the “clean
part” of the regressors.

2SLS operates in two geometric stages:

« First Stage: Orthogonally project each column of X onto Col(Z), eliminating the
component correlated with the structural error. The result is X = PzX, the best
linear approximation of X in the exogenous subspace.

e Second Stage: Project y onto COI(X), obtaining the estimator that efficiently
combines all available instruments.

4.2.3.2 Additional Assumptions for 2SLS
Assumption 4.17: Rank Condition in the Overidentified Case

« Role: Ensures that rank(Z'X) = k, guaranteeing that the instruments are suffi-
ciently correlated with the endogenous regressors. In the overidentified case (L > k),
this condition implies that X'P ;X is non-singular.

« Identification Failure: If rank(Z’X) < k, the instruments are weak or irrelevant for
some regressors, and the matrix X’P ;X becomes singular, preventing computation
of the estimator.

Assumption 4.18: Finite Fourth-Order Moments

« Role: Guarantees the existence of asymptotic variances and the applicability of the
Central Limit Theorem.

o Counterexample: With heavy-tailed distributions, the sample moment matrices
may not converge properly, invalidating asymptotic inference.

4.2.3.3 Formal Statement and Derivation

We define the fundamental orthogonal projectors in the Euclidean space R™:
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 Projection matrix onto Col(Z):

P, =7(Z'7)"'7 (4.37)

o Complementary annihilator matrix:

My =1, - Py (4.38)

First Stage: Project the matrix of endogenous regressors X onto the exogenous space
generated by Z:

X =P,X =Z(Z'2)'Z'X (4.39)
The orthogonal decomposition ensures that X = X + M;X, where X represents the

clean exogenous portion of the regressors, and Mz X captures the discarded endogenous
variation.

Second Stage: Perform the regression of y on X via OLS:

Bosrs = (X'X)' X'y (4.40)

Substituting (4.39) into (4.40) and using the idempotence and symmetry of P, (P,P, =
Pz)I

Basrs = (X'PLP,X)'X'PLy = (X'P,X) ' X'Pyy (4.41)

Expanding the projection matrix expression yields the traditional closed form of the 2SLS
estimator:

Bosrs = [X’Z(Z’Z)—lz’x}_1 X'Z(Z'Z)"'Zy (4.42)

4.2.3.4 Asymptotic Properties of 2SLS

Under the instrument validity conditions (Assumptions 4.13, 4.14, and 4.15) and asymp-
totic regularity, the 2SLS estimator satisfies:

1. Consistency: Bosrs B B

2. Asymptotic Normality:

\/E(B%’LS —p) 4N (0, o? (szlezsz>_1) (4.43)

where Qxz = E[x;z}], Qzz = F[z;z}], and Qzx = Q4.

3. Variance Estimator (under homoskedasticity):

@(BQSLS> = 5’2 (X/P2X)_l y o = (444)
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4. Robust Variance to Heteroskedasticity:

\7a\rrobust (BQSLS) X PZX (Z 5\( X; ) X/PZX)_l (445>

4.2.4 Relative Efficiency and the Cost of Instrumentation
4.2.4.1 Motivation

Under the validity of the classical Gauss-Markov assumptions — where all original
regressors are strictly exogenous — the OLS estimator is the Best Linear Unbiased
Estimator (BLUE). Therefore, the substitution of X by its instrumented projection X
generates an inevitable loss of information, inflating the sample variance.

Geometric Interpretation:

In R", Col(X) is a subspace of Col(X) when X is exogenous (since X is a linear combination
of X through projection). Projecting y onto a smaller subspace reduces the explained
variation and increases the uncertainty about the parameters. The smaller the correlation
between X and Z (weak instruments), the smaller Col(X) and the greater the efficiency
loss.

4.2.4.2 Assumptions for Efficiency Comparison
Assumption 4.19: Exogeneity of X (Benchmark)

« Role: Establishes the counterfactual scenario where OLS is consistent, allowing
variance comparison.

o Counterexample: If X is endogenous, OLS is inconsistent and variance comparison
loses practical meaning.

Assumption 4.20: Conditional Homoskedasticity

« Role: Ensures that Var(u|X, Z) = ¢, simplifying variance expressions.
o Counterexample: Under heteroskedasticity, variance formulas require robust
adjustments, and the ordering relationship may be more complex.

4.2.4.3 Formal Statement and Derivation

Theorem 4.2.3 (Cost of Instrumentation). Under the assumption of exogeneity of X
and conditional homoskedasticity, the variance-covariance matrices satisfy the ordering:

Var(fBasrs|X, Z) = Var(fors|X) (4.46)

Proof. Auxiliary Lemma: If A and B are symmetric and strictly positive definite matrices
such that A > B, then B~! = A~!,

Step 1: Formulation of conditional variances

Under homoskedasticity (Var(u|X,Z) = 0°1,,):
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Var(fors|X) = o2(X'X) ™! (4.47)

Var(Basps|X, Z) = o*(X'P,X) (4.48)

Step 2: Analysis of the difference of information matrices

We evaluate the difference matrix A between the inverses of the variances (scaled by

1/0%):

A=XX-XP,X=X(I,-P;)X =XM;X (4.49)

Step 3: Demonstration of the positive semidefinite character of M,

The annihilator matrix My is symmetric and idempotent (M = M/,M). Taking an
arbitrary non-zero vector v € R™:

VvMzv = VM, ,Mzv = (Mzv) (Mzv) = [|[Mzv|? >0 (4.50)

Since the quadratic form is non-negative for any vector v, we conclude that M, > 0.
Consequently:

X'MzX =0 = XX=XPyX (4.51)

Step 4: Inversion and conclusion

Invoking the Auxiliary Lemma on (4.51):

(X'P,X)! = (X'X)! (4.52)

Multiplying by the scalar 0% > 0:

P(X'PLX) = oX(X'X)TY = Var(basps) = Var(Bors) (4.53)
O

4.2.4.4 Practical Implications
The efficiency cost of 2SLS relative to OLS is greater when:

1. The correlation between X and Z is smaller (weak instruments): Col(X)
shrinks, reducing the information available for estimation.

2. The number of redundant instruments is larger: irrelevant instruments add
noise without increasing the exogenous variation of X.

3. The sample size n is smaller: in small samples, the loss of degrees of freedom in
the first stage becomes more severe.
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This trade-off between consistency (2SLS) and efficiency (OLS) is the core of the
choice between estimators: the researcher accepts greater sample variance in exchange for
eliminating endogeneity bias.

4.2.5 Asymptotic Properties of the IV Estimator
4.2.5.1 Motivation

To overcome finite-sample pathologies — such as the absence of defined moments under
weak identification — statistical inference relies strictly on the asymptotic limiting behavior
as n — o0.

4.2.5.2 Asymptotic Assumptions
Assumption 4.21: Ergodically Random Sampling

« Role: The observations of the data vector (y;, x;, z;) are independent and identically
distributed (i.i.d.) with finite fourth-order moments, enabling the application of the
Weak Law of Large Numbers and the Central Limit Theorem.

o Counterexample: In time series with dependence or non-stationarity, sample
means may not converge to population expectations.

Assumption 4.22: Asymptotic Exogeneity of the Instrument

1
plim (Z’u) = E[z;u;] =0 (4.54)
n

« Role: Fundamental condition for the consistency of the IV estimator: the population
correlation between instruments and error is zero.
« Counterexample: If E[z;u;] # 0, the IV estimator is inconsistent.

Assumption 4.23: Asymptotic Relevance of the Instrument

1
plim <Z'X> = Elzx] = Xzx (4.55)
n

where ¥ x is a finite population coefficient matrix with full rank equal to k.

» Role: Ensures that the instruments are sufficiently correlated with the endogenous
regressors to identify the parameters.

« Counterexample: If rank(X;x) < k, the model is underidentified and the estima-
tor does not converge.

4.2.5.3 Formal Statement and Derivation of Consistency

Theorem 4.2.4 (Consistency of IV). Under Assumptions 4.21 to 4.23, the classical
instrumental variables estimator is consistent in probability:
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Brv & B (4.56)

Proof. Starting from the stochastic form derived in (4.30), we rescale the sample operators
by dividing by the sample size n:

Brv =B+ <Z X) (Z,“> (4.57)

n

We apply the plim operator to both sides. By Slutsky’s Theorem, since the inverse
function is continuous over non-singular matrices:

plim(@lv) =0+ lplim (Z;LXN - plim (Z;Lu> (4.58)

Invoking the Weak Law of Large Numbers:

= X zx (non-singular).

)=o.

1. By asymptotic relevance (Assumption 4.23): plim (

2. By asymptotic exogeneity (Assumption 4.22): plim (
Substituting:

plim(3) =B+ 2,4 -0=3 (4.59)

4.2.5.4 Asymptotic Normality

Theorem 4.2.5 (Asymptotic Normality of IV). Under Assumptions 4.21 to 4.23 and
assuming population homoskedasticity, the limiting distribution of the estimation error

scaled by \/n satisfies:

V(B — B) % N(0, V) (4.60)

where the asymptotic variance matrix is defined by:
V=02 ,43,,5%, (4.61)
with Xz, = Flz;z)] and Xx; = X', .

Proof. Subtracting 8 from both sides of (4.57) and scaling by /n:

Vi — ) = (ZHX> R (Zw‘;) (4.62)

We analyze the limiting behavior of each block:
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e\ =1
1. By the Continuous Mapping Theorem: (Z X) X S

n

2. Define w; = z;u;. By exogeneity, E[w;] = 0. Under conditional homoskedasticity:

Q = Elw,w)] = E[ulzz)) = 0°E|z;z}] = 0’3, (4.63)

i

By the Lindeberg-Lévy Central Limit Theorem:

7/ 1 &
\/%1 -~ Sz, L N(0, 02 5) (4.64)
=1

Combining the limits via Slutsky’s Lemma:

V(B — B) % 27k - N(0, 0° ) (4.65)

By the properties of linear transformations of Gaussian vectors:

V(B = B) % N (0, 0”252 2,355, (4.66)

4.2.6 Hypothesis Testing and Asymptotic Inference
4.2.6.1 Motivation

The formulation of asymptotic test statistics aims to formally quantify the statistical
uncertainty around the point estimator. It assesses whether the distance between the
sample estimate and the restriction vector arises solely from sampling fluctuations or
reflects a population discrepancy.

4.2.6.2 Assumptions of the Wald Test
Assumption 4.24: Independent Linear Restrictions

« Role: Defines ¢ simultaneous linear conditions with R € R9** of full row rank
(rank(R) = q).

« Counterexample: If rank(R) < ¢, the restrictions are redundant or contradictory,
making the covariance matrix singular and the statistic undefined.

4.2.6.3 Formal Statement and Derivation

Consider the multivariate linear null hypothesis:

Hy:RB=r (4.67)
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where R € R7”** with rank(R) = ¢, and r € RY.

Theorem 4.2.6 (Wald Statistic for IV). Under the asymptotic regularity conditions of
the IV estimator, the quadratic Wald statistic:

W = (RBIV — I‘)/ {R (A/VEI'(B]‘/)) Rl} - (RBIV — I‘) (468)

converges asymptotically in distribution to a Chi-square variable with q degrees of freedom
under the null hypothesis:

W—>Xg

(4.69)

Proof. Theoretical Lemma: If v ~ N(0,X) with ¥ non-singular of order ¢, then v'X " 1v ~
X5

Step 1: Limiting behavior under the null hypothesis

By the asymptotic normality theorem (4.60):

Vi(Bry = B) % N(0,V) (4.70)
Premultiplying by R.:
VnRBy —RB) % N(0, RVR) (4.71)
Under Hy, substitute RS =r:
Vn(RAy — 1) % N0, RVR)) (4.72)

Step 2: Consistent estimator of the asymptotic variance

We define the consistent estimator:

V= 52 (Z;x)‘l (zy;z) <X7;Z>_l (473)

where 62 = L(y — XBiy ) (y — XBrv) & o2,

Since V' & V, the Continuous Mapping Theorem ensures:

RVR] ' 2 [RVR/™ (4.74)

Step 3: Construction of the quadratic form

Rewriting (4.68) to highlight the /n factors:

W = [VaRby - 1)) RVR] " [VaRAy - 1)) (4.75)
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Substituting (4.72) and (4.74), Slutsky’s Lemma guarantees:

w4V [RVR]'v, v~ N, RVR (4.76)

Invoking the Theoretical Lemma:

W 2 (4.77)

4.2.7 Instrument Validation: The Sargan Overidentification Test
4.2.7.1 Motivation

The Sargan test (or overidentifying restrictions test) is applicable exclusively to the
scenario where the model has more instruments than endogenous regressors (L > k).
When the model is exactly identified (L = k), the sample residuals are orthogonal to the
instruments by algebraic construction, making any test of hypothesis validation impossible.

In the overidentified scenario, the 2SLS estimator selects a linear combination of the
instruments. Therefore, it becomes possible to test whether the null hypothesis of full
exogeneity of the instrument block is statistically sustainable. The test principle is
based on projecting the residuals of the estimated model onto the full matrix of available
instruments Z. If the instruments are indeed exogenous, the explanatory power of this
auxiliary regression should be statistically close to zero.

4.2.7.2 Assumptions of the Sargan Test
Assumption 4.25: Overidentification (L > k)

» Role: Necessary condition for the applicability of the test. Requires that there be
more instruments than endogenous regressors.
o Counterexample: If L = k, the test is degenerate and cannot be computed.

Assumption 4.26: Joint Exogeneity of Instruments (Hy)

e Role: Establishes that all instruments are orthogonal to the structural error:
Elz;u;] = 0 for all i.

o Counterexample: If at least one instrument is endogenous, the Sargan statistic
detects the violation and rejects Hy.

4.2.7.3 Computation Algorithm and Test Statistic
The Sargan test is operationalized by the following algorithmic protocol:

1. Estimate the structural model via 2SLS and extract the sample residual vector:

=y — Xpsrs (4.78)
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2. Run an auxiliary regression of the residuals on the full instrument matrix Z via
OLS:
U=7Zy+e (4.79)

3. Compute the coefficient of determination (R2) of this auxiliary projection:

R=""20 (4.80)

u'a

4. The Sargan test statistic (S) is obtained by multiplying the sample size by the
coefficient of determination:

A

ﬁ’PZu

6—2

S=nR? = (4.81)

where 62 = @/i/n is the estimator of the variance of the auxiliary regression error.

4.2.7.4 Asymptotic Distribution of the Sargan Test

Theorem 4.2.7 (Distribution of the Sargan Test). Under the null hypothesis of total
exogeneity of the instruments (Hy : E|z;u;] = 0), the Sargan statistic converges asymptoti-
cally in distribution to a Chi-square variable whose degrees of freedom correspond exactly
to the number of overidentifying restrictions (excess instruments):

S5\, (4.82)

Interpretation: Rejection of the null hypothesis (S > x2,;.;) indicates that at least
one of the instruments fails the asymptotic exogeneity condition (being correlated with
the structural error term) or that the structural model has been incorrectly specified due
to omitted variables.

4.2.7.5 Limitations and Practical Considerations

1. Power of the test: The Sargan test has low power to detect weakly endogenous
instruments in small samples.

2. Correct model specification: Rejection may arise from either invalid instruments
or misspecification of the structural equation (e.g., omission of relevant variables).

3. Robust version to heteroskedasticity: The Hansen test (J-statistic) is a gener-
alization of the Sargan test that does not require homoskedasticity, being preferable
in contexts with heteroskedastic errors.

4. Interpretation of non-rejection: Non-rejection of the null hypothesis does not
prove that the instruments are exogenous; it only indicates that the test did not
find sufficient statistical evidence to reject the joint validity of the instruments.
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Chapter 5

Generalized Method of Moments
(GMM) Estimator

5.1 Construction and Properties of the Estimator

5.1.1 Motivation and Geometric Interpretation
5.1.1.1 The Overidentification Problem

The Generalized Method of Moments (GMM), proposed by Lars Hansen (1982),
represents a fundamental milestone in modern econometrics by solving the overidenti-
fication problem in parametric models. In the classical method of moments (Pearson,
1894), the researcher seeks an estimator that satisfies a system of equations where the
number of moment conditions (L) is exactly equal to the number of unknown parameters
(K). In such just-identified systems, there is typically a unique solution that zeros out
the sample moment conditions.

However, economic theory or statistical properties often provide more restrictions (mo-
ments) than strictly necessary to identify the parameters (L > K). In these cases, the
system of equations becomes overdetermined and, due to inherent sample variability, it
is impossible to find a single parameter vector that satisfies all equations simultaneously.
GMM resolves this difficulty by transforming a root-finding problem into an optimization
problem, minimizing a metric of “distance” between the sample moments and the null
vector.

5.1.1.2 Geometric Interpretation
To develop intuition, consider the following geometric scenario:

« In R2 we seek a point § that should lie at the intersection of three lines (representing
three moment conditions).

o In a finite sample, these lines will rarely intersect at a single point due to stochastic
noise, forming a small triangle instead of a common vertex.

o Geometrically, the GMM estimator locates the point 6 that minimizes the weighted
sum of squared distances to these lines.

The weighting matrix W acts as a metric that deforms the space, assigning greater

87



88 CHAPTER 5. GENERALIZED METHOD OF MOMENTS (GMM) ESTIMATOR

weight to moment conditions that have smaller variance (are more “reliable”). In R3,
GMM can be visualized as the search for the point in a subspace that minimizes the
orthogonal distance to a series of hyperplanes defined by the moment conditions.

5.1.2 Fundamental Assumptions of GMM

For the formal construction of the estimator, we define:

e 0 € © CR~E: vector of parameters
e w;: vector of observed data
e g(w;,0): moment function of dimension L x 1

Assumption 5.1: Population Orthogonality (Moment Condition)

« Role: Constitutes the theoretical foundation of the model. It states that, at the
true parameter value 0y, the mathematical expectation of the moment function is
ZEro:

Elg(wi,00)] =0 (5.1)

o Counterexample: In a linear regression model y = X3 + u where we omit a
variable Z correlated with X, the error u will have E[u|X] # 0. In this case,
the moment condition E[X'u] = 0 fails and any estimator based on it will be
inconsistent.

Assumption 5.2: Identification (Rank Condition)

» Role: Ensures that the moment condition provides sufficient information to distin-
guish 6y from any other value in the parameter space. Mathematically, it requires
that the matrix of expected derivatives has full rank K:

ag(wiv 00)

G:E[ o0’

] , rank(G) =K (5.2)

o Counterexample: If we try to estimate the return to education using an instrument
that has no correlation with schooling, the rank of the covariance matrix between
the instrument and the regressor will be zero. The parameter cannot be located
because the objective function will be “flat” with respect to it.

Assumption 5.3: Positive Definite Weighting Matrix

» Role: Ensures that the quadratic objective function is strictly convex (in the linear
case) and has a well-defined global minimum.

o Counterexample: If we use a zero or singular matrix W, the objective function
would not penalize deviations in certain directions of the moment conditions, allowing
infinitely many solutions or preventing numerical convergence of the optimizer.
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5.1.3 Formal Formulation of the Estimator

5.1.3.1 General Definition

Let {w;}, be a sequence of independent and identically distributed (i.i.d.) random
vectors belonging to a probability space (2, F, P). Let 6y € © be a vector of parameters
in a compact parameter space © C RX. We define a measurable moment function
g:RM x © — RY such that L > K.

The GMM estimator 6, is defined as the argument that minimizes the quadratic objective
function:

Qn(e) = gn(9)'Wn§n(9) (5'3)

where:

g.(0) = > g(wi.0) (54)

and W, is a stochastic weighting matrix such that W,, £ W, with W being symmetric
and positive definite.

5.1.3.2 Derivation of the Estimator for the Linear Case

Consider the linear case where:

g(wi,0) = zi(y; — x;0) (5.5)

with z; an L x 1 vector of instruments and x; a K x 1 vector of regressors.
Step 1: Definition of the Sample Moment

In matrix notation, defining y as the n x 1 vector, X as the n x K matrix, and Z as the
n X L instrument matrix:

_ 1,
8:(0) = ~Z'(y — X0) (5.6)
Step 2: Substitution into the Objective Function
Substituting (5.6) into (5.3):
1 !/ ! 1 /
Qu(0) = {nz (v — Xe)] w, [nz (v — XG)} (5.7)

Step 3: First Order Condition (FOC)

Differentiating @,,(0) with respect to 6 and setting it to the null vector:
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0Qn(9)
00

2 2

= ——QX’ZWHZ’y + —QX’ZWHZ’XG =0 (5.8)
n n

Step 4: Isolating the Estimator

X'ZW,Z'X0,, = X'ZW, Z'y (5.9)

Assuming that (X'ZW,,Z'X) is non-singular (Assumption 5.2):

0, = (X'ZW,Z'X)"'X'ZW, Z'y (5.10)

5.1.3.3 Role of Assumptions in the Derivation

The above derivation highlights the critical role of each assumption:

1. Identification (Assumption 5.2): Was indispensable in Step 4. If (X'ZW,Z'X)
is singular (rank < K), the inverse does not exist and the estimator cannot be
uniquely determined.

2. Orthogonality (Assumption 5.1): Ensures that, when substituting y = X6, + u
into (5.10), the term associated with the error will collapse asymptotically, validating
the consistency of the estimator:

plim 6, = 6, (5.11)
3. Positive Definite Matrix (Assumption 5.3): Ensures that the FOC (5.8)

characterizes a global minimum (not just a saddle point or maximum), guaranteeing
the convexity of the objective function.

5.1.4 Moments of the GMM Estimator
5.1.4.1 Motivation

While the asymptotic properties of the GMM estimator (consistency and asymptotic
normality) describe its limiting behavior as n — oo, the conditional expectation and
variance allow us to analyze the statistical properties of the estimator in finite samples.

The central problem is finite-sample bias. In Instrumental Variables (IV) and overi-
dentified GMM models, although the estimator is consistent, it often exhibits bias in
small samples if the instruments are “weak” or if there is strong correlation between the
endogenous regressors and the structural error.

Geometric Interpretation in R¥:

Geometrically, the conditional expectation locates the “center of mass” of the distribution
of the estimator /3 in the parameter space R¥, given a fixed set of instruments Z. If the
estimator is unbiased, this center coincides with ;. The conditional variance defines the



5.1. CONSTRUCTION AND PROPERTIES OF THE ESTIMATOR 91

concentration ellipsoid around this expectation; the volume and orientation of this
ellipsoid are determined by the curvature of the objective function and the dispersion of
the errors, weighted by the metric structured in W.

5.1.4.2 Additional Assumptions
Assumption 5.4: Conditional Strict Exogeneity

e Role: Ensures that the error vector u has zero conditional mean for any realization
of the instruments and regressors, allowing the expectation operator to pass through
the bilinear form of the estimator. Mathematically: E[u|Z,X] = 0.

o Counterexample: In models with predetermined regressors (such as lags of

the dependent variable y,_1), Efu¢|y;—1] = 0 may hold contemporaneously, but
Elui—1|yt—1] # 0. This implies that E[3|X] # [y, breaking the unbiasedness prop-
erty.

Assumption 5.5: Conditional Homoskedasticity (Sphericity)

o Role: Simplifies the structure of the conditional variance-covariance matrix of
the estimator, assuming that Var(u|Z,X) = ¢*I,,. Without this, the conditional
variance assumes the expanded “sandwich” form.

« Counterexample: If Var(u;|z;) = 022, the precision of the estimator will vary
with the magnitude of Z. Ignoring this heteroskedasticity leads to incorrect standard
errors and invalid inference in finite samples.

Assumption 5.6: Non-Stochasticity of W (or Conditioning)

« Role: For the exact derivation of the expectation in finite samples, the weighting
matrix W must be treated as fixed or dependent only on Z.

o Counterexample: If W is estimated iteratively in two steps (W = Qfl), it
becomes a function of i, which depends on y. This creates a complex stochastic
dependence between W and u, making linear factorization of the expectation
impossible.

5.1.4.3 Formal Derivation

Statement: Consider the linear model y = X3y + u. Let BG mm be the estimator defined
in (5.10). Under the assumptions of strict exogeneity (Assumption 5.4), rank identification
(rank(X'ZWZ'X) = K), and non-stochasticity of W conditioned on Z (Assumption 5.6),
the estimator takes the form:

B =(X'ZWZ'X)"'X'ZWZ'y (5.12)

Theorem 5.1.1 (Conditional Expectation of GMM). Under Assumption 5.4 (strict
exogeneity):

E[B|Z.X] = B (5.13)
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Proof. Substituting y = X/, + u into (5.12):

B =+ (X'ZWZ'X) 'X'ZWZ'u (5.14)

Applying F[-|Z, X] and using linearity:

E[B|Z,X] = by + (X'ZWZ'X) ' X'ZWZ Eu|Z, X] (5.15)

By Assumption 5.4, Flu|Z,X] = 0:

E[B|Z,X] = By (5.16)

Theorem 5.1.2 (Conditional Variance of GMM). Under Assumption 5.5 (homoskedastic-
ity), the conditional variance of the GMM estimator is:

Var(|Z,X) = 0*(X'ZWZ'X) ' X'ZW(Z'Z)WZ'X(X'ZWZ'X) (5.17)

Proof. By definition:

Var(8|Z, X) = E[(8 — bo)(5 — £0)'|Z, X] (5.18)
Defining M = (X'ZWZ'X) ' X'ZWZ':
Var(5|Z,X) = ME[uu/|Z, X]M' (5.19)

Under homoskedasticity (Assumption 5.5): E[uu’|Z, X] = ¢°1,,.

Substituting M and simplifying:

Var(B|Z,X) = 0?(X'ZWZ'X) ' X'ZW(Z'Z)WZ'X(X'ZWZ'X)""  (5.20)

O
Special Case: 2SLS Estimator
If we choose W = (Z'Z)™, the conditional variance simplifies to:
Var(BQSLS\Z, X) = 0'2(X,P2X)_1 (521)

where Py = Z(Z'Z)"'Z is the orthogonal projection matrix onto Col(Z).
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5.1.4.4 Role of Assumptions in the Derivation

1. Strict Exogeneity (Assumption 5.4): Was indispensable in Step 2 of the
expectation proof. If the error is conditionally correlated with the instruments or
regressors, E[u|Z, X] # 0, generating bias in finite samples.

2. Non-Stochasticity of W (Assumption 5.6): Allowed W to be treated determin-
istically in the expectation operator. In the classical two-step GMM, this premise is
violated, introducing additional bias in small samples.

3. Homoskedasticity (Assumption 5.5): Was used to simplify the conditional
variance. Under heteroskedasticity, the general expression (5.17) requires the substi-
tution of o%I,, by Q:

Var(8|Z, X) = (X'ZWZ'X) ' X'ZWZ QZWZ' X (X'ZWZ'X) (5.22)

5.1.5 Relative Efficiency of the GMM Estimator
5.1.5.1 Motivation

The question of relative efficiency in the Generalized Method of Moments (GMM)
lies in the choice of the ideal “metric” to optimally combine the information contained
in different moment conditions. When the model is overidentified (L > K), there are
infinitely many ways to weight the sample moments to obtain a consistent estimator.
However, not all choices of weights are equivalent in terms of asymptotic variance.

The central problem is to determine whether an estimator structured with a weight matrix
W, is statistically superior to another structured with Ws. In multivariate statistics,
this is formalized by the extended Gauss-Markov efficiency: an estimator is globally
more efficient than another if the difference between their respective variance-covariance
matrices is a Positive Semidefinite (PSD) matrix.

Geometric Interpretation: Projection in Hilbert Space

Geometrically, the search for the optimal GMM estimator can be visualized as an orthog-
onal projection in a Hilbert space deformed by the intrinsic variance of the moments. If
we think of the moments as vectors in R”, the GMM estimator projects the data onto the
subspace spanned by the derivatives of the moments (the Jacobian matrix G). The choice
of the weight matrix W defines the angle and metric of this projection. The “Optimal”
estimator is the one that adopts the inverse of the moment covariance matrix (A~1) as
the metric, performing an orthogonal projection in the statistical sense, minimizing the
volume of the error ellipsoid. Any other choice of W results in an “oblique” projection,
presenting necessarily larger or equal variance.

5.1.5.2 Assumptions for Efficiency

Assumption 5.7: Comparability of Variances (PSD Ordering)
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« Role: Allows establishing an unambiguous partial order between estimators. We
define that Var(f,) = Var(d;) if, for any non-zero constant vector ¢ € REX, the
variance of the linear combination ¢’ 92 is greater than or equal to that of ¢’ él.

o Counterexample: Without ordering based on the PSD property, we could have
an estimator with smaller variance for the first parameter but larger for the second,
preventing a global declaration of superiority between estimation methods.

Assumption 5.8: Invertibility of the Moment Covariance Matrix (A)

« Role: Strictly necessary to define the optimal weight matrix W* = A~!. Ensures the
absence of perfectly redundant moment conditions that would generate singularity
in the matrix.

o Counterexample: If two moment conditions were perfectly correlated in the
population, A would be singular and the weight assigned to that specific direction
would be mathematically undefined, collapsing the determination of the efficient
estimator.

5.1.5.3 Formal Statement and Derivation

Let 0,4 be the consistent GMM estimator that uses a symmetric positive definite weight
matrix A, and 6,,; be the estimator that adopts the optimal weight matrix W* = A1,
Their respective asymptotic variances are given by:

1. Variance for W = A (“Sandwich” Form):
V(A) = (G'AG) 'G'AAAG(G'AG)™! (5.23)
2. Variance for W = A~! (Optimal Form):
VA = (G'A'G)! (5.24)
Theorem 5.1.3 (Optimality of GMM - Hansen, 1982). Under regularity conditions, the

difference matriz D = V(A) — V(A1) is Positive Semidefinite (D = 0) for any choice of
A.

V(A) = V(A™) (5.25)

Proof. We will prove that V(A™!)~! = V(A)~!, which is equivalent for positive definite
matrices.

Step 1: Cholesky Decomposition and Change of Basis
Let A = A2AY/2 be the Cholesky decomposition. We define:

H=A12G, K=AY2AG (5.26)

Step 2: Rewriting the Inverse Variances

The inverse of the optimal variance:



5.1. CONSTRUCTION AND PROPERTIES OF THE ESTIMATOR 95

VA )Y '=GA'G=HH (5.27)

The inverse of the “sandwich” variance:

V(A)™ = (G'AG)(G'AAAG) (G'AG) (5.28)

Expanding with the auxiliary definitions:

G'AG =HK, GAAAG=KK (5.29)

Substituting into (5.28):

V(A)' = HK(K'K) 'K'H = HPH (5.30)

where Py = K(K'K) 'K’ is the orthogonal projection matrix onto Col(K).

Step 3: Analysis of the Matrix Difference

A=VAHY'-VA)'=HH-HPH=HI-PxH (5.31)

Step 4: Property of Positive Semidefiniteness

Let Mg =1 — Pk be the annihilator matrix. By the property of orthogonal projections,
M is symmetric and idempotent (M% = Mf ), hence My = 0.

For any vector z € RE:

7z’ Az = 7H'MHz = (Hz)Mg(Hz) > 0 (5.32)

Hence, A = 0, which implies V(A) = V(A™1). O

5.1.5.4 Role of Assumptions in the Derivation

The assumption of Invertibility of A (Assumption 5.8) was indispensable for per-
forming the structural decomposition described in Step 1, enabling the construction of
the complementary projection matrix M. Without the validity of this premise, the
geometric equivalence between statistical optimality and projection orthogonality would
be broken, and the optimal estimator could not be uniquely defined.
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5.1.6 Asymptotic Properties of the GMM Estimator
5.1.6.1 Motivation

The asymptotic properties of the GMM estimator describe its limiting behavior as
n — oo. While finite-sample analysis deals with the exact distribution — often unknown or
analytically intractable for non-linear models — asymptotic theory provides standardized
and tractable approximations for conducting valid statistical inference.

The central problem solved here is guaranteeing consistency and deriving a stable
limiting distribution. Consistency ensures that, as the sample size grows, the estimator
will converge in probability to 6. Asymptotic normality guarantees that the distribution
of the estimation error scaled by \/n approaches a multivariate normal distribution,
underpinning conventional hypothesis tests.

5.1.6.2 Assumptions for Asymptotic Properties
Assumption 5.9: Global Identification (Uniqueness)

e Role: Ensures that 6 is the only point in the parameter space capable of zeroing
the population moment conditions: E[f(w;,0)] =0 <= 0 =6,.

o Counterexample: If there are multiple candidate values that simultaneously satisfy
the population moment conditions, the objective function will exhibit multiple
global minima and the estimator may oscillate indefinitely between them, breaking
consistency.

Assumption 5.10: Stationarity and Ergodicity

« Role: Allows the application of the Law of Large Numbers, ensuring that the
sample means of the moment conditions and their derivatives converge in probability
to their population expectations.

« Counterexample: If the data follow non-stationary processes (such as random
walks with unit roots), the sample means will not converge to finite constants,
invalidating the premise that sample moments mimic the population structure.

Assumption 5.11: Compactness of the Parameter Space ©

« Role: Indispensable topological condition to ensure uniform convergence of the
sample objective function to the population one. Prevents the numerical optimizer
from diverging to infinity.

o Counterexample: In an objective function that is openly decreasing toward the
infinite boundaries of the parameter space, the optimization algorithm would fail to
establish a stopping point, invalidating the formal proof of consistency.

Assumption 5.12: Existence of Second-Order Moments

« Role: Requires that S = FE[f(w;,0)f(w;,0y)'] be finite and positive definite,
enabling the application of the Central Limit Theorem.

o Counterexample: If the errors follow heavy-tailed distributions with infinite
variance (such as the Cauchy distribution), the /n normalization would fail and
the estimator would exhibit a non-Gaussian limiting distribution.
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5.1.6.3 Formal Statement and Derivation

Let 6, = argming Q. (0), where Q,,(0) = g,,(0)W,g,(6). We define G, () = dg,,(0)/¢’
(L x K) and assume that its population limit Go = E[0f(w;, 6)/00'] has full rank K.
Under regularity conditions, W,, & W (positive definite) and /ng,(6y) % N(0,S).

Theorem 5.1.4 (Asymptotic Normality of GMM). The scaled estimation error of the
GMM estimator satisfies:

Vil — 05) % N (0, (GHWG) ' G{WSWGo(GiWG,) ') (5.33)

Proof. Step 1: First Order Condition (FOC)
Assuming that én lies in the interior of the parameter space:

0Qn(6r)

S = 2G,.(0,)W,g,(0,) =0 (5.34)

Step 2: Expansion via the Mean Value Theorem

A

We expand g,,(6,,) around 6y:

8n(0) = ga(00) + G (0) (D, — 60) (5.35)

where 6 lies on the segment between 6, and 6.
Step 3: Substitution and Scaling
Substituting (5.35) into (5.34) and multiplying by +/n:

G (0,)Wov/1g,(00) + G(0,)W,.G,(0)v/n (8, — 65) = 0 (5.36)
Step 4: Isolating the Scaled Error

Vil = 00) = = [Go(0,) W Ga()] Goa(01) W/ (60) (5.37)

Step 5: Application of Stochastic Limits
e 0, % 0y and 0 % 0, hence G,(0,) 2 Go and G, (0) & Gy.
e W, 5B W.
e Vg (0)) % N(0,8S).

By Slutsky’s Theorem:

_1-1

G0 WG (0)]  G(0,) W, B (GIWGy) ' GHW (5.38)

Step 6: Consolidation of the Limiting Variance
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Combining (5.38) with the CLT via continuous mapping:

Vil — 05) % N (0, (GHWG) ' GiWSWGo(GiWG,) ') (5.39)
0

5.1.6.4 Special Case: Optimal Weighting (W = S™!)

Under the optimal choice of the weight matrix, the asymptotic variance simplifies dramat-
ically:

Vo = (GhS™'Go) ™" (5.40)

and the limiting distribution becomes:

V(B — 00) % N (0, (GGS™'Gy) ") (5.41)

5.1.6.5 Role of Assumptions in the Derivation

1. Stationarity and Ergodicity (Assumption 5.10): Was indispensable in Step 5
to ensure that the sample moment matrices collapsed to stable and finite limits.

2. Full Rank of Gg: Ensured the existence of the inversion operation performed in
Step 4, allowing the isolation of the scaled error.

3. Global Identification (Assumption 5.9): Guaranteed that the population
objective function has a unique minimum at 6y, ensuring the consistency of the
estimator.

5.1.7 Hansen Test (Overidentification Test)
5.1.7.1 Motivation

The fundamental specification test in the GMM universe is the Overidentifying Re-
strictions Test, routinely called the Hansen J Test. The problem this test solves is
the statistical verification of the orthogonality assumptions of the model when L > K.

In just-identified systems (L = K), the classical estimator has sufficient degrees of freedom
to strictly zero out the sample equations. However, under overidentification, GMM
minimizes a weighted distance metric, making the sample moment vector as close as
possible to the null vector, but rarely zero in its entirety. The J Test formally evaluates
whether this observed “residual distance” is statistically negligible (purely due to sample
noise) or sufficiently large to indicate that the population moment conditions are violated.

Geometric Interpretation in R%:

Visualizing the sample moment conditions as a vector positioned in a space of dimension L,
the GMM estimator projects the origin onto the subspace parameterized by the model. The
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J statistic quantifies the squared Euclidean distance (corrected by the optimal covariance
matrix metric) between the optimized point and the absolute origin. Excessive distances
indicate that the generated subspace does not encompass the population target, leading
to the rejection of the specification.

5.1.7.2 Assumptions for the J Test
Assumption 5.13: Orthogonality under the Null Hypothesis (H)

« Role: Sets the scenario of validity of the structural model. Assumes that there
exists 6y € © such that E[g(w;,6y)] = 0.

o Counterexample: If any instrument contains direct correlation with the structural
error, the respective moment condition will fail to converge to zero. The J statistic
will diverge with n, forcing the rejection of the model.

Assumption 5.14: Optimal Weighting

» Role: Mathematical requirement for the test statistic to collapse into a standard
chi-square distribution. Requires that W,, 2 S~1.

« Counterexample: If an arbitrary weight matrix (such as I,) is adopted under
heteroskedasticity, the moments will receive distorted weights, causing the statistic
to follow a linear combination of chi-square variables with unknown weights.

Assumption 5.15: Overidentification (L > K)

» Role: Ensures the existence of positive degrees of freedom for the test, defined by
df =L —- K.

o Counterexample: If L = K, the minimized objective function will reach zero by
algebraic construction (J = 0), nullifying the power of the test.

5.1.7.3 Formal Statement and Derivation

Let 0, be the efficient GMM estimator with W,, £ S~ where S = E[g(w;, 0)g(w;, 0o)'].
The Hansen J Test statistic is:

A

Jn=n-8.(0,)S'g.(0,) (5.42)

Theorem 5.1.5 (Hansen J Test - Hansen, 1982). Under the null hypothesis of correct
specification of the moment conditions:

Jo 5%k (5.43)

Proof. Step 1: Linear Expansion of the Optimized Moment Vector

81(0,) ~ 84(0) + G (00) (0, — 60) (5.44)

Step 2: Substitution of the Asymptotic Estimation Error
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Under optimal weighting, the estimation error is:

Vb, —0y) = —(GLS™IGo) TGS T /ngn (60) + 0,(1) (5.45)

Step 3: Consolidation in Projection Form

Multiplying (5.44) by y/n and substituting (5.45):

Vingn(0,) ~ [T, — Go(G(S ™' Go) ' G{S ™| v/nga(f) (5.46)
Step 4: Standardization and Change of Basis
Premultiplying by S~'/2 via Cholesky decomposition:
S~ V/ngn(0,) ~ I, — H(H'H) "H'| S~'/*\/ng,(60) = Py Z, (5.47)

where H = S7Y/2Gy, Py, = I, — H(H'H)"'H’ is the projection matrix onto the null
subspace of H', and Z, = S~/2,/ng,,(6,) % N(0,1,).

Step 5: Identification of the Quadratic Form
Rewriting J,:

Jn = (8—1/2\/ﬁgn(én))' (872 Vngn(0n)) ~ Z, Py PuZ, = Z,PyZ, (5.48)

since Py is symmetric and idempotent (P%, = Py,).
Step 6: Derivation of Degrees of Freedom
The trace of P,y is:

tr(Py) = tr(Iy) — tr (HHH)'H') = L — tr (HH) '"HH) = L - K (5.49)

Therefore, by the theorem of quadratic forms of spherical normal vectors:

Jo 5%k (5.50)

5.1.7.4 Role of Assumptions in the Derivation

1. Optimal Weighting (Assumption 5.14): Was indispensable in Steps 4 and 5.
If the weight matrix differed from S~!, the central matrix in the final quadratic
form would lose the idempotence property, preventing simplification into a clean
chi-square distribution.

2. Overidentification (Assumption 5.15): Ensures that the dimension of the null
subspace is positive (L — K > 0), providing degrees of freedom for the test.
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5.1.8 Parametric Hypothesis Tests
5.1.8.1 Motivation

Parametric hypothesis testing solves the fundamental problem of validating economic
theories under statistical uncertainty. Suppose a theory stipulates a specific restriction on
the parameters (for example, constant returns to scale imposing that the sum of certain
coefficients equals one). The unrestricted sample estimator 6, will rarely fall exactly on
the restriction due to sampling fluctuations. The statistical test quantifies whether the
observed deviation is probabilistically tolerable or indicates rejection of the theoretical
hypothesis.

Geometric Interpretation in R¥:

Consider the topography of the GMM objective function, @Q),,(6), as a hyperbolic surface
(“bowl”) in the parameter space. The unrestricted estimator 0, lies exactly at the lower
vertex (bottom of the bowl). When we impose a set of theoretical restrictions defining a
subspace or hyperplane, the restricted estimator 6,, will correspond to the lowest point on
the surface that intersects the restriction hyperplane. The tests evaluate, from different
perspectives, the loss of optimality (the gain in height in the “bowl”) resulting from the
displacement from the unrestricted minimum to the restricted minimum.

5.1.8.2 Assumptions for Parametric Tests
Assumption 5.16: Asymptotic Normality of the Estimator

o Role: Ensures that, in large samples, the scaled sampling distribution of the
estimation error follows a Gaussian law, allowing quadratic forms to be mapped
directly to stable chi-square distributions.

o Counterexample: Under violation of fourth-order moments, the limiting distri-
bution of the estimator would exhibit non-standardized variability, invalidating
p-values derived from the y? table.

Assumption 5.17: Smoothness and Full Rank of the Restriction

« Role: The set of restrictions structured as r(f) = 0 must be continuously differen-
tiable to allow stable linear approximations via Taylor Expansion (Delta Method).

o Counterexample: If the restriction contains points of discontinuity or geometric
corners, the derivative matrix will fail to be defined, collapsing the calculation of
the test covariance matrix.

5.1.8.3 Wald Test

Theorem 5.1.6 (Wald Test for GMM). Under the null hypothesis Hy : r(6p) = 0, the
Wald statistic:
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W =n-1(0n) [R(0,)VsR(0,)]  (0,) (5.51)
where R(0) = 0r(0) /00" (q x K ), satisfies:
W, % X2 (5.52)

Proof (sketch). From the asymptotic normality result, v/n(6, — 6) % N(0, Vy). By the

Delta Method, v/nr(6,) % N (0, RV,R’). The quadratic form with the inverse variance
converges to x2. O

5.1.8.4 GMM Distance Test

An alternative robust methodology consists of the direct evaluation of the increment
suffered by the minimized objective function when moving from the unrestricted to the
restricted model:

Dy =1 [Qu(0) — Qu(0)] (5.53)

where 6, denotes the minimizer of the objective function under the imposition of the
restriction r(6) = 0.

Theorem 5.1.7 (GMM Distance Test). Under the null hypothesis and using the same
optimal weighting matriz for both models:

Dy = X;

(5.54)

Indispensable Assumption: For the distance statistic to converge rigorously to Xg, it

is strictly mandatory that the same optimal sample weighting matrix (S; D) be
employed in the estimation of both models (restricted and unrestricted). If different weight
matrices were used, the difference between the objective functions would incorporate
spurious metric variations, destroying the idempotent structure necessary for convergence
to a pure x2.

5.2 Special Cases of GMM

The Generalized Method of Moments (GMM) constitutes a unifying framework that
encompasses various classical estimators as special cases, depending on the choice of the
weighting matrix W, and the definition of the moment conditions. This section explores
nine special cases, organized in increasing order of generality, demonstrating how GMM
subsumes them as particular cases.
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5.2.1 Perfectly Identified GMM (Just-Identified)

5.2.1.1 Motivation and Geometric Interpretation

Perfectly identified GMM (or just-identified) solves the problem of estimating parame-
ters in systems where the number of moment conditions is strictly equal to the number of
parameters (L = K). While general GMM deals with overidentification by transforming it
into a quadratic optimization problem, the perfectly identified case reduces to a classical
root-finding problem for a system of simultaneous equations.

Geometric Interpretation in R¥:

Each sample moment condition can be visualized as a surface (or hyperplane, in the linear
case) of dimension K — 1 in R¥. In a perfectly identified model (L = K), the GMM
estimator locates the exact point where these K surfaces intersect. Unlike the overidentified
case (L > K), where surfaces rarely meet at a single point due to sample noise, in the
L = K case there exists a 0 that zeros all equations simultaneously. Geometrically, the
estimator is the common vertex of these sample surfaces, making the choice of the
distance metric (the matrix W) irrelevant for the final solution.

5.2.1.2 Assumptions
Assumption 5.18: Exact Identification (Just-Identification)

 Role: Ensures that the number of moment conditions L is strictly equal to the
number of parameters K (L = K). This allows the system of equations to be solved
without the need to weight the relative statistical importance of different moments.

o Counterexample: If L > K, the system becomes overdetermined and does not
have a common root for all sample moments, requiring a weight matrix W to
minimize a quadratic distance.

Assumption 5.19: Non-Singular Jacobian

e Role: Ensures that the K moment conditions are not linearly dependent. Formally,
rank(Gg) = K, where Gy = E[0g(w;, 0y)/00'].

o Counterexample: If one moment condition is an exact linear function of another,
the system will have infinitely many solutions, preventing the location of a unique
value for 6.

5.2.1.3 Formal Statement and Derivation

Let {w;}", be a sequence of stationary and ergodic random vectors. Let §, € © C RE
be the true vector. We define g : R® x © — RY with L = K.

The perfectly identified GMM estimator 0, is defined as the argument that minimizes:

Qn(0) = 8n(0)'W,8,(0) (5.159)
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where g,(0) = £ 3| g(w;, ) and W, is positive definite. Under just-identification, the

estimator satisfies g, (6,,) = 0.

Theorem 5.2.1 (Independence of the Weight Matrix). Under L = K and Assumption
5.19, the estimator 6,, is independent of W,, and satisfies:

g.(0,) =0 (5.160)

Proof. By the definition of a positive definite matrix, x'Wx = 0 <= x=0UL=K
and Assumption 5.19 is satisfied, there exists 6,, such that g,(6,,) = 0 (by the Inverse

Function Theorem). Substituting into (5.159), we obtain @,,(6,) = 0, which is the global
minimum, regardless of W,,. O]

Theorem 5.2.2 (Asymptotic Normality of Just-Identified GMM). Under regularity
conditions:

V(0. — 60) % N (0, Gg'S(Gf) ™) (5.161)

where S = E[g(w;, 00)g(w;, 60)].

A

Proof (sketch). Expanding g, (6,,) around 6, via the Mean Value Theorem, isolating
Vb, — 65), and applying the CLT with \/ng,(6y) % N(0,S) yields (5.161). O

5.2.1.4 Role of Assumptions

The assumption of Exact Identification (L = K) was indispensable for ensuring that
the Jacobian matrix Gy was square, allowing direct inversion in (5.161). If L > K, the
matrix would not be square, preventing inversion and requiring the use of the weight
matrix W to define the estimator through the first-order conditions of the quadratic form.

5.2.2 Optimal GMM (Efficient)
5.2.2.1 Motivation and Geometric Interpretation

Optimal GMM solves the problem of statistical inefficiency in overidentified systems
(L > K). In basic GMM, any positive definite weighting matrix W,, produces a consistent
estimator, but the precision (variance) of the estimates depends critically on how different
moments are weighted.

Geometric Interpretation in R”:

Visualize the sample moment vector g,(f) as a point in a space of dimension L. The
weighting matrix W defines the distance metric (the geometric deformation of the error
ellipsoid). If the moments have distinct variances or are correlated, simple Euclidean
distance (W = 1) ignores that some information is more “noisy” than others. Optimal
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GMM uses S™! to rotate and scale the space, so that the projection occurs in the direction
of minimum variance.

5.2.2.2 Assumptions
Assumption 5.20: Overidentification

o Role: Ensures that L > K, allowing the choice of W to be statistically relevant for
asymptotic efficiency.

o Counterexample: If L. = K, the system has a unique solution with gn(é) =0,
making W irrelevant.

Assumption 5.21: Consistency of the Weighting Matrix

« Role: Requires that W,, & S~ where S = E[m(w;, 6p)m(w;,6)'].

« Counterexample: If W, converges to A # S™! the estimator will still be
consistent, but the asymptotic variance will be larger (in the PSD sense) than that
of the optimal GMM.

5.2.2.3 Formal Statement and Derivation

The optimal GMM estimator éopt minimizes:

Qn(g) = gn(Q)’gglgn(Q) (5'162)

where S, & S = E[m(w;, 6))m(w;, 6,)].

Theorem 5.2.3 (Efficiency of Optimal GMM). Under regularity conditions:

Vit(Dopt = 00) 5 N (0, (GyS™'Go) ™) (5.163)

and for any other positive definite matriz W :

V(W) = V(S (5.164)

A A

Proof (sketch). The FOC of GMM is Gn(én)’ann(Hn) = 0. Expanding g, (0,,) around 6,
and applying Slutsky yields the variance V(W) = (G{WG() 'G{WSWG( (G WG) .
For W =S, V(S™) = (G{S™'Gy)!. The proof of V(W) = V(S™!) follows by the

projection matrix argument presented in Section 5.1.5. [
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5.2.2.4 Role of Assumptions

The assumption of Consistency of W, to S~! was indispensable. If W does not
collapse exactly to the inverse of the population variance of the moments, the algebraic
simplification fails, preventing the estimator from reaching the lower bound of asymptotic
variance.

5.2.3 Method of Moments (MM)

5.2.3.1 Motivation and Geometric Interpretation

The Method of Moments (MM), systematized by Karl Pearson (1895), solves the
problem of estimating population parameters when one does not wish (or cannot) assume
a strict functional form for the distribution of the data, but has grounded knowledge
about the mathematical expectations of certain functions of the random variables.

Geometric Interpretation in R¥:

Each population moment condition E[g(w;, )] = 0 establishes a surface (or hyperplane)
of dimension K — 1 in the parameter space. In MM, with exactly K equations for
K parameters, the estimator Oaras is located at the unique intersection of these K
sample-estimated surfaces.

5.2.3.2 Assumptions
Assumption 5.22: Exact Identification

e Role: Ensures that L = K, allowing a uniquely determined solution.
o Counterexample: If L > K, the system becomes overdetermined and there will
be no # that zeros all sample moments simultaneously.

Assumption 5.23: Rank Condition

« Role: Ensures that Gg = E[0g(w;, 0y)/00] is non-singular.

o Counterexample: If we try to estimate the mean and variance using only the first
moment and a linear function of it, the Jacobian matrix will have rank 1, making
the parameters indistinguishable.

5.2.3.3 Formal Statement and Derivation

The method of moments estimator 6, is defined as the exact solution of the system of K
sample equations:

gn(0,) = ig(wi, 0,) =0 (5.165)

Theorem 5.2.4 (Asymptotic Normality of MM). Under regularity conditions:
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Vil — 06) % N (0, Gg'S(Gp) ™) (5.166)

Proof. Expanding gn(én) around 6, via the Mean Value Theorem:

0= gn(eo) + GN(é) (én - 90)

Multiplying by /n, isolating, and applying CLT + Slutsky yields (5.166). O

5.2.3.4 Role of Assumptions

The assumption of Just-Identification (L = K) was indispensable for ensuring that
the Jacobian matrix Gy was square, allowing its direct inversion without resorting to
projections based on external weighting matrices.

5.2.4 Ordinary Least Squares (OLS)
5.2.4.1 Motivation and Geometric Interpretation

OLS solves the problem of estimating the linear relationship between a dependent variable
and regressors under the assumption of exogeneity. In the GMM context, it is the special
case of exact identification (L = K) where the moment function is defined by the
orthogonality condition between the regressors and the error.

Geometric Interpretation in R":

The OLS estimator performs an orthogonal projection of y onto the linear subspace
spanned by the columns of X. The residual vector e = y — ¥ is perpendicular to each
column of X, validating the sample moment condition X'e = 0.

5.2.4.2 Assumptions
Assumption 5.24: Population Orthogonality

« Role: States that E[x;e;] = 0.
o Counterexample: In a supply and demand model, if price is determined simulta-
neously with quantity, OLS will be inconsistent.

Assumption 5.25: No Perfect Multicollinearity

« Role: Ensures that Q., = E[x;x}] is invertible.

o Counterexample: Including “weight in kg” and “weight in pounds” as distinct

regressors generates singularity.
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5.2.4.3 Formal Statement and Derivation

The OLS estimator /3, is the GMM that uses g(w;, f) = x;(y; — x.5) and W,, = I.

Defining g,(8) = L S x;(y; — x}3), the FOC is g,(f,) = 0:

72,(1 v — X5, = (5.167)

Isolating:

_ (Zl xixg> h (z; xy> (5.168)

Theorem 5.2.5 (Consistency and Normality of OLS as GMM). Under exogeneity:

plim 3, = S (5.169)

V(B — o) % N (0, Q;leQy)) (5.170)

where Q = Ee?x;x]].

5.2.4.4 Role of Assumptions

The assumption of Orthogonality (E[xe] = 0) was indispensable. Without it, the term
%X’ ¢ would converge to a non-zero value, generating inconsistency.

5.2.5 Robust Variance (Eicker-Huber-White)

5.2.5.1 Motivation and Geometric Interpretation

The EHW estimator solves the problem of invalid inference under unknown het-
eroskedasticity. OLS remains consistent under heteroskedasticity, but the classical
formula ¢(X’X)~! becomes biased.

Geometric Interpretation in R":

Under homoskedasticity, the error vector u resides in a probability sphere. Under
heteroskedasticity, this sphere deforms into an ellipsoid with non-uniform axes. EHW
projects the variability of these individual deviations back to R¥ adjusting the “width”
of the confidence ellipses for each direction.
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5.2.5.2 Assumptions
Assumption 5.26: Independence of Observations

« Role: Ensures that Q = E[uu’] is diagonal.
o Counterexample: In time series with autocorrelation, the standard EHW would
underestimate the variance.
Assumption 5.27: Existence of Fourth-Order Moments
« Role: Ensures the convergence of X L3 xx[ér.
o Counterexample: Heavy-tailed dlstrlbutlons prevent stable convergence.

5.2.5.3 Formal Statement and Derivation

Let Bn be the OLS estimator and é; = y; — X;Bn The EHW estimator is:

Vieaw = n(X'X (Z X;X ) (X'X)* (5.171)

Theorem 5.2.6 (Consistency of EHW). Under Assumptions 5.26 and 5.27:
Venw 2 Q'SQ™! (5.172)
where Q = E[x;x}] and S = E[u?x;x}].

Proof (sketch). /n(Bn — Bo) 4, N(0,Q'SQ™"). The consistency of S = Ly xxe? for
S follows from the expansion é; = u; — X;(Bn — o) and the consistency of Bn n

5.2.5.4 Role of Assumptions

Independence (Assumption 5.26) was indispensable. If there were serial correlation,
the “filling” of the sandwich would accumulate cross-covariance terms, invalidating the
purely additive form of (5.171).

5.2.6 Generalized Least Squares (GLS)
5.2.6.1 Motivation and Geometric Interpretation

GLS solves the problem of efficient estimation in the presence of a known covariance
structure €2 for the errors, allowing observations with higher variance to receive lower
relative weight.

Geometric Interpretation in R":
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In GLS, the space is modified by a transformation P such that P'P = Q1. This is
equivalent to performing an orthogonal projection in a non-Euclidean metric space,
where distances are weighted by the inverse of the covariance matrix.

5.2.6.2 Assumptions
Assumption 5.28: Positive Definite Covariance Structure

« Role: Assumes Var(u|X) = 02§, with © SPD.
o Counterexample: If € is singular, correct weighting of observations becomes
impossible.

5.2.6.3 Formal Statement and Derivation

GLS is the GMM with g,(8) = 1 X'Q~}(y — X) and W,, = Ik (just-identified).

T n

The FOC g,(faLs) = 0 yields:

‘BGLS = (X/QAX)AX/QAY‘ (5.173)

Theorem 5.2.7 (Asymptotic Normality of GLS). Under exogeneity:

Vi(Bars — Bo) B N (07 UzQ;é) (5.174)

where Qgs = E[X'Q7'X/n].

5.2.6.4 Role of Assumptions

The assumption of Exogeneity (FE[x;u;] = 0) was indispensable. If the regressors are
endogenous, GLS will converge to a biased value, and the efficiency correction will only
alter the weight of the bias, without removing it.

5.2.7 Instrumental Variables (IV)

5.2.7.1 Motivation and Geometric Interpretation

IV solves the problem of endogeneity when E[x;e;] # 0. In GMM, it is the case of
exact identification (L = K) with instruments Z.

Geometric Interpretation in R":

OLS projects y onto Col(X). If X is correlated with the error, the subspace is “tilted.”
IV uses Z as an external reference, projecting y onto Col(X) only in the direction that is
orthogonal to Z.
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5.2.7.2 Assumptions
Assumption 5.29: Exogeneity of the Instrument

« Role: E|z;;] = 0.
o Counterexample: If the instrument is endogenous, IV will be inconsistent.

Assumption 5.30: Relevance of the Instrument

« Role: rank(E[z;x}]) = K.
« Counterexample: Weak instruments generate infinite variance.

5.2.7.3 Formal Statement and Derivation
IV is the GMM with g,(8) = Z'(y — X$3) and L = K.
The FOC g,(frv) = 0 yields:

Brv = (Z'X)"'Zly (5.175)

Theorem 5.2.8 (Consistency and Normality of IV as GMM). Under Assumptions 5.29
and 5.30:

plim 1 = S (5.176)

Vi(Biv = o) % N (0, 0°Q/Q..Q;)) (5.177)

5.2.7.4 Role of Assumptions

Relevance (Assumption 5.30) was indispensable. If Z’X were singular, the inverse
would not exist and the IV estimator would be undefined.

5.2.8 Two-Stage Least Squares (2SLS)
5.2.8.1 Motivation and Geometric Interpretation

2SLS simultaneously solves endogeneity and overidentification. When L > K, the
system is overidentified, and 2SLS emerges as the special case of GMM with W,, = (Z'Z)~*.

Geometric Interpretation in R":

1. First Stage: Project X onto Col(Z): X = P;X.
2. Second Stage: Regress y on X.
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5.2.8.2 Assumptions

Assumption 5.31: Exogeneity of the Instrument
« Role: E[Z'u] = 0.

Assumption 5.32: Relevance of the Instrument
« Role: rank(E[Z'X]) = K.

Assumption 5.33: Homoskedasticity
« Role: Ensures that W,, = (Z'Z)~! is optimal.

5.2.8.3 Formal Statement and Derivation
2SLS is the GMM with g, (3) = Z'(y — X) and W,, = (Z'Z)~".
Minimizing Q,(8) = (y — X8)'Pz(y — X3):

Bascs = (X'PX) ' X'Py (5.178)

Theorem 5.2.9 (Asymptotic Normality of 2SLS as GMM). Under Assumptions 5.31 to
5.33:

Vi(Bases — o) % N (0, 0*(S,.218.,) ) (5.179)

5.2.8.4 Role of Assumptions

Relevance (Assumption 5.32) was indispensable. If Z is not correlated with X, the
matrix (X'PzX) will be singular, making the estimator impossible to define.

5.2.9 Three-Stage Least Squares (3SLS)

5.2.9.1 Motivation and Geometric Interpretation

3SLS solves the problem of statistical inefficiency in overidentified systems of simulta-
neous equations. While 2SLS estimates each equation in isolation, 3SLS treats the system
as a single block, using the covariance matrix of the residuals to weight the global system.

Geometric Interpretation in R"%:

3SLS operates in a subspace of dimension nL where the equations are “coupled.” The
geometry involves an oblique projection adjusted by the cross-covariance matrix 32,
resulting in a confidence ellipsoid that is “contracted” relative to 2SLS.
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5.2.9.2 Assumptions
Assumption 5.34: Systemic Exogeneity

« Role: E[z;uj| =0 for all j.
o Counterexample: If an instrument is correlated with the shock of another equation,
3SLS will spread the bias throughout the entire system.

Assumption 5.35: Non-Singularity of the Cross-Covariance

« Role: ¥ = E[u;u;] must be SPD.
o Counterexample: If the errors of two equations are perfectly correlated, 3 will be
singular.

5.2.9.3 Formal Statement and Derivation

Consider the stacked system y = X3 + u, with X = diag(Xy,...,Xy) and Z =1, ® Z.
3SLS is the GMM with g, (8) = 1Z'(y—X8) and W, = [2Z(£01,)Z] ' = =7'a(Z'Z) .
The FOC yields:

1
n

Bisis = [(X'(E'@P)X] ' X'(E '@ Py)y (5.180)

Theorem 5.2.10 (Asymptotic Normality of 3SLS). Under Assumptions 5.3} and 5.35:

Vi(BssLs — fo) 5 N (0, {EX/ (37 @ P£)X]} ) (5.181)

5.2.9.4 Role of Assumptions

The assumption of Non-Singularity of X (Assumption 5.35) was indispensable.
Without the invertibility of X, we could not define the optimal weight metric 3! that
couples the equations. Without this coupling, the estimator would collapse to equation-
by-equation 2SLS, losing the efficiency gains from the correlation between errors.

5.2.10 Generalized Nonlinear Least Squares (GNLLS)

5.2.10.1 Motivation and Geometric Interpretation

Generalized Nonlinear Least Squares (GINLLS) solves the problem of estimating
parameters in models where the functional relationship between variables is inherently
non-linear and the stochastic errors exhibit a non-spherical structure (heteroskedasticity
or autocorrelation). While classical OLS and GLS are limited to linear response surfaces
(hyperplanes), GNLLS allows the researcher to model complex phenomena, such as logistic
growth curves or exponential decay, without sacrificing statistical efficiency in the presence
of correlated errors.
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In the GMM context, GNLLS emerges as a special case where the moment conditions
are derived from the gradient of the non-linear function, weighted by the inverse of the
error covariance matrix.

Geometric Interpretation in R3:

Imagine a cloud of points in R?® that appears to be distributed along a curved surface
(such as a saddle or a rotated parabola). The GNLLS estimator seeks the parametric
surface that best fits these points. Due to the covariance structure €2, the “best” proximity
is not measured by simple vertical Euclidean distance, but by a metric that “stretches”
or “compresses” the sample space to compensate for the unequal variability of the errors.
Visually, GNLLS performs an oblique projection onto the non-linear manifold, where
the projection angle is dictated by the correlation structure among the errors.

5.2.10.2 Assumptions
Assumption 5.36: Differentiability and Continuity of the Model

« Role: Ensures that the response surface h(x;,0) is smooth enough to allow the use
of gradient-based optimization methods and the application of Taylor expansion in
asymptotic theory.

« Counterexample: If h(-) were a step function (discrete), the gradient would be
zero or undefined over almost the entire domain, making it impossible to locate the
minimum via first-order conditions.

Assumption 5.37: Global Identification (Uniqueness)

« Role: Ensures that there exists only one vector 8y in the parameter space © that
minimizes the population cost function.

o Counterexample: If the model is overparameterized (e.g., y = 016,z + ), there
will be a continuum of combinations of #; and 65 that produce the same fit, making
the Jacobian matrix singular.

Assumption 5.38: Non-Singularity of the Covariance Matrix (2

« Role: Ensures that the optimal weight matrix of GNLLS, W = Q7! exists and is
positive definite, allowing the “spherification” of the transformed errors.

o Counterexample: If two errors were perfectly correlated, 2 would be singular,
preventing the numerical computation of the objective function.

5.2.10.3 Formal Statement and Derivation

Consider the non-linear model y; = h(x;,0y) + €;, where Eleg;|x;] = 0. Let y € R™ be the
dependent vector and h(X, 6) € R™ the vector of functions. Assume that Elee’|X] = o%(Q,
where €2 is a known SPD matrix.

The GNLLS estimator én minimizes:

Qu(0) = [y —h(X,0)]'Q'[y — h(X,0)] (5.186)
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Step 1: First Order Condition (FOC)

Differentiating and setting to zero:

VoQn(0,) = —23(6,)Q [y — h(X,6,)] = 0 (5.187)

where J(0) = 0h(X, 0)/00" is the n x K Jacobian matrix.
Step 2: Taylor Expansion (Linearization)

Expanding h(X, d,,) around 6y:

h(X.0,) ~h(X,0) + J(0)(0, — ) (5.188)

Substituting into (5.187) and using y = h(X, 6y) + &:

J(0,) Q2 e — I (00) (B — 65)] ~ O (5.189)
Step 3: Isolating the Estimation Error

A

J(0,) ' 3(00)(0, — 00) ~ J(0,) Q2 "e (5.190)
Multiplying by y/n and premultiplying by the inverse:

1

N N -1 1
Vn(h, —60) =~ | =J(0,)Q1I(0)] —=
n

ﬁJ(én)’Q—lg (5.191)

Step 4: Stochastic Limits and Asymptotic Distribution

. én ﬁ) 90 :>J(én) ﬂ) Jo
« 130071 & Hy
.« L3071 5 N(0,0%Hy)

By Slutsky’s Theorem:

Vil — 0o) % N (0, o”Hy ") (5.192)

5.2.10.4 Role of Assumptions

The Non-Singularity of 2 (Assumption 5.38) was indispensable for defining the
metric of the objective function and allowing the scaling of the error. Differentiability
(Assumption 5.36) was essential for the linear expansion; without it, the estimator
could not be approximated by a normal form.
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5.2.11 Maximum Likelihood Estimator (MLE)

5.2.11.1 DMotivation and Geometric Interpretation

The Maximum Likelihood Method (MLE) solves the problem of estimating population
parameters when the researcher assumes a complete functional form for the conditional or
joint probability distribution of the data. While pure GMM is often used in semiparametric
contexts (knowing only moment conditions about unknown distributions), MLE is the
parametric reference estimator that, under correct specification, attains the Cramér-Rao
lower bound, being the asymptotically most efficient estimator possible.

In the GMM context, MLE can be derived as a special case of exact identification
(L = K), where the population moment conditions are not chosen arbitrarily but extracted
directly from the adopted probabilistic structure: the moments are the components of the
score function (the gradient vector of the log-likelihood).

Geometric Interpretation in R¥:

Consider the log-likelihood function as a hyperbolic “mountain surface” projected over
the compact parameter space of dimension K. The MLE estimator locates the peak
(global maximum) of this surface. Geometrically, at this peak, the tangent plane is
perfectly horizontal, meaning that the gradient vector (score) s(w,f) is zero. The
Fisher Information Matrix Z(6) acts as a measure of curvature (the negative Hessian
matrix) of this surface at the top: the sharper the mountain (greater negative curvature),
the more information the data provide about the precise location of the parameter.

5.2.11.2 Assumptions
Let f(x,6) be the probability density and 6 € © the parameter vector.
Assumption 5.39: Correct Model Specification

« Role: Ensures that the assumed parametric density f(x,6) coincides with the
true population density generating the data at 8 = 6,. It is necessary to ensure
consistency and the attainment of maximum Fisher efficiency.

« Counterexample: If the actual data follow a Student’s ¢ distribution (heavy
tails), but we model via MLE assuming a Normal distribution, the estimator may
be inconsistent. In the case of Quasi-MLE (QMLE), it may retain consistency
under certain conditions but will lose efficiency, requiring robust variance-covariance
matrices.

Assumption 5.40: Identifiability (Uniqueness)

e Role: Ensures an injective correspondence between the parameter space and the
family of distributions, such that f(x,6;) # f(x,0s) if and only if 6; # 6,.

« Counterexample: In a linear model where y; = (6, + 62)z; + €;, it is impossible
to isolate the individual effects. The likelihood surface will exhibit a perfectly flat
“ridge” (infinite maxima), resulting in a singular information matrix.

Assumption 5.41: Fisher Regularity Conditions
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« Role: Allows the interchange between integration over the support and differentia-
tion in the parameter space. It is indispensable for proving that the mathematical
expectation of the score is identically zero and for establishing the equality of the
information matrix.

o Counterexample: If the support of the distribution intrinsically depends on the
parameter (for example, a Uniform distribution on the interval [0, 6]), the density
will not be continuously differentiable at the boundaries of the support, breaking
the standard asymptotic normality with convergence rates different from /n.

5.2.11.3 Formal Statement and Derivation

Let {x;}, be a simple random sample (i.i.d.) with population density given by f(x;,6p).
We define:

Likelihood Function: L(0) =TI, f(x;,0).

Log-Likelihood: ¢(0) =InL(#) = X", In f(x;,0).

Score Function: s(x;,0) = Vyln f(x;,0) (K x 1).

Fisher Information Matrix (Unit): Z(0) = FE[s(x;,0)s(x;,0)] =
~ B[V, In f(x:,0)].

N =

Theorem 5.2.11 (Asymptotic Normality of MLE). Under Fisher’s reqularity conditions,
the mazimum likelihood estimator 0,, satisfies:

Vil — 00) % N (0, Z(65) ") (5.186)

Proof. Step 1: Sample Moment Condition

MLE can be defined as the estimator that solves the system of sample moment equations

A A

gn(0,) = L 7 s(x;,0,) = 0. By the necessary condition for the existence of a maximum

at an interior point:

Y s(xi,0,) =0 (5.187)
i=1

Step 2: Score Property (Zero Expectation)

We prove that E[s(x;,6y)] = 0.

By the regularity assumption (Assumption 5.41), we interchange integral and derivative:

V@f(x, 90)
f<X7 90)

Since [ f(x,6y)dx = 1 over the entire support by definition of density:

Els(xs,60)] = F(x,80)dx = V, / (%, 60)dx

Els(x:,00)] = V(1) = 0 (5.188)

Step 3: Linear Expansion via the Mean Value Theorem
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We expand the system of sample score equations (5.187) around the true parameter 6y:

0= i s(x;,00) + [i Vos(x;, 9)] (én —6p) (5.189)

where 6 is a stochastic mean vector lying on the segment between 6, and 6.
Step 4: Scaling and Matrix Isolation

Multiplying expression (5.189) by % and isolating the scaled sample error:

I & 1Z _ .
ﬁ ; S(Xi, 90) = — ln ; VQ/S(Xi, 6)‘| \/E(Qn — 00) (5190)

Premultiplying by the inverse of the average sample Hessian matrix (guaranteed asymp-
totically by full rank):

S

Vn(l, —0y) = [ Zv%,lnf X, )]_1 <\/1_Zz:;s(xi,6’o)) (5.191)

Step 5: Application of Limit Theorems

o CLT: Since the individual scores s(x;,6p) are i.i.d. with zero expectation and
covariance matrix Z(6p):

\/_XZ: s(x;,6p) —>N(O Z(6y))

« WLLN: By the consistency of 8, 2 6, and continuity of the second derivatives:

e Zv%, In f(x;,0) 2 E [V, In f(xi,0)] = —Z(6o) (5.192)

Step 6: Final Result via Slutsky

Applying Slutsky’s Theorem:

Vil — 00) % — [~Z(60)] " N (0, Z(6o)) (5.193)

V(0 — 60) 5 N (0, Z(60) ) (5.194)
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5.2.11.4 Role of Assumptions

The Regularity assumption (Assumption 5.41) was indispensable for geometrically
sustaining Fisher’s identity (S = —G). Without this interchange of operators, the limiting
variance of the score would not coincide with the negative population Hessian, forcing the
appearance of a sandwich-type structure and breaking the direct asymptotic efficiency.

5.2.12 Logit Model

5.2.12.1 Motivation and Geometric Interpretation

The Logit model solves the problem of modeling the conditional probability of occurrence
of a strictly binary dependent variable (y; € {0,1}) from a set of exogenous regressor
vectors. The traditional Linear Probability Model (LPM), estimated via OLS, exhibits
severe structural flaws: it generates predictions outside the unit interval [0, 1] and is
intrinsically heteroskedastic. Logit overcomes these constraints by mapping the linear
index of regressors to the interval [0, 1] using the logistic Cumulative Distribution Function
(CDF).

In the unified GMM view, Logit represents a case of exact identification (L = K),
where the population moment condition is defined by the score of a conditional Bernoulli
distribution.

Geometric Interpretation in R?:

The observed data lie exclusively at the discrete limits y = 0 or y = 1. Logit fits an
S-shaped sigmoid curve to approximate the conditional expectation E|y;|x;]. From the
GMM perspective, estimation seeks to rotate and translate this sigmoidal profile so that

%Z?ﬂ(yi — pi)x; = 0.

5.2.12.2 Assumptions
Let x; € R be the vector of regressors and y; € {0, 1} the observed binary response.
Assumption 5.42: Stochastic Independence (Random Sampling)

« Role: Allows the additive factorization of the log-likelihood as the sum of individual
log-densities, enabling the application of the Law of Large Numbers over sums of
sample moments.

o Counterexample: Under active temporal or spatial dependence, the simple Fisher
covariance matrix would fail by ignoring cross-interactions, requiring robust variance
corrections of the HAC type.

Assumption 5.43: Rank Identifiability (No Collinearity)

« Role: Requires that the population moment matrix of the regressors Q,, = E[x;x/]
have full rank K. Ensures that the Hessian matrix is strictly negative definite over
the entire support, guaranteeing the existence of a unique stable global maximum.
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o Counterexample: In the presence of perfect multicollinearity, the likelihood surface
will exhibit an infinite flat valley. The Jacobian moment matrix will become singular,
preventing analytical inversion and identification of the vector .

Assumption 5.44: Logistic CDF Specification

« Role: Postulates that the true data generating process obeys the structural relation-
ship P(y; = 1]x;) = A(x}5y), where A(2) = e*/(1 + €*). Fixes the exact functional
form of the orthogonality conditions.

« Counterexample: If the actual generating process follows a Probit (Normal)
distribution, Logit estimators will maintain directional consistency of signs, but the
calculated marginal effects will exhibit systematic biases caused by the relatively
heavier tails of the logistic distribution.

5.2.12.3 Formal Statement and Derivation

Let {y;,x;}"; be an i.i.d. sample where y;|x; ~ Bernoulli(p;) with probability parameter-
ized by p; = A(x}5y). We define:

1. Logistic Function: A(z) = ;5=

2. Derivative Identity: d/;(zz) =A(2)(1 — A(2)).

3. GMM Moment Vector: g(w;, 5) = x;(y; — A(x}5)) (K x 1).

z

Theorem 5.2.12 (Asymptotic Normality of Logit). The GMM/MLE estimator (3, ob-
tained by solving + 37 x;(y; — A(x}f,)) = O converges in the limiting distribution to:

V(B = Bo) % N (0, Z(50) ) (5.195)

where the Fisher Information Matriz is expressed as I(fy) = E [A(x}5)(1 — A(X}5o))x;x}].

Proof. Step 1: Extraction of the Moment via Bernoulli Log-Likelihood

The probability density function for a conditional observation is given by f(v;|x;;5) =
p? (1 — p;)*7%. Tts respective individual log-likelihood is:

G(B) =yiIn(p;) + (1 —y;) In(1 — py) (5.196)

Substituting the sigmoidal parameterization p; = A(x;3) and differentiating:

1 1
Visli(B) = yz-;Vgpi —(1- yi)?pV5pi (5.197)

Employing Vap; = pi(1 — p;)x;:

pi(l —p)xi (1— yi>pz‘(1 — Di)X;

5.198
Di 1—p; ( )

Vﬁ&(ﬁ) =Y

Performing the algebraic cancellations:
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si(B) = vi(1 — p)xi — (1 = yo)pixi = Xi(yi — pi) = Xi(ys — A(x33)) (5.199)

This constitutes the exact-identification GMM moment condition vector: g;(3) = x;(y; —

A(x(fB)).
Step 2: Verification of the Population Orthogonality Condition

We evaluate the conditional expectation of the constructed moment under the true
parameter [y:

E[gi(Bo)x:] = xi (Elyi|x;] — A(x;50))
Under Assumption 5.44, Ey;|x;] = A(X}5). Therefore:
Elgi(fo)|xi] = xi(0) =0 (5.200)

By direct application of the Law of Iterated Expectations:

Elgi(80)] = E[E[gi(bo)|xi]] =0 (5.201)

Step 3: Linearization and Expansion via MVT

We expand the system of sample normal equations via the Mean Value Theorem:

n

1 & 1 _ N
0=—=> gi(h)+ l > Vﬁ’gi<5)] Vn(Bn = Bo) (5.202)
VS na3
We compute the sample Jacobian of the moment vector:

Vagi(B) = —A(xiB)(1 — A(xiB))xx] (5.203)

Step 4: Convergence and Variance Structure

o WLLN: The average sample Hessian matrix converges to Go = —Z().
« CLT: -7, gi(f) % N(0,S), where S = Z(8).

Step 5: Isolation and Limiting Mapping

V(B — Bo) L T(Bo) N (0, () (5.204)

VB, = Bo) = N (0, Z(5) ) (5.205)
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5.2.12.4 Role of Assumptions

The premise of Correct CDF Specification (Assumption 5.44) was indispensable in
Step 4. If the distribution were incorrect, the conditional equality Var(y;|x;) = p:(1 — p;)
would be violated, generating a mismatch between the moment covariance matrix S and
the population Jacobian Gg. The model would require the robust sandwich formulation
(QMLE), under penalty of underestimating or overestimating standard errors.

5.2.13 Probit Model

5.2.13.1 Motivation and Geometric Interpretation

The Probit model addresses the same problem of modeling binary discrete choices
(y; € {0,1}). Probit differs from the Logit model by mapping the linear index of exogenous
regressors X, to the probabilistic interval [0, 1] through the Cumulative Distribution
Function (CDF) of the Standard Normal distribution, denoted by ®(-).

Geometric Interpretation in R¥:

In the vector space of explanatory variables, the Probit model establishes a separation
hyperplane geometrically defined by the equation x5 = 0. The conditional probability
of success is represented by a sigmoidal surface that asymptotically extends between
the ceiling and floor probabilistic boundaries. Estimation via GMM seeks to rotate and
displace this separation hyperplane in the K-dimensional space of regressors so that the
weighted score vector is zero in the sample.

5.2.13.2 Assumptions
Let x; € R be the vector of regressors and y; € {0, 1} the discrete response.
Assumption 5.45: Identifiability (Full Rank of the Regressor Matrix)

« Role: Requires that the population moment matrix F[x;x}] be strictly positive
definite, ensuring linearly independent statistical information to discriminate the
effects of each parametric component.

o Counterexample: If there is perfect collinearity among the components of the
regressor vector, the Jacobian moment matrix will become singular, generating a
linear trough of infinite solutions and making inversion for asymptotic variance
calculation impossible.

Assumption 5.46: Gaussian Specification of the Latent Error

« Role: Assumes that the model is generated by a latent variable structure y; =
X, 0 + €;, where the unobserved errors strictly follow the distribution ¢; ~ N(0,1).
Ensures that the moment conditions extracted from the score are centered at zero
in the population.

o Counterexample: If the actual underlying disturbances follow asymmetric or
heavy-tailed distributions (such as the Cauchy distribution), the use of the normal
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CDF ®(-) will cause a break in the probabilistic bridge, generating inconsistent and
severely biased estimators.

Assumption 5.47: Strict Exogeneity of Regressors

 Role: Requires that the distribution of the latent error be independent of the
regressors, implying the conditional condition E[e¢;|x;] = 0.

« Counterexample: If one of the regressors is endogenous (such as omitting ability
variables in educational choice models), the population orthogonality condition will
fail because the latent error term will carry systematic information about x;, making
the GMM/MLE estimator inconsistent.

5.2.13.3 Formal Statement and Derivation

Let {y;,x;}, be a simple random sample (i.i.d.) with y; € {0,1} and x; € RX. We
define ®(z) = [*_, #(t)dt, where ¢(t) represents the probability density function (PDF) of
the standard normal.

Theorem 5.2.13 (Asymptotic Normality of Probit). Under regularity conditions and
correct Gaussian specification, the estimator (3, satisfies the convergence:

V(B = Bo) % N (0, Z(5) ) (5.206)
where:
¢(xifo)? ,1
7z =F : XX, 5.207
=8 | A (200
Proof. Step 1: Formulation of the Structural Score
The conditional density of Probit for an observation is expressed as:
flyilxi, B) = [2(xi8)]" [1 — @(x;B)]' (5.208)
Its individual log-likelihood is:
In L;(8) = yi In ®(x}f8) + (1 — ;) n[1 — ©(x}p)] (5.209)
The score vector s;(3) is:
yio(xiB) (1 —yi)o(xifb)
(B) = — - 21
S KT N T o210
Reducing to the common denominator:
. — B(x! '

BB — D)
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Step 2: Numerical Equivalence via Just-Identified GMM

Since the number of moments generated by the score exactly matches the dimension of the
parameter vector (L = K), the GMM estimator simply zeros the sample moment vector:

n

S si(f) = 0 (5212

i=1

gn(ﬁn) =

SRS

Since equation (5.212) represents exactly the First Order Conditions (FOC) of log-
likelihood optimization, it follows that Baara = Bure for any choice of positive definite
weighting matrix W,,.

Step 3: Linearization via the Mean Value Theorem

We perform the first-order linear expansion of gn(ﬁn) around the true point f:

A — A

0= gﬂ(ﬁﬂ) = gn(ﬁo) + Gn(ﬁ)(ﬁn - 50) (5-213)

where 3 lies between the estimator and the population target. Multiplying by /n and
isolating the sample error:

Step 4: Mapping of Stochastic Limits

We define the population limit Jacobian as G = E|[0s;(5y)/0f'] and the limit variance of
the moments as S = E[s;(0)s:(50)’]-

« WLLN: G,(8) & G.
- CLT: \/ng,(5) % N(0,S).

Applying Slutsky’s Theorem:

VB, = Bo) 5 N (0, G™'S(G") ) (5.215)

Step 5: Fisher Information Matrix Identity and Simplification

Since the moment conditions were derived from the analytical score of a perfectly specified
density (Assumption 5.46), the Fisher Information Matrix Identity holds, establishing
that S = —G = Z(fp). Substituting:

Asy.Var(B3,) = Z(8o) 'Z(Bo)Z(Bo) " = Z(By) " (5.216)
O




5.3. ADVANCED REFERENCE GUIDE: UNIFICATION OF ESTIMATORS UNDER GMM AND M-

5.2.13.4 Role of Assumptions

The assumption of Rank Identifiability (Assumption 5.45) is strictly indispensable for
the validity of the estimator. If the regressors exhibited linear dependence, the population
Jacobian matrix G would be singular. This would prevent the matrix inversion operation
performed in Step 3, collapsing the derivation of the Gaussian limiting distribution.

5.3 Advanced Reference Guide: Unification of Esti-
mators under GMM and M-Estimation

This reference guide analyzes the main econometric estimators through the lenses of the
Generalized Method of Moments (GMM) and M-Estimation, unifying geometric, algebraic,
and asymptotic intuition under a single framework.

5.3.1 Notation and Preliminary Definitions

To ensure rigorous consistency and avoid classical literature conflicts, the following strict
symbol convention is adopted:

Symbol Definition

y Vector of observations of the dependent
variable (n x 1)

X Matrix of regressors (n X k)

Z Matrix of instruments (n x [)

u=y—Xg Vector of structural disturbances/errors

gn(0) = 31, gi(0) Sample moment function (I x 1). In the
linear case: g,(8) = tZ'u= Z'(y — X0)

S = F[gi(0)g:(0) Population covariance matrix of the

moment conditions (I x [). Consistent
estimator: S

Q = E[uu’ | X] Population covariance matrix of the model
errors/disturbances (n x n)
\)\% Positive definite stochastic weight matrix

(I x 1) used to weight moments in
overidentified GMM

P, =7Z(Z'7)"'7Z Orthogonal projection matrix onto Col(Z)
(instrument hat matriz)

5.3.2 Comparative Table of Estimators

The following table organizes the main econometric estimators according to their formula-
tion as a special case of GMM or M-Estimation, detailing moment conditions, identification
structure, weight matrix, closed-form expression (when available), and asymptotic variance.



Table 5.2: Comparative Table of Estimators under GMM and 5
M-Estimation >
Q
Estimator Moment Condition Identification Matrices Weight Matrix Formula Derivation Variance §
MM Elh(y;,0)] = Exactly X: Model; W =1 Implicit: F.O.C.yields g, = 0; 1G;'S(G{)™! '3
0 (l=k) Z: N/A g,(0)=0 W irrelevant o
OLS Elxi(y, - Exactly Z =X W=1I, Bors — IX'(y—XB)=0 oX(X'X)"! -
x/8)] = 0 (= k) (X'X)"'Xy '

v Elzi(y; - Exactly Z: TInstru- W =1, Brv = 17(y-XB)=0 UZ(Z’X)*l(Z’Z)(X’Z)g
x,3)] =0 (l=k) ments; X (Z'X)"'Z'y =
Regressors A %
2SLS Elz(y; - Overid. Z: All in- W = B2sLs = Minimizes (y — o?(X'PzX)7! =
x3)] =0 (I>k) str.; X: Re- (1Z2/Z)7! (X'PzX) I X'PXB)Pz(y — XB) E
gressors =
GMM (2- E[z;(y; - Overid. Z: TInstru- W =S8"! ﬁGMM = Minimizes (y (X'ZS~1Z'X)~! S
Step) X/B)] = 0 (1> k) ments;  X: (X'Z8-12/%) - XIZEEVIR (y - X3) =
Regressors ~

EHW E[x;ui] =0 Exactly Z=X W =1, Beaw = Same as OLS (X’X)—l(X’QWX)(X%)—1
(1=k) (X'X)" X'y S
GLS E[x}(y; - Exactly X* = W=1I, Bars = Minimizes (y - (X'Q7'X)7! %
x'B)] =0 (trans- Q12X (X'Q1X) "I X'KBYQ (y — XB) -
formed) * = Q
Q- 12y =
FGLS E[xu;/o?] = Exactly Same as W =1 BraLs = Substitute Q with (X'Q1X)~! %
0 Identified GLS with (X'Q~'X) ' X'Secnsistent estimator (asymptoti- c'g
Q cally) ~
3SLS ElZ®e]=0 Overid. Z: Block W= (2" BssLs = GMM on simultane- [X'(X! ® %
(System) instr.,; X: (Z'Z)71) [X(2-! ® ous system P,)X]! =
Block- P,)X]"'X/ (21 o
diagonal Py)y »n
GNLLS E[Vgh(x;,3)- Exactly X: Non- W = Q! Implicit: Minimizes (GHQ1Gy) ™t =
o 2u) =0 Identified linear; S, Vh(xy, B)o; ty—h)' Q' (y — h) 5
Z =Vgh h(x;, B)] = 0 ~
Continued on next page %
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Estimator Moment Condition Identification Matrices Weight Matrix Formula Derivation Variance
MLE E[s(w;,0)] = N/A N/A (Based N/A > isi(0) = Maximizes Z(6)t (or
0 (Score- on density ) dIn f(ayélxz',é) = In £;(0) H'JH ! for
Exact) fly %)) 0 QMLE)
Logit Elx;(y; - N/A (M- X: Logistic N/A > xi(yi — Bernoulli MLE with (X'VX)~!,
A(x[8))] =0 Estimator) regressors exp(xéﬁ?{ ) = logistic CDF where
oFore) Vii = Ai(1-Ay)
Probit  Blxig gy (ui— N/A (M- X: Normal N/A % q;((’jfg)[ff:j B Houlli MLE with (X'VX)~,
®;)] =0 Estimator) CDF regres- 0 ' normal CDF where |
Sors
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5.3.3 Methodological Observations

1.

GMM as a Unifying Framework: The Generalized Method of Moments (GMM)
subsumes all listed estimators as special cases, depending on the choice of the
weighting matrix W and the definition of the moment conditions. The table above
explicitly shows this hierarchy, from traditional MM (exact identification) to optimal
GMM (overidentification with efficient weighting).

M-Estimation and the Score: Estimators based on objective functions (MLE,
Logit, Probit) can be reinterpreted as cases of M-Estimation where the moment
condition is the gradient of the objective function (score). Under correct specification,
the asymptotic variance simplifies to the inverse of the Fisher information matrix;
under misspecification, the robust sandwich form (QMLE) is necessary.

Identification and Weight Matrix: The crucial distinction between exact identi-
fication (I = k) and overidentification (I > k) determines the relevance of the weight
matrix W. In exactly identified systems, W is irrelevant for point estimation; in
overidentified systems, the choice of W affects both efficiency and (in finite samples)
point estimation.

Special Case of 2SLS: 2SLS emerges as the one-step GMM with W = (Z'Z) 1,
which is the optimal weight matrix under homoskedasticity. Under heteroskedasticity,
the two-step GMM with W = S~! is asymptotically more efficient.

Robustness and QMLE: When parametric specification is doubtful (misspecifica-
tion of density in MLE, or heteroskedasticity in GMM), the asymptotic variance
assumes the sandwich form H™'JH™!, ensuring valid inference even under more
flexible conditions.

GNLLS and Non-linearity: In non-linear models, the Jacobian matrix Gy =
E[Vgh(x;,Bo)] acts as the analog of instruments, and the asymptotic variance
follows the structure (Gp2'Gg) ™!, generalizing GLS to curved surfaces.
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Chapter 6

Endogeneity: Solutions and
Properties

6.1 Introduction: The Endogeneity Problem

6.1.1 The Core Issue: Correlation Between Regressors and Error

When the exogeneity assumption fails, OLS becomes inadequate for causal inference. In
the linear model

yi = X8 + w;,
exogeneity requires E[u; | x;] = 0 or, in weaker form, Cov(x;, u;) = 0.

When a regressor is correlated with the error (an endogenous regressor), OLS attributes
to it all variation in y that correlates with it, including variation from unobserved shocks
in u.

6.1.2 Inconsistency of OLS

The OLS estimator can be written as

/ -1 /
Bors = B + (XX> (Xu) :

n n

If plim XT/“ =~ # 0, then

plim Bors = B+ Q 'y # B.

Key insight: Endogeneity causes inconsistency. Unlike efficiency problems (het-
eroskedasticity), the asymptotic bias does not vanish with larger samples.

6.1.3 Classical Sources of Endogeneity

1. Omitted variables: Unobserved factors in u affect y and correlate with z (e.g.,
ability in wage equations).
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2. Measurement error: Error in measuring x enters the residual and correlates with
observed z, typically causing attenuation bias.

3. Simultaneity: x affects y but y also affects x (e.g., supply and demand equilibrium).

6.1.4 The Modern Framework: Moment Conditions

The modern response to endogeneity is based on moment conditions:

E[m(w;; 6y)] = 0.

Different estimators correspond to different moment conditions:
« OLS: E[Xlul] =0
« IV: E[zlul] =0

e GMM: Minimization of quadratic form of sample moments

6.2 Instrumental Variables and 2SLS

6.2.1 Instrument Validity Conditions
For an instrument z; to be valid, two conditions are necessary:

Definition 6.2.1 (Relevance). The instrument must be correlated with the endogenous
regressor:

Cov(zi, x;) # 0.

Empirical check: First-stage F-statistic. Rule of thumb: F' > 10, though Stock-Yogo
critical values are more appropriate.

Definition 6.2.2 (Exogeneity and Exclusion Restriction). The instrument must be
orthogonal to the structural error:

Nature: Not directly testable in exactly identified models. Depends on economic theory
and institutional design.

6.2.2 Derivation of IV and 2SLS

Let Z be the instrument matrix. The first stage projects X onto Z:

X =P,X, where P, =Z(Z'Z)'Z.

The second stage regresses y on X:

Bosrs = (X'P,X)'X'Py.
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For exactly identified models (L = K), IV coincides with 2SLS:
Brv = (ZX)"'Zy.

Important: Do not manually run two stages and use second-stage standard errors. Use
dedicated IV /2SLS routines.

6.2.3 Asymptotic Properties
Theorem 6.2.1 (Consistency of IV). Under relevance and exogeneity:
Brv © B.
Theorem 6.2.2 (Asymptotic Normality of 2SLS). Under reqularity conditions:

Vi(Basis — B) % N(0,V).

Trade-off: IV variance is typically larger than OLS variance (when OLS would be valid),
but IV provides consistency.

6.2.4 Diagnostics and Tests

6.2.4.1 Weak Instruments

Weak instruments cause:
 Finite-sample bias (potentially approaching OLS bias)
e Poor normal approximation
o Unreliable t-tests and confidence intervals

Alternatives: LIML, Fuller estimator, Anderson-Rubin inference.

6.2.4.2 Hausman Test for Endogeneity
Compare OLS and IV estimators:

H = (Brv — Bows) [Var(Brv) — Var(Bors)| (Biv — Bows) % x}.
6.2.4.3 Overidentification Test: Sargan-Hansen J

For L > K: . A d
J =ngu(B)YWg.(B8) = xi_x-

Limitation: Non-rejection does not prove all instruments are valid.

6.3 System Estimation: SIV and 3SLS

6.3.1 Motivation: Interdependence Between Equations

In simultaneous equations systems, endogenous variables from one equation may be jointly
determined with variables from other equations. System IV (SIV) and 3SLS combine
IV’s endogeneity correction with SUR’s systemic efficiency.
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6.3.2 Why Estimate the System?

1. Efficiency: If errors are contemporaneously correlated, the matrix ¥ contains
useful information. 3SLS exploits this to reduce variances.

2. Cross-equation restrictions: Economic theory may impose restrictions across
equations. System estimation allows testing these restrictions.

Cost: Greater fragility. If one equation is misspecified, the problem can contaminate
others.

6.3.3 The 3SLS Estimator

The 3SLS estimator combines three steps:
1. Project endogenous regressors onto instruments
2. Estimate contemporaneous covariance matrix 3
3. Apply GLS to the instrumented system

The estimator is:

A ~ —1 ~
Basrs = [X/(E_l ® Pz)X} X (Z'ePy)y.

6.3.4 When Does 3SLS Gain Efficiency?
3SLS is more efficient than equation-by-equation 2SLS when:
o Errors are contemporaneously correlated
o The system is overidentified
» Systemic exogeneity assumptions hold

No gain when: X is diagonal, all equations are exactly identified, or specification fails.

6.4 Generalized Method of Moments (GMM)

6.4.1 Why GMM?
GMM generalizes moment-based estimators and is especially useful when:
1. There is overidentification (L > K)
2. There is unknown heteroskedasticity or autocorrelation
3. One wants to choose an optimal weighting matrix
4. One wants to unify different estimators under the same logic

Key insight: 2SLS is a special case of GMM with a specific weight matrix.
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6.4.2 General Formulation

Suppose the model implies population moment conditions:

The GMM estimator minimizes:
éGMM = arg mein gn(e)’ann(O),

1<

where g, (0) = f(w;,0) and W, is a positive definite weight matrix.

6.4.3 Optimal Weight Matrix and Efficient GMM

The optimal weight matrix is Wy, = S™%, where S is the asymptotic variance of the
moments.

Two-step GMM procedure:
1. Estimate with simple weight matrix (e.g., W =1I)
2. Use residuals to construct S

3. Re-estimate with W,, = S-!

6.4.4 Asymptotic Properties
Theorem 6.4.1 (Consistency of GMM). Under identification and moment validity:

Ocriv 2 0.

Theorem 6.4.2 (Asymptotic Normality of GMM). Under regularity conditions:
Vi(@cain — 60) & N(0,V),

where

V = (G'WG) 'G'WSWG(G'WG) .
With optimal weight W = S~1:

Vo = (G'S7'G) L.
6.4.5 GMM as a Unifying Framework

6.5 Synthesis: Choosing an Estimator

6.5.1 Comparison Table

6.5.2 Decision Guide
» Single equation with endogeneity and valid instruments: Use IV /2SLS.
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Estimator Typical Moments Identification Weight Matrix
OLS X;Uj Exact, if | Irrelevant
dim(z) = dim(3)
v Z;U; Exact, if L = K Irrelevant
2SLS Z;U; Over, if L > K (Z'Z)~!
GLS/SUR Moments weighted by | System Error covariance
Q! structure
MLE Likelihood score Model-dependent | Fisher information
Table 6.1: Classical estimators as special cases of moment logic.
Aspect IV / 2SLS SIV / 3SLS GMM
Scope Single equation System of equations | One or multiple equa-
tions
Handles endogene- | Yes, via instruments | Yes, via systemic in- | Yes, via moment con-
ity? struments ditions
Uses cross- | No Yes Can use
equation error
correlation?
Weight matrix Implicit: (Z'Z)~! Based on X1 Optimal: S~!
Efficiency Under homoskedas- | Under systemic ho- | Under optimal
ticity moskedasticity weighting
Robustness Greater than 3SLS Lower, full informa- | Depends on moments
tion and weights
Main risk Weak instruments Systemic contamina- | Small samples and
tion many moments
Table 6.2: Comparison between IV/2SLS, SIV/3SLS, and GMM.
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Suspected heteroskedasticity and overidentification: Consider efficient GMM.

Simultaneous equations system with reliable instruments: 3SLS may gain
efficiency.

Doubt about specification of some equation: Prefer equation-by-equation
2SLS to avoid systemic contamination.

Weak instruments: Use LIML, Fuller, or Anderson-Rubin robust inference.
Many instruments: Reduce moment set and report robustness.

Dynamic panel model: Consider Arellano-Bond or Blundell-Bond with appropri-
ate tests.

6.5.3 Conclusion

Endogeneity breaks the link between correlation and causality in OLS. The econometric
response is to replace the regressor exogeneity assumption with moment conditions based
on instruments or other sources of exogenous variation.

IV /2SLS solves endogeneity in single equations.

SIV /3SLS extends this logic to systems, exploiting error correlation for efficiency
gains.

GMM unifies all these methods as solutions to weighted moment minimization
problems.

The practical choice depends on trade-offs between:

Consistency

Efficiency

Robustness to misspecification
Instrument strength

Sample size

Number of moments

Key takeaway: In applied research, it is not enough to estimate; one must defend
identification. Causal credibility depends less on estimator sophistication and more on
the plausibility of the moment conditions that support it.
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Chapter 7

Efficiency: Sphericity and Its
Violations

7.1 Introduction: Identification First, Efficiency Sec-
ond

7.1.1 The Common Problem of This Block

In previous blocks, the focus was identification: ensuring that
E[x;u;] =0,
so that the parameter 3 is recoverable from observable data. Once consistency is guaran-
teed, the question changes nature:
The parameter is identified. Is it being estimated with the smallest possible variance?

This block deals exclusively with efficiency. It does not solve endogeneity problems. If
E[u | X] # 0, no procedure in this block restores consistency. What this block does is
correct the error variance-covariance matrix when it ceases to be spherical, seeking
estimators with lower variance and valid inference.

7.1.2 The Target Analogy

In the identification block, the concern was ensuring shots were centered on the target
(absence of bias). In this block, assuming the target is already centered, the concern is
reducing shot dispersion (variance). A consistent but inefficient estimator produces wide
confidence intervals, reducing statistical power and potentially leading to non-rejection of
false hypotheses.

7.1.3 Motivating Example

Consider a study on the effect of infrastructure spending on municipal GDP. The data
exhibit two simultaneous violations of sphericity:

o Larger municipalities have higher error variance (heteroskedasticity).
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« Management shocks persist over time within the same municipality (autocorrelation).
The OLS estimator remains consistent under E[u | X] = 0, but:

1. It is not the minimum variance estimator (not BLUE).

2. The classical formula 6%(X’X)~! is an inconsistent estimator of the true variance.

3. Conventional ¢ and F' tests have incorrect size, typically rejecting Hy too frequently
(Type I Error).

7.1.4 The Assumption Being Relaxed
This entire block revolves around relaxing the spherical errors assumption:
Var(u | X) = 0°1,,. (7.1)
The generalization is:
Var(u | X) = 0?42, Q+£1,, (7.2)

where €2 is symmetric, positive definite, and captures the structure of heteroskedasticity,
autocorrelation, cross-equation correlation, or spatial dependence.

7.2 Error Sphericity: Formal Definition

7.2.1 Definition

Definition 7.2.1 (Error Sphericity). Let u = (ug, us, . .., u,)" be the n x 1 vector of errors
from the linear model, conditional on the regressor matrix X. The sphericity hypothesis
states:

Var(u | X) = E[uu’ | X] = ¢’1,,, (7.3)

where 02 > 0 is a finite scalar and I,, is the identity matrix of order n.
This condition is equivalent to two simultaneous restrictions:

1. Homoskedasticity (constant diagonal):

Elu} | X]=0%  Vi=1,...,n. (7.4)

2. Absence of correlation (zeros off-diagonal):

7.2.2 Role in the Gauss-Markov Theorem

Under the assumptions of linearity, strict exogeneity, full rank, and sphericity, the Gauss-
Markov Theorem guarantees that the OLS estimator is the Best Linear Unbiased
Estimator (BLUE):

Var(Bors | X) =2 Var(8 | X) (7.6)

for any other linear unbiased estimator 3 (in the Loewner sense: the difference is positive
semidefinite).

When sphericity fails, OLS remains consistent under E[u | X] = 0, but ceases to be
BLUE and classical inference becomes invalid.
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7.2.3 What Changes in the Variance-Covariance Matrix

The table below summarizes how each violation affects the structure of :

Violation Effect on Diagonal Effect Off-Diagonal

Heteroskedasticity Distinct diagonal elements | Zeros maintained

Temporal autocorrelation | Constant diagonal (station- | Non-zero elements between pe-
ary) riods

Compound error in panel | Diagonal: 02 + o2 Constant covariance o2 within

)

Cross-equation correlation | Diagonal: variance by equa- | Covariance between equations

tion at same ¢
Spatial dependence Constant or varying diago- | Covariance between neighbor-
nal ing units

Table 7.1: Structure of €2 under different sphericity violations.

7.3 GLS with Known Covariance Matrix

7.3.1 Model and Assumptions

Counsider the linear model:

y =XB+u, (7.7)

with y of dimension n x 1, X of dimension n x K, B8 of dimension K x 1, and u of
dimension n x 1.

The assumptions are:

Definition 7.3.1 (GLS.1: Strict Exogeneity).
E[u | X] = 0. (7.8)
Role: guarantee consistency and unbiasedness.
Definition 7.3.2 (GLS.2: Non-Spherical Covariance Structure).
Var(u | X) = 0?42, (7.9)

where 2 is n xn, symmetric, positive definite, and known. Role: generalize Gauss-Markov
to non-spherical errors.

Definition 7.3.3 (GLS.3: Full Rank).
rank(X) = K. (7.10)

Role: guarantee identification and invertibility.

7.3.2 Aitken’s Theorem

Theorem 7.3.1 (Aitken, 1935). Under GLS.1, GLS.2, and GLS.3, the minimum variance
estimator in the class of linear unbiased estimators is:

Bas = (X'Q7'X) xQy. (7.11)
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7.3.3 Proof: Spherification Transformation
Step 1: Existence of the spherification matrix.

Since €2 is symmetric and positive definite (by GLS.2), there exists a symmetric square
root 22 such that Q/2Q'/2 = Q. Define:

C=a""2 (7.12)
Then C is symmetric and satisfies:
cQC' =Q 200 ? =1,, (7.13)
(by the property 271/2Q'Y2 =T and Q'/2Q~1/2 =1).

Moreover:

cc=qQ 2 2= (7.14)
(since C is symmetric, so C’' = C).
Step 2: Model transformation.

Pre-multiplying the model by C:
Cy = CXg + Cu. (7.15)

Defining y* = Cy, X* = CX, and u* = Cu:
y =X"G+u". (7.16)

Step 3: Verification of transformed error sphericity.

Var(u* | X) = Var(Cu | X) (7.17)
= C Var(u | X)C' (by linearity of variance operator) (7.18)
= C(c*Q)C" (by GLS.2) (7.19)
= 0’CQC’ (extracting scalar o?) (7.20)
= 0’1, (by definition of C in Step 1). (7.21)

Therefore, the transformed model satisfies all Gauss-Markov assumptions (linearity, exo-
geneity, full rank, and spherical errors).

Step 4: Application of OLS to the transformed model.
By the Gauss-Markov Theorem, OLS applied to (y*, X*) is BLUE:

B = (X¥X*) "1 X*y*. (7.22)
Substituting the definitions:
B =[(CX)'(CX)]™" (CX)(Cy) (by substitution) (7.23)
= (X'C'CX) 'X'C'Cy (transposing the product) (7.24)
= (X'Q'X)"'X'Q 'y (since C'C = Q7! by Step 1). (7.25)

Indispensable assumption:  known. If € is estimated, finite-sample properties (exact
unbiasedness) are lost, and we enter the domain of FGLS (Section 7.5).
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7.3.4 Efficiency Comparison: GLS versus OLS

Under GLS.2, the conditional variances are:
Var(Bors | X) = o3(X'X) "' X'QX(X'X) "}, (7.26)
Var(Beas | X) = o3(X'Q7'X) 7" (7.27)
The difference satisfies:
Var(Bows | X) — Var(Bes | X) = 0, (7.28)

where > 0 denotes positive semidefiniteness in the Loewner sense (by Aitken’s Theorem).

Degenerate case: if {2 = I,,, then GLS coincides exactly with OLS. More generally,
GLS and OLS coincide if the columns of X are eigenvectors of €2 (since in this case the
weighting does not alter the projection).

7.3.5 Asymptotic Properties of GLS

« Consistency: Bars = 8, guaranteed by GLS.1 and the Law of Large Numbers
applied to transformed moments.

o Asymptotic normality:
A 1 -1
Vi(Bais — B) % N (0, o2 (plim X’QIX) ) . (7.29)
n

« Efficiency: GLS attains the lowest asymptotic variance among all linear estimators
that weight by some positive definite matrix.

7.4 Sources of Non-Sphericity

7.4.1 Heteroskedasticity
7.4.1.1 Definition

Heteroskedasticity keeps €2 diagonal, but with distinct elements:

Var(u | X) = diag(o},03,...,02) = 0°Q, (7.30)

rYn

where wy; = h(x;) for some function h > 0.

7.4.1.2 Where It Appears

o Cross-section with heterogeneous scale: household spending versus income;
multinational versus small firm profits.

» Aggregate data: municipal averages calculated over populations of different sizes.
The variance of the mean is inversely proportional to group size.

e Group heteroskedasticity: each industrial sector has its own variance, but errors
are homoskedastic within each sector.
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7.4.1.3 Consequences for OLS

The OLS estimator remains consistent under E[u | X] = 0, but:
Var(Bors | X) = (X'X) "' X'EX(X'X) !, (7.31)

where X = diag(o?,...,02).

rvn

The classical formula 62(X'X)™! is only valid if ¥ = ¢?I. Otherwise, ¢ and F tests have
Incorrect size.

7.4.1.4 Correction via WLS
If h(x;) is known, the WLS estimator weights each observation by 1/h(x;):

Buwis = (X'WX) ™' X'Wy, (7.32)

where W = diag(1/h(x1),...,1/h(x,)).
Degenerate case: if h(x;) = 1 for all i, WLS coincides with OLS.

7.4.2 Temporal Autocorrelation
7.4.2.1 Definition

Autocorrelation fills the off-diagonal elements of 2. The most common case is the AR(1)
process:
Up = pus_1 + &, lp| < 1, (7.33)

2

where ¢, is white noise with variance oZ.

7.4.2.2 Covariance Matrix Structure

For the stationary AR(1) process:

V = < 7.34
() = 12 (7.3)
Cov(ug, us_) = p& Var(uy). (7.35)
The covariance matrix V = E[uu/] is:
i 1 p p2 pn—l_
) p 1 p P2
o 2 n—3
V== p P 1 p . (7.36)
1—p? : ) :
_pn—l pn—2 pn—5 1 ]

Indispensable assumption: |p| < 1 (stationarity). If p = 1 (unit root), the variance
explodes and modeling in levels is invalid; one must work in first differences.
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7.4.2.3 Correction: Prais-Winsten and Cochrane-Orcutt

Both are FGLS procedures that estimate p from OLS residuals and apply the transforma-
tion:
Y = Y — PYi—1, X, = X; — PX¢-1. (7.37)

The difference is that Prais-Winsten preserves the first observation (special transformation),
while Cochrane-Orcutt discards it.

Degenerate case: if p = 0, the transformation is null and GLS coincides with OLS.

7.4.3 Compound Error in Panel: Equicorrelation
7.4.3.1 Definition
In the panel model with compound error:
Vit = C; + Uit (7.38)
the covariance matrix for each unit i is:
Q; = oIy + o2jriy, (7.39)
where jr is the T x 1 vector of ones.

This implies:
Cov(vi, vis) = 03, t#s, (7.40)

(due to the constancy of ¢; over time).

7.4.3.2 Correction: RE as FGLS

The Random Effects (RE) estimator is FGLS applied to this structure. The transformation
is quasi-demeaning:
Yir = Yit — 0, (7.41)

h=1— <05>1/2. (7.42)

2 2
o2+ To?

where

Limiting cases:
e 02=0: § =0, RE collapses to POLS.

e 02— 00:  — 1, RE converges to FE.

7.4.4 Cross-Equation Correlation (SUR)

In equation systems, errors from different equations may be correlated in the same period:
Q=3I (7.43)

where 3 is M x M and captures contemporaneous correlation between the M equations.

The SUR estimator is GLS applied to the stacked system. If ¥ is diagonal, SUR collapses
to equation-by-equation OLS. If regressors are identical across all equations, SUR also
coincides with equation-by-equation OLS.
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7.4.5 Spatial Dependence and Cross-Sectional Correlation

When units are neighbors or suffer common shocks:

Cov(u;,uj | X) # 0, i # 7. (7.44)

The structure can be parameterized by a spatial weights matrix W:
Q=T- W) '(I-2\W) "% (7.45)

in spatial error models (SEM).

Alternatively, one can use cluster-robust or double-clustering to allow arbitrary correlation
within groups.

7.4.6 Combined Case: Panel with Heteroskedasticity Between
Units and Autocorrelation Within Each Unit

This is the most common structure in applied microeconometrics. The stacked covariance
matrix is block-diagonal:

® = diag(Xy, 3, ..., XN), (7.46)
where each 3; is T' x T, symmetric, and positive definite.
Definition 7.4.1 (Independence Between Units).

E[uu} | X] = 0, i #J. (7.47)
Role: guarantee the block-diagonal structure. Counterexample: spillovers between

neighboring municipalities violate this condition.

The GLS estimator with this structure is:

-1

R N N
B = <Z X;Eilxi> (Z ngf)’i) - (7.48)
=1

i=1

Practical problem: estimating unrestricted X; requires T(T + 1)/2 parameters per
unit. With fixed T, this is impossible. In practice, one assumes 3; = 3 for all 7, or uses
cluster-robust.

7.5 FGLS: When the Covariance Matrix is Unknown

7.5.1 Definition

In applied research, §2 is almost always unknown. The FGLS estimator replaces €2 with
an estimate €2:

BrcLs = (X/Q_IX)_I X'Qly. (7.49)
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7.5.2 Asymptotic Equivalence with GLS

Theorem 7.5.1 (Asymptotic Equivalence FGLS-GLS). If QL Q and regularity condi-
tions are satisfied, then:

R 1 —1
Vi(Bravs—B) 5 N <0, o2 <phm nX’QlX) ) , (7.50)
the same limiting distribution as GLS with known €.
Proof sketch:
The scaled estimation error is:

Viilpeoss - 8) = (Lxax) " (%X'Q_l‘l) - (7.51)

Since Q-1 & Q-1 (by the Continuous Mapping Theorem), the first factor converges to
(plimn~'X'Q71X)~! (by Slutsky).

For the second factor, decompose:

1 .~ 1 1 .
—XQ tu= —=XQ! —X(Q ' Hu 7.52
NG u NG u+ NG ( Ju (7.52)

The second term converges in probability to zero if Ql_Ql= 0,(1) and the convergence
rate is adequate (under regularity conditions). By Slutsky’s Theorem, the limiting
distribution is identical to that of GLS.

Indispensable assumption: Q consistent. If plimﬁ # Q, FGLS remains consistent
(under E[u | X] = 0), but loses the maximum efficiency property.

7.5.3 Finite-Sample Risk

In small samples, the estimate Q is noisy. FGLS may have higher variance than robust
OLS. The mean squared error is:

MSE(3) = Var(8) + [Bias(3)]>. (7.53)

If the modeling of €2 is incorrect, the variance gain may be dominated by the bias
introduced by incorrect weighting.

7.6 Applications and Special Cases: Mapping

7.6.1 Observation on 3SLS

In 3SLS, endogeneity is resolved by instruments (as in 2SLS). Weighting by 3! only
addresses efficiency, exploiting correlation between equations. If instruments are invalid,
3SLS is inconsistent regardless of the structure of €2.
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Estimator Structure of Feasible Step Main Source
WLS Diagonal:  w;; = | Estimate h(-) via | Heteroskedasticity
h(x;) residuals
Prais-Winsten AR(1): wes = | Estimate p via OLS | Temporal autocorre-
plt=sl/(1 = p?) lation
RE (panel) oIt + o2jriy Estimate 02, o2 via | Compound error /
FE equicorrelation
SUR YeIr Estimate X via OLS | Cross-equation corre-
residuals lation
3SLS Y ®Ir + instruments | 2SLS residuals esti- | Endogeneity + cross-
mate 3 equation correlation
Spatial FW, ) Estimate A via ML or | Spatial dependence

GMM

Table 7.2: Sources of non-sphericity and use of FGLS in different estimators.

7.6.2 Observation on RE

The RE estimator requires E[c¢; | X;] = 0. If this condition fails, RE is inconsistent and
FE should be preferred. The structure of €2 in RE is an assumption about the form of
correlation, not about exogeneity.

7.7 Diagnosing Sphericity Breakdown

7.7.1 Heteroskedasticity
7.7.1.1 Breusch-Pagan Test
Procedure:

1. Estimate the model by OLS and obtain residuals ;.

2

2. Regress 47 on a set of variables z; (typically the regressors themselves or functions

thereof).
3. Compute LM = n - R? from the auxiliary regression.
Under Hy: homoskedasticity,
LM % 32, (7.54)

where ¢ is the number of regressors in the auxiliary regression (by LM test theory).

7.7.1.2 White Test

Regress @7 on x;, x7, and interactions. It is consistent against any form of heteroskedasticity
that correlates u? with functions of x, but loses degrees of freedom rapidly.
7.7.1.3 Caution

Rejection of BP or White may indicate functional misspecification (omitted variable,
incorrect functional form), not just heteroskedasticity. Ramsey’s RESET test should be
applied before concluding the problem is exclusively about variance.
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7.7.2 Temporal Autocorrelation
7.7.2.1 Durbin-Watson
Tests AR(1) in models without lagged dependent variable. The statistic is:

_ Xio(ly — liy—1)°

DW —
>t uf

(7.55)

DW = 2: absence of autocorrelation. DW < 2: positive autocorrelation. DW > 2:
negative autocorrelation.

Limitation: invalid when g, ; is a regressor. In this case, use Durbin h or Breusch-

Godfrey.

7.7.2.2 Breusch-Godfrey

Regress 4; on the original regressors and ¢y, ..., U—,. Tests higher orders and allows
stochastic regressors.

7.7.3 Autocorrelation in Panel

Wooldridge’s test for panel examines serial correlation of residuals in first differences.
Under Hj of no serial correlation in u;, the differenced residuals Ati;; exhibit predictable
first-order autocorrelation. Rejection indicates that the structure of €2 contains correlation
within each unit i.

Consequence: rejection does not invalidate FE consistency (which depends on strict
exogeneity), but invalidates inference based on classical standard errors. The correction is
cluster-robust.

7.7.4 Spatial or Cross-Sectional Dependence
« Moran’s test for spatial dependence.
 Cross-sectional dependence tests in panel (Pesaran CD).

o Cluster-robust by region, sector, or double-clustering.

7.7.5 Caveats on Diagnostics

o The mean of OLS residuals is zero by construction (normal equations). This is not
evidence of homoskedasticity.

o In very large samples (n > 10°), tests like BP will reject any trivial deviation. Assess
economic relevance by comparing robust versus classical standard errors.

o In very small samples, diagnostic tests have low power. Non-rejection does not prove
sphericity.
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7.8 Two Correction Routes: FGLS versus Robust
Standard Errors

7.8.1 Route A: FGLS (Model the Covariance Matrix and Re-
estimate)

o Advantage: efficiency gain; smaller standard errors; higher statistical power.

o Cost: requires getting the functional form of € right. If wrong, it may be worse
than OLS.

 Key assumption: Q5.

7.8.2 Route B: Robust Standard Errors (Keep the Estimator,
Correct Inference)

e Advantage: does not require modeling 2. Robust to any form of heteroskedasticity
(White), autocorrelation (Newey-West), or intra-group correlation (cluster).

e Cost: does not gain efficiency. Standard errors may be larger.

+ Key assumption: finite fourth-order moments: E[z7;u7] < oc.

7.8.3 Formalizing Route B: Sandwich Estimator

The OLS estimator is maintained:

Bors = (X'X)'Xy. (7.56)

The variance is estimated by:
Var(Bors) = (X'X)7'S(X'X) ", (7.57)
where S depends on the type of correction:
« White (HC): S = Y7, a2x,x..
« Newey-West (HAC): adds autocovariance terms up to lag L.

« Cluster: S = 25:1 X 0,10, X, where g indexes clusters.

7.8.4 Formal Comparison
7.9 Decision Guide for Applied Research

7.9.1 When to Prefer FGLS

o The form of © has clear theoretical foundation (e.g., variance proportional to
population in aggregate data).

» Heteroskedasticity is severe (variance varying by factor > 10) and the statistical
power of robust OLS is insufficient.
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Criterion Route A (FGLS) Route B (Robust SE)
Estimator Altered (reweighted) Maintained (OLS/FE/etc.)
Efficiency Gains if 2 correct Does not gain
Robustness Fragile to misspecification Robust to any form
Inference Valid under correct model Asymptotically valid
Small sample May be unstable HC2/HC3 recommended
Modern practice Use when clear theory exists | Standard in microeconomics

Table 7.3: Comparison between FGLS and robust standard errors.
o The sample is large enough to estimate €2 precisely.
« The objective is prediction (minimize coefficient MSE).
7.9.2 When to Prefer Robust Standard Errors
o There is no clear theory about the form of €2.
o The sample is large and the robust standard error is already small enough.
o The focus is causal identification and honest inference.
o There is risk of variance misspecification.
o Panel with small 7" cluster-robust is safer than unrestricted FGLS.

7.9.3 Decision Table
Situation Recommended Route Justification
Heteroskedasticity with- | Robust SE Avoids incorrectly specifying
out clear form Q

Variance linked to

size/scale

WLS/FGLS

Theory for the form of €2

Panel with correlation
within 7

Cluster-robust or RE

Cluster is robust; RE is effi-
cient under orthogonality

Time series with AR(1)

Prais-Winsten or HAC

Models temporal dependence

Small sample (n < 50)

Robust SE (HC2/HC3)

FGLS may be noisy

Large sample and known
structure

FGLS

Efficiency gain

Doubt about form of

Robust SE

Lower risk of invalid inference

Table 7.4: Decision guide: FGLS versus robust standard errors.

7.10 Caveats and Common Errors

7.10.1 Misspecification of the Weight Matrix

Critique: “The author assumes Var(u;) = o2x; without theoretical foundation. If the
form is exponential instead of linear, the weights are wrong.”

Symptom: FGLS coefficients drastically different from robust OLS, with implausibly

small standard errors.
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7.10.2 R? Not Comparable After GLS Transformation

Critique: “The author celebrates R? = 0.99 after the GLS transformation. Since the
dependent variable was transformed, the R? is not comparable to the original model.”

7.10.3 FGLS with Small T in Panel

Critique: “The author estimates unrestricted 3; with T" = 2. The estimate is purely
noisy.”

Symptom: coefficients that change erratically with the inclusion of controls.

7.10.4 Ignoring Robustness in Favor of Efficiency

Critique: “The Hausman test rejects E[¢; | X;] = 0. RE is inconsistent. Being efficient
at the wrong parameter is useless.”

7.10.5 Robust Errors in Very Small Samples

Critique: “The author uses HCO with n = 30. HCO underestimates variance in finite
samples. Use HC2 or HC3.”

7.10.6 Dwurbin-Watson with Lagged Dependent Variable

Critique: “The model contains y; 1 as a regressor. DW is biased toward 2. Use
Breusch-Godfrey.”

7.11 Referee Questions

Question: “Given that OLS with robust standard errors (Eicker-Huber-White) already
provides valid inference under heteroskedasticity, why estimate FGLS?”

Answer: “Robust standard errors correct only the inference of OLS, which remains
inefficient. FGLS seeks efficiency: by reweighting observations by the variance structure,
it reduces the estimator’s variance. In the present dataset, heterogeneity between firms
is severe (profit variance grows with the cube of assets). By weighting via FGLS, the
estimated variance fell 40% relative to robust OLS, allowing identification of a marginal
effect that was previously not statistically significant. The assumption E[u | X] = 0 was
maintained in both cases; what changes is efficiency, not consistency.”

Question: “Your research finds a null effect. Is this because the effect is truly zero or
because estimation is inefficient?”

Answer: “Identification was guaranteed by research design (E[u | X] = 0). To address
concerns about statistical power, I implemented FGLS modeling sectoral heteroskedasticity.
Even after reducing variance, the coefficient remained close to zero and insignificant. This
strengthens the evidence of a truly null effect, not an artifact of excessive noise.”

Question: “Why use cluster-robust instead of RE (FGLS), which would be theoretically
more efficient?”
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Answer: “RE efficiency depends on E[¢; | X;] = 0 and the equicorrelation structure.
Cluster-robust allows arbitrary intra-group correlation and heteroskedasticity of unknown
form, without modeling 2. Given that the main interest is valid inference under a
potentially complex error structure, robustness dominates efficiency. If the Hausman
test and Mundlak approach confirm orthogonality, RE can be reported as an efficiency
specification.”

7.12 Block Synthesis

7.12.1 Unifying Principle
All estimators in this block answer the same question:

Given that the parameter is identified, how to estimate and make inference correctly when
the error covariance matrix is not spherical?

The answer unfolds into two routes:
1. Model © (GLS/FGLS): gains efficiency, but requires getting the form right.

2. Correct only inference (robust SE): does not gain efficiency, but is robust.

7.12.2 Connection with Other Blocks
« Panel: RE is FGLS with ©Q; = 0217 + o2jrj}
o SUR: Systemic GLS with Q = X ® Ir.
o 3SLS: FGLS with instruments for systems with endogeneity.
« Time series: Prais-Winsten and Cochrane-Orcutt are FGLS for AR(1).
o GMM: the optimal weight matrix in GMM (S™!) is analogous to 27! in GLS.

7.12.3 Final Message

Efficiency is a conditional luxury. It is only sought after identification is guaranteed. And
even when sought, it must be balanced against the risk of misspecification. In modern
applied microeconomics, the standard route is:

Identification by design — Consistent estimator — Robust inference
(cluster) — FGLS only as additional efficiency analysis.
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Chapter 8

Linear Equation Systems

8.1 Fundamentals of the Kronecker Product in Sys-
tems and Panel

8.1.1 Motivation: Why Use the Kronecker Product?

In equation systems and panel data models, the Kronecker product, denoted by ®,
is the algebraic operator that allows expanding local structures — such as a covariance
matrix between equations or a temporal transformation — to the global dimension of the
stacked system.

The main reason for its use is notational economy and analytical tractability. For
example, in a system with M equations and T observations, the error covariance matrix
has dimension MT x MT. Writing it explicitly is impractical for large M or T'. The
Kronecker product allows constructing this matrix from smaller blocks, such as:

e an M x M matrix, capturing contemporaneous correlation between equations;
e a T x T matrix, capturing temporal correlation.

Thus, instead of manipulating an MT" x MT matrix directly, one works with smaller and
economically interpretable objects.

8.1.2 Formal Definition and Example

Definition 8.1.1 (Kronecker Product). Let A be an m X n matrix and B be a p x ¢
matrix. The Kronecker product A ® B is the mp x nq block matrix defined by

CLHB CL12B c. &1nB
aB axB ... a9,B

AgB=| " 7 B (8.1)
amiB 4B ... a4,,,B

Example. If

Q21 22 ba1 Do

>
I

a1 Cl12] B — [bn 512]

155
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then
a11b11  a11biz  a2bin aizbio
a11b21  ai11baa  ai2ba  ajabas

A®B=

a21011  as1bia  axbi  anbis
a21091  as1bag  agebar  agebas
8.1.3 Fundamental Identities for Econometrics

The four properties below are the most useful in equation systems, SUR, GLS, and panel.

8.1.3.1 Inversion

(AB)'=A"'"®B (8.2)
provided A and B are invertible.
Typical application: in SUR, if

Q=YxIr,
then
Q' =x'eI.
Indeed,
Eel)E ' ely) = (227 e (Irl) (8.3)
=1y ®Ir (8.4)
= Ty (8.5)

8.1.3.2 Transposition
(AB)=A"®B. (8.6)
Typical application: if the GLS transformation is
P=X""x1,,
then
P = (37%) o1
8.1.3.3 Matrix Product

If dimensions are compatible,

(A ®B)(C®D) = (AC) ® (BD). (8.7)

Typical application: verify that the GLS transformation makes the error covariance
spherical. For example,

POP = (2720 1)(S @ 1) (2’1/2)1 Q1Ir (8.8)
= <z:—1/2z: (2—1/2)’> ® Iy (8.9)
. . (8.11)
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8.1.3.4 Vec Operator

For compatible matrices,

vec(ABC) = (C' ® A) vec(B). (8.12)

Typical application: linearize systems with matrix parameters. For example, if
Y =XB+ U,
with Y of dimension T" x M, then

vece(Y) = (Iny ® X) vec(B) + vec(U). (8.13)

This representation is especially useful when there are cross-restrictions between coeffi-
cients.

8.1.4 Typical Applications in SUR and Panel
8.1.4.1 SUR: Contemporaneous Correlation Between Equations

In a SUR system with M equations and T" periods, it is usually assumed that errors are
correlated between equations in the same period, but independent over time. Ordering
errors by equation, the covariance matrix can be written as

Q=Ele | X] =21, (8.14)

where X is M x M and captures contemporaneous correlation between equations.

8.1.4.2 Panel: Random Effects

In a random effects model with N individuals and 7T periods, the covariance matrix of the
compound error can be written as

Q=0(Iy®J7)+0o.(Iy ®1Ir), (8.15)
where J7 is the T' x T matrix of ones. The term Iy ® J7 represents the individual effect
constant over time.
8.1.4.3 Panel: Within Transformation

To estimate fixed effects by within transformation, the temporal demeaning matrix is
applied to each individual:

Mrp =1y ® Q, (8.16)
where .
Q=1Ir— TJT' (8.17)

The identity Iy preserves separation between individuals, while Q removes individual
means over time.
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8.1.5 Simple Numerical Example

Consider M = 2 equations and T" = 2 periods. Let

z:rﬂaﬂ. (8.18)

021 022

Then

011 0 012 0
0 011 0 012

0921 0 029 0
0 0921 0 0929

Lol = (8.19)

The matrix preserves correlation between equations in the same period, but imposes
independence between different periods.

8.1.6 When the Kronecker Structure is Inadequate

The form 2 = ¥ ® I depends on correlation existing only in one dimension. If this fails,
the structure must be generalized.

o In SUR: if there is temporal autocorrelation, the structure ¥ ®I may be inadequate.
A more general separable form would be

Q=%oT,

where I' captures temporal dependence.

e In panel: if there is spatial correlation between individuals, the structure based
on Iy fails, requiring spatial dependence models or more general cross-sectional
covariance.

Practical symptom: underestimated standard errors, inflated t-statistics, and residuals
with systematic patterns over time or between individuals.

8.1.7 Synthesis of Most Common Structures

Context Covariance Matrix Interpretation

Classical SUR Q=3¥Ir Correlation between equa-
tions, temporal independence

Random effects Q= 02(1 N®@JI7)+07(Iy ®@I7) | Constant intra-individual cor-
relation over time

SUR with autocorrela- | 2 =¥ T Correlation between equa-

tion tions and over time

Panel with spatial de- | 2 = X501 @ I Correlation between individ-

pendence uals

Table 8.1: Covariance structures with Kronecker product.
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Conclusion

The Kronecker product is not just a notational convenience. It is the mechanism that
allows transporting the algebra of single-equation OLS to multi-equational systems and
panels, maintaining block organization and making estimation and inference expressions
tractable.

Remark 8.1.1. Before assuming a structure like X ® I, it is advisable to perform diagnostic
tests, such as tests for contemporaneous correlation, autocorrelation, or spatial dependence,
depending on the application.

8.2 System Ordinary Least Squares (SOLS)

8.2.1 Motivation and Research Problem

The System Ordinary Least Squares (SOLS) estimator is used when the researcher
wishes to estimate a system of linear equations as a unit, but without explicitly using the
contemporaneous covariance matrix of errors, 3, to weight the estimation.

A typical example is a study on the effect of an educational reform on grades in three
subjects:

Yyin = X1 B1 + uan, (8.20)
Yiz = XjoB2 + W, (8.21)
Yis = X383 + wis, (8.22)

where y;1, y:2, and y;3 may represent, for example, grades in Mathematics, Portuguese,
and Science.

Estimating each equation separately by OLS may be valid under exogeneity, but two
important limitations arise:

1. Cross-restriction tests: to test hypotheses like

HO : Bl,reform = ﬁ3,reform)

one needs to know the covariance between estimators from different equations.

2. Contemporaneous correlation of errors: unobserved shocks may simultaneously
affect several equations. If this correlation exists, separate OLS ignores potentially
useful information for efficiency.

SOLS organizes the stacked system and allows joint estimation and inference, but, without
cross-restrictions and without using 32, it generally does not generate efficiency gains over
equation-by-equation OLS.

Geometrically, SOLS projects the stacked vector Y onto the column space of X, minimizing
the Euclidean distance

Y - X8|
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8.2.2 Model and Notation
Consider a system with GG equations for N observational units. For each equation g,
Yg = XgBy + ug, (8.23)

where y, is N x 1, X, is N x Ky, and B, is K, x 1.

Define
a
K=)> K,
g=1
Stacking the equations,
Y =X3+ U, (8.24)
with
yl Xl 0 o« e 0 /81
0 X, ... O
L D e - L (8.25)
\{e 0 0 ... Xg Ba

Equivalently, in notation by observational unit,
yl:Xlﬁ—i—uZ, Z:1,,N, (826)

where y; is G x 1, u; is G x 1, and X is G x K, usually block-diagonal.

8.2.3 SOLS Assumptions

Definition 8.2.1 (SOLS.1: Systemic Orthogonality). The fundamental consistency
condition is

E[Xlu;] = 0. (8.27)
In equation-specific terms, this corresponds to

E[x;quig) = 0, g=1,....G. (8.28)

Role: guarantees estimator consistency.
Practice: requires exogeneity within each equation.

Important point: for SOLS consistency, it is not necessary that
E[x; uin] =0 for g # h.

This stronger requirement appears in systemic estimators that use cross-weighting, such
as GLS/SUR.

Counterexample: in dynamic panel with y;; depending on y; ;1 and unobserved fixed
effect, the lagged regressor may be correlated with the compound error, making pooled
OLS inconsistent.
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Definition 8.2.2 (SOLS.2: Rank Condition).
rank (E[X/X;]) = K. (8.29)

Role: guarantees identification and invertibility of the moment matrix.
Practice: avoids perfect multicollinearity in the stacked system.

Counterexample: in budget share systems, estimating all equations whose dependent
variables sum to 1 may generate linear dependence and singular matrix. A common
solution is to exclude one equation.

Definition 8.2.3 (SOLS.3: Absence of Contemporaneous Correlation). The contempora-
neous covariance matrix of errors is

Y = E[uul | X (8.30)
SOLS.3 assumption imposes
ogn =0 for g #h, (8.31)
that is, X is diagonal.
Role: this assumption is not necessary for consistency, but is relevant for efficiency.

Practice: means there are no common unobserved shocks simultaneously affecting
different equations.

Counterexample: in a demand system for several goods, an unobserved income shock
may affect all goods, generating contemporaneous correlation between errors.

8.2.4 Derivation of the SOLS Estimator

The SOLS estimator minimizes the sum of squared residuals of the stacked system:

SSR(b) = (Y — XbY (Y — Xb). (8.32)

Expanding,
SSR(b) =YY — 2Y'Xb + b’X'Xb. (8.33)

The first-order condition is
0SSR(b)

= —2X'Y +2X'X3 = 0. (8.34)
Jdb
Thus, the normal equations are A
X'Xp=XY. (8.35)
Under SOLS.2, R
Bsors = (X'X)7'X"Y. (8.36)

In notation by observational unit,

-1

A N N
BsoLs = (Z X;Xz> (Z X;yz> : (8.37)
=1 =1
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8.2.5 SOLS Without Cross-Restrictions is Numerically Equal
to Equation-by-Equation OLS

Theorem 8.2.1 (SOLS Equals OLS Without Cross-Restrictions). If each equation has
its own regressors and there are no cross-restrictions between parameters, then the SOLS
estimator is numerically identical to the OLS estimator applied separately to each equation.

Proof. Since X is block-diagonal,

XX 0 e 0
. XXy ... 0
X'X = _ _ _ (8.38)
0 0 o X Xe
The inverse is
(X[ X))t 0 e 0
0 XiX,)™ b L. 0
(X'X)™" = . (X Xo) , . (8.39)
0 0 o (XXe) !
Moreover,
Xy
X/
Xy = | 2 (8.40)
Xeye
Therefore,
(X3X1)_1XI1Y1 Bi01s
R X4 X)X 3
Beors = (X5 2): 2Y2 | _ ﬂQ,:OLS ‘ (8.41)

(XeXe) ' Xegye ,éG,OLS

Thus, without cross-restrictions and without weighting by X, stacking only organizes the
problem, it does not alter the estimates. O

8.2.6 Intuition: Why Just Stacking Does Not Generate Effi-
ciency Gains?

The central point is that SOLS does not exploit correlation between equation errors. Thus,
equations remain operationally separate.

o If o4 # 0, the residual from equation g contains information about the likely error
of equation h.

« GLS/SUR exploits this information by weighting the system by X71.

e SOLS implicitly uses an identity weight matrix, treating all stacked observations as
if they were independent and equally informative.
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Therefore, stacking equations without using ¥ does not create efficiency gains. The
informational gain depends on three conditions:

1. regressors not being identical between equations;
2. there being relevant contemporaneous correlation between errors;

3. using a GLS-type estimator, such as SUR.

8.2.7 [Efficiency and Relation to GLS/SUR

Under independence between units ¢, the covariance matrix of stacked errors can be
written as

Q=Iy®X. (8.42)
The variance of SOLS is
Var(Bsors | X) = (X'X) X/ (Iy @ Z)X(X'X) 1, (8.43)
The systemic GLS estimator is
Bas = [X(Iy 0= H)X]| X'y 0 Y. (8.44)

If ¥ is diagonal, then 371 is also diagonal. In this case, GLS weighting only multiplies
each equation by a scalar 0'9_91, which cancels in the estimate. Thus, GLS collapses to
equation-by-equation OLS.

More generally, by the generalized Gauss-Markov Theorem,

Val"(BSQLs) — Var(BGLS) >_' O, (845)

when GLS assumptions are satisfied.
SOLS is efficient only in special cases, such as:
o 3 diagonal;
« all equations have exactly the same regressors.

Outside these cases, SOLS is consistent, but generally inefficient.

8.2.8 Asymptotic Properties

Define
A = E[XQXZ’], B = E[X;ulu;Xz] (8.46)

Theorem 8.2.2 (Consistency of SOLS). Under SOLS.1 and SOLS.2, and regular condi-
tions for the law of large numbers,

Bsors 2 8. (8.47)
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Proof. Starting from A
B = (X'X)"'X"Y,

and substituting Y = X3 + U,

B=p8+(X'X)"'X'U.

In terms per unit,
~1

p-p+(yrxx) (yrxm),
N NiH
By the law of large numbers,
1 N
— Y XIX; 5 A,
NiH

and by SOLS.1,

1 N
— N Xu %o
N =1 u
By Slutsky, A
pimB=p8+A"10=3.
Consistency does not depend on X being diagonal. O]

Under additional conditions for the central limit theorem,
\/_ Z X, 4, N(0,B). (8.48)

Thus,
VN(B-8) 5N (0,A'BAT). (8.49)

8.2.9 Robust Inference

The most common practical error is using the classical OLS variance formula as if stacked
errors were independent and homoskedastic:

Varpaive = 62(X'X) . (8.50)

This formula is inadequate when there is contemporaneous correlation between equations
or heteroskedasticity between equations.

The sandwich-type robust variance is
Var(BsoLs) = (Z X1 X ) (X'X), (8.51)

This matrix is consistent under heteroskedasticity and contemporaneous correlation
between equations, provided dependence is adequately treated in dimension 1.
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To test cross-restrictions,

HO . R,@ =T,
one uses the Wald statistic
W= RA -1/ [RVar(BR| (RS - 1). (8.52)
Under H,,
w4 X?],

where ¢ is the number of restrictions.

8.2.10 Caveats and Common Errors
8.2.10.1 Variance Underestimation

If errors are correlated between equations and the researcher uses the classical OLS
variance, standard errors tend to be incorrect. The typical symptom is:

o very large t-statistics;
o artificially small p-values;

« inference sensitive to small sample changes.

8.2.10.2 Contamination by Misspecification

Without cross-restrictions, SOLS tends to preserve consistency of well-specified equations,
even if another equation is misspecified.

However, if cross-restrictions are imposed, such as 3; = (32, a misspecified equation can
contaminate others. The bias of one equation can be transferred to shared coefficients.

8.2.10.3 False Sense of Information Gain

Stacking GG equations for the same N units does not mean obtaining NG independent
observations. If equations are highly correlated, the effective information gain may be
small.

In extreme cases, such as accounting identities in demand systems, the moment matrix

may become singular.

8.2.10.4 Diagnostic Table

8.2.11 Typical Committee or Referee Question

Question: If SOLS is inefficient relative to SUR when 3 is not diagonal, why use SOLS
as the main specification?

Answer: The choice is based on the trade-off between efficiency and robustness.

SOLS requires, for consistency, basically orthogonality within each equation:

E[x;yuiy] = 0, g=1,...,G. (8.53)
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Problem Symptom Diagnosis
Ignored contemporaneous | High t-stats, fragile inference | Breusch-Pagan test
correlation

Misspecification in one
equation

Coeflicients change between
separate and joint estimation

Compare separate OLS and
SOLS

Identical regressors

SUR does not generate gain
over SOLS

Check if X, are equal

Many equations for few
observations

3% singular

Use SOLS or reduce system

Table 8.2:

Common problems in system estimation.

SUR/GLS tends to require broader exogeneity, such as

E[Xiguih] = O,

Vg, h,

when systemic weighting mixes errors from different equations.

(8.54)

If this stronger condition fails, SUR may become inconsistent, while SOLS may remain

consistent.

Moreover, SOLS allows more easily isolating misspecified equations when there are no
cross-restrictions. SUR, using X!, can propagate specification error between equations.

Therefore, in many applications, it is preferable to report SOLS with robust variance than
to use SUR with efficiency gain based on possibly fragile cross-exogeneity assumptions.

8.2.12 Summary of SOLS Properties

Property Assumption Interpretation If Fails

Consistency SOLS.1: EX/u;] =0 Exogeneity within | Endogeneity bias
equations

Identification SOLS.2: full rank No perfect multi- | Estimator not com-
collinearity putable

Efficiency SOLS.3: 3 diagonal Errors uncorrelated be- | SOLS inefficient
tween equations

Valid inference Robust variance Allows X non-diagonal | Incorrect standard er-

rors

Table 8.3: SOLS properties and

8.2.13 Complementary Topics

associated assumptions.

1. Breusch-Pagan test for residual independence:

G g—1

LM = szpgh_)XGG 1)/2:

g=2 h=1

(8.55)

The test evaluates whether X is diagonal. If the hypothesis is rejected, SOLS remains
consistent, but SUR may be more efficient.

2. Degenerate cases:
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o If ¥ is diagonal, SOLS and SUR coincide.

« If all equations have the same regressors, SUR collapses to equation-by-equation
OLS.

o If both conditions occur, the system does not generate gain over separate OLS.

3. Cross-restrictions: when there are restrictions like R3 = r, the system estimator
may differ from equation-by-equation OLS, as it imposes additional information on
the problem.

4. Hypothesis tests between equations: stacked SOLS, combined with robust
variance matrix, allows Wald tests on equality of coefficients between equations.

8.3 Seemingly Unrelated Regressions (SUR)

8.3.1 Motivation and Research Problem

The Seemingly Unrelated Regressions (SUR) estimator, proposed by Zellner (1962),
is a generalized least squares estimator applied to systems of linear equations. It is used
when equations are related through contemporaneous correlation between their errors.

While SOLS estimates the system without exploiting the contemporaneous covariance
matrix 3, SUR uses this matrix to reweight the system and, under appropriate assumptions,
obtain efficiency gains.

8.3.1.1 Example 1: Demand System

Consider a family’s demand for three categories of goods: Housing (y1;), Food (ys;), and
Clothing (ys;):

Y1t = Xlltﬂl + E1t, (856)
Yor = X, B2 + €21, (8.57)
Y3e = X5,03 + €31 (8.58)
Since decisions are made by the same economic agent, unobserved shocks — such as
preference changes or unexpected wealth gains — may simultaneously affect several

equations. Thus,
COV(&U, 8215) 7A 0

is plausible.

In this case, equation-by-equation OLS remains consistent under exogeneity, but ignores
information contained in error correlation. SUR exploits this correlation to reduce standard
errors, when conditions for efficiency gain are present.

8.3.1.2 Example 2: Translog Cost Function

In firm microeconomics, a translog cost function generates cost share equations for inputs
like Capital (sg), Labor (sz), and Materials (sps). Since shares must sum to 1, the errors
of the equations are linked by the budget constraint:

Sk + s+ sy =1



168 CHAPTER 8. LINEAR EQUATION SYSTEMS

This generates two important points:
e errors are contemporaneously correlated;
o the matrix X is singular if all equations are estimated.

The usual solution is to discard one equation and recover its parameters through theoretical
restrictions.

8.3.1.3 What Does SUR Solve?

OLS/SOLS is consistent, but may be inefficient when errors are correlated between
equations. The intuition is that, if oy, # 0, the observed residual in one equation contains
information about the likely error in another equation.

SUR uses this information through weighting based on X~!. In simple terms, it stops
treating equations as isolated compartments and starts recognizing that errors form a
vector of contemporaneous shocks.

8.3.2 Model and Notation

Consider a system with M equations and T" observations:
Ym = XmBm + Em, m=1,..., M, (8.59)

where y,,, is T'x 1, X,,, is T' x K,,,, and 3,, is K,, x 1.

Define
M
K = Z K,,.
m=1
Stacking the equations,
y=XB+¢, (8.60)
with
Y1 B
B
y= |71, X=diag(Xi,Xo,....Xa),  B=|"7]. (8.61)
yum B

The contemporaneous covariance matrix of errors is

Y = Elee, | X], (8.62)
/

where €; = (ém cee 75Mt)

Under the standard SUR structure,

Q=Ele | X]|=2XIr. (8.63)
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8.3.3 SUR Assumptions

Definition 8.3.1 (SUR.1: Broad Contemporaneous Exogeneity). Forallm,n=1,..., M,
]E[thgnt] =0. (864)

Equivalently, regressors from any equation must be orthogonal to errors from all equations

in the same period.

Role: guarantee SUR estimator consistency.

Practice: requires that explanatory variables from one equation are not jointly determined
with shocks from other equations.

Counterexample: in simultaneous supply and demand models, price may be correlated
with the supply equation error and with the demand equation error. In this case, SUR
may be inconsistent.

Definition 8.3.2 (SUR.2: Contemporaneous Covariance Structure). The covariance
matrix of stacked errors is
Q=31 (8.65)
This means:
o there is correlation between errors from different equations in the same period;
o there is no temporal autocorrelation;
 there is no cross-correlation between different periods.

Role: allow factorization of systemic covariance by Kronecker product and justify the
GLS transformation.

Practice: in long time series, there is commonly autocorrelation. In this case, the form
Y ® I may be inadequate.

Extension: if there is temporal autocorrelation, a more general separable form would be
Q=3XxT,
where T' captures temporal dependence.

Definition 8.3.3 (SUR.3: Rank Condition). The system’s regressor matrix must have
full rank:
rank(X) = K. (8.66)

In asymptotic terms, it is usual to assume that
1
plim TX'(E*1 ® I7)X (8.67)
exists and is non-singular.
Role: guarantee identification and invertibility of the system’s moment matrix.

Practice: avoids perfect multicollinearity within or between equations.

Counterexample: including redundant intercepts or linearly dependent variables between
equations may make the moment matrix singular.



170 CHAPTER 8. LINEAR EQUATION SYSTEMS

Definition 8.3.4 (SUR.4: 3 Positive Definite). The contemporaneous covariance matrix
must be symmetric and positive definite:

¥ - 0. (8.68)

Role: guarantee that X! exists.

Practice: in share systems that sum to 1, the matrix X is singular if all equations are
included.

Solution: discard one equation or impose restrictions that eliminate singularity.

Condition for efficiency gain. For SUR to effectively generate gain over SOLS, two
additional conditions are normally necessary:

1. non-zero contemporaneous correlation between some errors, that is, g,,, # 0 for
some m # n;

2. non-identical regressors between equations.

If ¥ is diagonal, or if all equations have exactly the same regressors, SUR collapses to
OLS/SOLS.

8.3.4 Efficiency Gain Intuition

SUR'’s efficiency gain comes from two related mechanisms.

8.3.4.1 Information Contained in Cross-Residuals

If o4, # 0, observing one equation’s residual helps predict another equation’s error in the
same period.

In SOLS, each equation is treated separately. In SUR, the error vector is treated as a
joint shock. Thus, estimation can use cross-correlation to reduce estimator variance.

8.3.4.2 Reweighting via GLS

SUR applies a transformation that makes the systemic error spherical. Instead of mini-
mizing

(y = XB)'(y — XB),
SUR minimizes

(y —XB)Q ' (y — XB).

Since

Q' =3"xI,

SUR assigns different weights to equations and exploits cross-correlations.
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8.3.4.3 Gain Determinants

The magnitude of gain mainly depends on:

 intensity of contemporaneous correlation between errors;

o degree of difference between equation regressor matrices.

If regressors are identical across all equations, there is no efficiency gain. If 3 is diagonal,

there is also no gain.

8.3.5 Comparison Between SOLS and SUR

Characteristic SOLS SUR

Use of ¥ Ignores contemporaneous cor- | Exploits 3 in weighting
relation

Weights Implicitly equal Based on X1

Consistency

Requires exogeneity proper to
each equation

Requires broad exogeneity be-
tween equations

Efficiency Inefficient if og4p, # 0 More efficient under correct as-
sumptions
Risk Robust inference simpler Can propagate misspecifica-

tion

Table 8.4: Comparison between SOLS and SUR.

8.3.6 Derivation of the SUR Estimator

Consider the stacked system

y=XB+e, Q=XxIr.

Since X is positive definite, there exists a matrix C such that
CxC' =1y, cc=x1

Define the transformation matrix

P=CxIr.

Pre-multiplying the model by P,
Py =PXg3 + Pe.

The transformed error is
u* = Pe.
Its conditional covariance matrix is
Elu*u” | X] = PE[ee’ | X|P'
= (CI7)(XE®Ir)(C 1)
= (CXC) eI
=1y Iy

= Iyr.

(8.69)

(8.70)

(8.71)
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Therefore, the transformed model has spherical error. Applying OLS to the transformed

model,
Bsur = [(PX) (PX)]" (PX)'(Py). (8.77)

Since
(PX)(PX) = X'P'PX

and
PP=(CC)@I;=X"'®I,

one obtains the classical SUR form:

Bsur = [X(=7 0I)X]  X(S @Iy, (8.78)

8.3.7 Feasible SUR

In practice, ¥ is unknown. The usual procedure is feasible SUR, also called systemic
FGLS.

The standard algorithm is:
1. Estimate each equation by OLS.
2. Obtain residuals &,,.

3. Estimate the contemporaneous covariance matrix:

Amn = 5 8.79
= (.79
or with degrees of freedom correction:
G = . )
T — max(K,,, K,)
4. Substitute ¥ with ¥ in the SUR estimator:
N ~ —1 ~
Brsur = [X/(E_l ® IT)X] X'(Z ' @Ir)y. (8.81)

Under regularity conditions and if > 2 5, feasible SUR is asymptotically equivalent to
SUR with known X.

In small samples, however, estimation of ¥ may be noisy, especially when M is large
relative to T

8.3.8 Asymptotic Properties

Theorem 8.3.1 (Consistency of SUR). Under hypotheses SUR.1 (broad exogeneity),
SUR.2 (contemporaneous covariance structure), SUR.3 (full rank), and SUR.4 (X positive
definite), the SUR estimator is consistent:

Bsur & B. (8.82)
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Proof sketch. Starting from the closed form,
N —1
Bsur =B+ [X(E' 0 InX]| X(Z' @I
Multiplying and dividing by 7',
2 1 1is—1 il 1isv—1
Bsur — B = [TX (X ® IT)X:| [TX (X' @Ir)e|.
By the broad exogeneity hypothesis,

E[xpnient) =0 Vm,n.

Thus, by the law of large numbers,

1
TX’(E*1 ®1Ir)e % 0.

Moreover,
1
X ET X5 Q,
where Q is finite and non-singular by SUR.3. Therefore, by Slutsky,
Bsvr & B.
O
Under additional conditions for the central limit theorem,
VT (Bsur — B) % N(0, Vsur), (8.83)
with X
Vsur = Q71 Q = plim Tx’(y1 ® I7)X. (8.84)

If 3 is consistently estimated, feasible SUR has the same asymptotic distribution.

8.3.9 Efficiency

Under classical SUR assumptions and with known 3, the SUR estimator is the minimum
variance linear unbiased estimator.

Formally,
Var(Bsors | X) — Var(Bsur | X) = 0. (8.85)

The variance of SOLS, when errors have covariance 2 = 3 ® I, is
Var(Bsors | X) = (X'X)"'X/(Z @ Ir)X(X'X) ™. (8.86)
The variance of SUR is
R ~1
Var(Bsur | X) = [X'(Z7' @ In)X] . (8.87)

The efficiency gain is greater when:
« contemporaneous correlation between errors is relevant;

e regressor matrices are not identical between equations.
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8.3.10 Degenerate Cases: When SUR Coincides with SOLS

In some cases, SUR does not alter estimates relative to OLS/SOLS. The two most
important cases are:

1. ¥ diagonal,;

2. identical regressors in all equations.

8.3.10.1 Case 1: ¥ Diagonal

If
3 =diag(o11, .-, 0mMm),
then
¥ = diag(o, ..., o0y)-
Thus,

' @I = diag (o' Ir, .., o3y Ir)
Since X is block-diagonal, the block of equation m in the SUR moment matrix is

o1 X' X,..

mm=Tm

The inverse of this block is
T (X, X)L

The corresponding term of the moment vector is

O XY m-
Therefore,
Bm,SUR - O-mm(X,me)_lo-;m}nXImYm (888)
= (X7, X)X, Yim (8.89)
= BmoLs. (8.90)

Thus, if X is diagonal, SUR and equation-by-equation OLS coincide.

8.3.10.2 Case 2: Identical Regressors

Suppose all equations have the same regressor matrix:

X, =Xy ==Xy = X,

Then the system’s regressor matrix can be written as

X =1y ® X,.
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The SUR moment term is

X(Z'eln)X =1y X)) (! @Ir)(Iy @ Xo) (8.91)
=3 ® (X(Xo). (8.92)
Its inverse is
¥ ® (XXo)
Moreover,
X'(Z ' el)y = (27'eX)y.
Thus,
Bsur = [E ® (XBXo)fl} (' X))y (8.93)
= (EX ) ® [(XXo) "Xy (8.94)
=Ty ® [(X)Xo) "X . (8.95)

This result is numerically equal to equation-by-equation OLS.

Intuition: if all equations use exactly the same set of regressors, correlation between
errors does not create additional information for estimating coefficients, as all equations
project dependent variables onto the same regressor space.

Example: in an unrestricted VAR, all equations usually have the same lags as regressors.
In this case, SUR does not generate efficiency gain over equation-by-equation OLS.

8.3.11 Caveats and Common Errors
8.3.11.1 Using SUR with Identical Regressors as if There Were Gain

If all equations have the same regressors, SUR and equation-by-equation OLS produce
identical estimates. Thus, one should not justify SUR only by efficiency gain in this case.

Still, SUR may be useful with identical regressors if the objective is to obtain covariance
between estimators from different equations for cross-restriction tests.

8.3.11.2 Contamination by Misspecification

SUR weights the system by 3:-1. If one equation is misspecified or contains endogenous
regressors, the problem can propagate to other equations.

The broad exogeneity condition is stronger than exogeneity proper to each equation. For
SUR, it is necessary that
E[xpien] =0 VYm,n.

If this condition fails, SUR may become inconsistent for the entire system.

Practical symptom: coefficients from a previously stable equation change substantially
when another equation is added to the system.
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8.3.11.3 Singularity in Share Systems

In demand or cost systems, share equations sum to 1:

M
Z Yme = 1.
m=1
Then,
M
Z Emt = 0,
m=1

which makes 32 singular.

Solution: estimate M — 1 equations and recover the remaining equation through sum
restrictions.

8.3.11.4 FGLS in Small Samples

When T is small and M is large, estimation of > may be very noisy. Feasible SUR may
perform worse than OLS in finite samples.

Symptom: standard errors larger than individual OLS or numerical instability.

Alternatives: use OLS, reduce the number of equations, or apply regularization methods
for 3.

8.3.11.5 Diagnostic Table

Problem Symptom Diagnosis

Identical regressors SUR equal to separate OLS Check if X,,, are equal

Endogeneity in one | Coefficients from other equa- | Test exogeneity; compare OLS

equation tions change and SUR

3 singular Inversion error or unstable SEs | Check sum restriction; discard
equation

Small 7" and large M Noisy FGLS Compare with OLS; consider
shrinkage

Autocorrelation Structure ¥ ® It inadequate | Test autocorrelation; use I'

Table 8.5: Common problems in SUR estimation.

8.3.12 Typical Committee or Referee Question

Question: If one equation in the system contains an endogenous regressor, can SUR
contaminate other equations?

Answer: Yes, this risk exists because SUR uses cross-weighting based on X!,

To see the point, consider a system with two equations. The matrix X! has elements

2_1_ 0.11 0.12
- 21 22
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The transformed moment associated with the second equation involves combinations of
errors from both equations:
21 22
Xot (U €1t + 0 €2t> .
Even if the second equation is isolatedly well-specified, with
E[X2t€2t] = 07
SUR also requires
E[XZtglt] = 0
If this condition fails, the second equation’s moment does not converge to zero, and the
estimate of 3y may be contaminated.
Therefore, when there is suspicion of endogeneity in one equation, it is safer to:
« estimate that equation by IV /2SLS;
 use systemic methods appropriate for endogeneity, such as 3SLS or GMM;

 or report SOLS/OLS with robust standard errors, prioritizing consistency over
efficiency.

8.3.13 Tests and Extensions
8.3.13.1 Breusch-Pagan Test for Contemporaneous Correlation

To test whether X is diagonal, one uses the LM statistic

M m-—1

LM =T > pr. (8.96)

m=2 n=1

where )., is the residual correlation between equations m and n.

Under the null hypothesis of contemporaneous independence,

d

If the null hypothesis is rejected, there is evidence that SUR may be more efficient than
SOLS.

8.3.13.2 Cross-Restriction Tests

To test
H(] . R,B =TT,
one uses the Wald statistic
W= (RA -1/ [RVar(BR]| (R - 1). (8.98)
Under Hy,
w4 Xg,

where ¢ is the number of restrictions.

SUR is especially useful when one wishes to test equality of coefficients between equations,
as it directly provides covariance between estimators.
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8.3.13.3 Autocorrelation and Heteroskedasticity
If there is temporal autocorrelation, the standard structure
Q=3I
may be replaced by
Q=XxT,
where I" models temporal dependence.

If there is heteroskedasticity or more general dependence, one can use sandwich-type
robust standard errors for systems, for example:

—

Var(8) = Q'SQ ', (8.99)

where Q estimates the moment matrix and S estimates the variance of moments.

8.3.13.4 Relation to Other Estimators
SUR can be seen as:
o a particular case of GLS;

« an extension of equation-by-equation OLS when there is contemporaneous correla-
tion;

» a precursor of more robust systemic estimators to endogeneity, such as 3SLS and
GMM.

In summary, SUR is efficient when broad exogeneity and covariance structure assumptions
are correct, but may be risky when there is misspecification or endogeneity in some
equation of the system.



Chapter 9

Panel Data

9.1 Introduction: Unobserved Heterogeneity in Pan-

els
Consider a balanced panel with N cross-sectional units and 7" periods. For unit ¢ =
1,..., N in period t = 1,...,T, we write the linear model as
Yir = X, 3 + vit, (9.1)

where y;; is the dependent variable, x;; is a K x 1 vector of regressors, 3 is the K x 1
parameter vector, and vy is the compound error.

The central panel data structure is the decomposition of the compound error:

Vit = € + Ui (9.2)
The term c¢; represents unobserved individual heterogeneity, constant over time. The term
u;; is the idiosyncratic shock, which varies across individuals and over time.

The main econometric difficulty is that ¢; may be correlated with the regressors x;;. When
this occurs, estimators that treat ¢; as part of the error without proper correction tend to
be inconsistent.

In matrix notation by individual, we define:

Yi1 Xi1 Vi1
Yi2 X; (%)
yl = 9 XZ - .2 9 V’i = (9 3)
Yir XgT UiT
Thus,

Throughout this chapter, we will repeatedly use:
e jr: T x 1 vector of ones;
e P, = %jTj’T: projection matrix onto the space of temporal constants;

e Q=17 — P;: temporal mean annihilation matrix.

179
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9.2 Pooled OLS (POLS)

9.2.1 Research Problem and Intuition

The Pooled OLS (POLS) estimator consists of stacking all (i,¢) observations and applying
OLS as if the panel were a large cross-sectional sample of size NT'.

A typical example is estimating the return to education on wages using a panel of workers:

log(wage;,) = fo + Sreducy + ¢; + wi. (9.5)

POLS is the natural starting point because it is simple and uses all available variation,
both within individuals and between individuals. However, it ignores the compound error
structure.

If ¢; represents innate ability, motivation, or permanent unit characteristics, and if ¢; is

correlated with educ;;, then
Cov(educy, ¢;) # 0. (9.6)

Since ¢; is contained in vy, the regressor becomes correlated with the compound error:

E[Xiﬂ)it] = E[XitCi] + E[Xituit]. (97)

If the first term is non-zero, POLS is inconsistent.

Geometrically, POLS fits a single line to all stacked observations. It mixes within variation
(changes within the same individual over time) and between variation (differences between
individuals). If each individual has an unobserved intercept ¢;, this mixing may generate
an estimate that does not adequately represent either source of variation.

9.2.2 Assumptions and Their Roles

Definition 9.2.1 (POLS.1: Contemporaneous Orthogonality of Compound Error —
Consistency). Forallt =1,...,T,

E[x;vi] = 0. (9.8)

Since vy = ¢; + uy, this condition simultaneously requires:

E[x;:c;] = 0 and E[x;uy] = 0. (9.9)

Role: guarantee consistency of the POLS estimator when N — oo with fixed T.

Translation to practice: time-invariant unobserved factors cannot be correlated with
contemporaneous regressors. In wage applications, this would require that innate ability,
for example, is not correlated with education in the same period.

What this assumption does not prohibit: idiosyncratic shocks u; may affect
regressors in future periods (x;44+1). That is, dynamic feedbacks are allowed.

Counterexample: in a productivity equation, more efficient firms may invest more and
also have higher unobserved productivity. If efficiency is in ¢; and investment is in x;,
then E[x;¢;] # 0, and POLS is inconsistent.
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Definition 9.2.2 (POLS.1": Strict Exogeneity — Unbiasedness in Finite Samples). For
allt=1,...,T,

where X; = (X;1,...,X;r) is individual ¢’s regressor matrix in all periods.
Equivalently, for all ¢ and all s:
E[Xisvit] =0. (911)

Role: guarantee that the estimator is conditionally unbiased given regressors in finite
samples.

Relation to POLS.1: by the Law of Iterated Expectations, POLS.1” = POLS.1, but
the converse is false.

Translation to practice: prohibits feedback mechanisms. The current shock cannot
affect future regressors.

Counterexample: if a positive productivity shock today leads the firm to invest more
tomorrow, then E[x;;11v;] # 0, and strict exogeneity fails. However, POLS may still be
consistent under POLS.1.

Definition 9.2.3 (POLS.2: Rank Condition).
T
rank (E [Z xitxgt]> =K. (9.12)
=1

Role: guarantee identification and invertibility of the moment matrix.

Translation to practice: there must be sufficient variation in regressors and absence of
perfect collinearity.

Counterexample: simultaneously including two variables that are perfect linear combi-
nations, such as years and months of education, makes the moment matrix singular.

Definition 9.2.4 (POLS.3: Spherical Errors for Efficiency and Classical Inference). For
POLS to be BLUE and for conventional standard errors to be valid, it would be necessary:

E[VZ‘V; | Xz] = O'QIT‘ (913)

Role: justify classical inference and Gauss-Markov efficiency.
Translation to practice: requires absence of serial correlation and homoskedasticity.

Important: violation of POLS.3 does not generate bias or inconsistency. It only affects
estimator efficiency and validity of conventional standard errors, which must be corrected
via cluster-robust standard errors.

9.2.3 Global Variance-Covariance Matrix Structure

To internalize the content of sphericity assumptions, we abandon the usual simplifications
of introductory textbooks and deduce the global variance-covariance matrix from its
fundamental blocks. This construction maps three sources of correlation that often
generate confusion: intra-individual correlation (within the same unit over time), inter-
individual correlation (between different units), and pure temporal correlation (induced
by common macroeconomic shocks).
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9.2.3.1 Definition of the Stacked Error Vector

Consider a balanced panel with N cross-sectional units observed over T' periods. The
compound error v;; associated with individual ¢ in period t forms, for each i, the T' x 1
vector:

vir

Stacking the N individuals, we construct the global vector v of dimension N7T' x 1:

V11

Vi

v nir

2

v=| . |=1|:1]. (9.15)

UN1

VN
LUNT

Under the zero-mean premise E[v] = 0, the global variance-covariance matrix is

Q = E[vv/] € RVTNT, (9.16)

9.2.3.2 Block Expansion

Applying the definition of outer product of partitioned vectors and linearity of expectation
over submatrices,

Vi i1 X2 ... XN
Q=E Vf Vi v vil| = i (9.17)
vy Svi Zwe ... Sy
where each block X;; € RT™*T is
E[viivj] Elvavje] ... Elvavr]
5, — Elvav)] — E[vi?vjl] E[vi?va] - ]E[vi?va] (0.18)
Elvirvy1] Elvirvje] ... Elvirvjr)

9.2.3.3 Intra-Individual Correlation: Diagonal Blocks 3;;

Intra-individual correlation (serial autocorrelation) lives in the diagonal blocks ¥;; and
measures how shocks from the same individual are related over time.

Scenario A — Classical Error Components Model. Assume the canonical random
effects model:
Vit = G + U, (9.19)
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with E[c?] = 02, E[u?] = 02, E[uyu;] = 0 for ¢ # s, and E[c;u;] = 0. Calculating the
covariance terms:

t=s: E[i] =E[(c; +uy)®] = 0>+ 02, (9.20)
t#s: Eluyws) = El(ci + ug)(c + uis)] = o2 (9.21)
Therefore,
Uf + 05 03 o Uf
0’2 0*3 + ai o JZ 9 9
i = : . , . =oIr+0.dr, (9.22)
af af ce Jf + ai

where Jr = jrj} is the T x T matrix of ones. Under unobserved individual heterogeneity,
errors from the same individual exhibit constant positive covariance o2, regardless of
temporal distance between periods.

Scenario B — AR(1) Idiosyncratic Shock. If u; = pu;;—1 + e; with |p| < 1 and
ey ~ 1.1.d.(0,02), covariance decays geometrically:

Evigvss] = 02 + o2plt=l, (9.23)
and XJ;; assumes the form
03 + 03 U? + UZ,O .. 02 + aZpT*I
5, — o? —|— o2p o? + o2 .ot qZPTQ (9.24)
02 o2pTl g g2T2 g2y g2

9.2.3.4 Inter-Individual Correlation: Off-Diagonal Blocks X;;, ¢ # j

Inter-individual correlation measures cross-sectional dependence: whether shocks in
individual ¢ affect individual j.

Scenario A — Classical Random Sampling. Under independence between individuals,

Eij = Orxr Vi 7é j7 (9'25)
and the global matrix is perfectly block-diagonal:
¥p 0 ... O
0 X ... O
Q=Iy®3;, =] . . ) . (9.26)
0 0 ... Xyn
Scenario B — Spatial or Network Correlation. If there is spatial dependence or

network contiguity, contemporaneous shocks correlate cross-sectionally. Defining o;; as
the contemporaneous covariance between ¢ and j, and assuming non-contemporaneous
shocks are independent, off-diagonal blocks become

034 0 c. 0

0 Oij

... 0
i = 04lp = : _— : for 1 # j. (9.27)
O 0 e Uij
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9.2.3.5 Pure Temporal Correlation: Two-Way Error Components Model

To simultaneously visualize the three sources of correlation, consider the two-way error
components model:

Vit = C; + dt -+ Ut , (928)

where ¢; is the time-invariant individual effect (E[cf] = 02), d; is the temporal effect

common to all individuals in period ¢ (E [d2] = 03, Eldids] = 0 for ¢t # s), and wu; is
the spherical idiosyncratic shock (E[u?] = 02). Under mutual orthogonality between all

components:

Total variance (same i, same t): E[vZ] = o2 03 + 02, (9.29)
Intra-individual (same i, t # s):  E[vyvis] = o2 (9.30)
Inter-individual /temporal (i # j, same t):  E[vyv;] = o5 (9.31)
Cross-orthogonality (i # j, t # s):  Elvyv;] = O (9.32)

9.2.3.6 Global Matrix Visualization for N =2 and 7T =3

To fix the position of each correlation, we explicitly expand €2 in the two-way model with
N = 2 individuals and T' = 3 periods. The stacked vector is v = (v11, V12, V13, U21, V22, U23)’,
and the 6 x 6 matrix assumes the form:

02+ 0% + o2 o2 o? o2 0 0
o2 ol+oi+o o? 0 o3 0
q_ acz o2 02 + 03+ o2 0 0 o
lop 0 0 o2+ 035+ o2 o2 o?
0 o2 0 o? o2+ 03+ o2 o?
i 0 0 o2 o? o2 o2+oi+o
(9.33)

Reading guide:
« Main diagonal: total variability of each observation (02 4+ o3 + o2).

« Off-diagonal in diagonal blocks (¢?): intra-individual correlation, induced by ¢;
over time.

« Diagonal of off-diagonal blocks (02): contemporaneous inter-individual correla-
tion, induced by common macroeconomic shock d;.

« Remaining zeros: absence of cross-temporal correlation between different individ-
uals in different periods.

Conclusion for practice. Even in the simplest case (d; = 0, random sampling), the
matrix €2 is not proportional to the identity whenever o2 > 0. This invalidates classical
inference and justifies using individual-level cluster-robust standard errors — a strategy
that accommodates arbitrary correlation within each block 3J;; without imposing specific
structure.
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9.2.4 Derivation of the POLS Estimator

The POLS estimator minimizes the sum of squared residuals of the stacked system:

Q(B) = Z( — XiB)'(yi — XiB3). (9-34)

9=\ _ _QZX’ ~X,8) = 0. (9.35)

Thus,

<Z XX, ) Brovs = Z Xiyi- (9.36)

Under POLS.2, the moment matrix is invertible. Therefore,
R N -1 /N
BroLs = <Z X2X1> (Z X;yl> . (9.37)
i=1 i=1
Substituting y; = X;8 + v;,
) N -1/ N
BroLs = B + (Z X;Xi> (Z X;vi> : (9.38)
i=1 i=1

9.2.5 First-Order Moment Properties

9.2.5.1 Consistency Under Contemporaneous Exogeneity

Theorem 9.2.1 (POLS Consistency Under POLS.1). Under POLS.1 (contemporaneous
ezogeneity) and POLS.2 (full rank), the POLS estimator is consistent when N — oo with
fized T':

plimy_,., Brors = B. (9.39)
Proof. Normalizing by N:
R 1 N -1 1 N
Brows — B = (N Z X;Xz> <N Z X;W) . (9.40)
i=1 i=1

Expanding the matrix products within the summations:

Brows — B = <1 f:f:xnxn>l< Zletvn) (9.41)

i=1t=1 i=1t=1

By the Weak Law of Large Numbers applied to independent units:

1 N T

T
AT Z ltXZt Z E ztx’bt QXX7 (942)
i=1t=1 t=1
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where Qxx is a positive definite matrix under POLS.2.

Moreover:

T 2 Do Xive 3 Bl (9.43)

Under POLS.1 (contemporaneous exogeneity):

E[Xit’ljit] = 0, Vt. (944)
Therefore:
T
> Elxjvi] =0, (9.45)
t=1
and by Slutsky’s Theorem:
plim Bpors = B+ Qx'x - 0 = B. (9.46)
O

Remark 9.2.1 (Consistency Under Dynamic Feedback). POLS consistency requires only
contemporaneous exogeneity (POLS.1). Even if there is dynamic feedback (E[x;;41vit] #
0), the estimator remains consistent.

9.2.5.2 Unbiasedness Under Strict Exogeneity

Theorem 9.2.2 (Conditional Unbiasedness Under POLS.1"). Under POLS.1’ (strict
exogeneity), the POLS estimator is conditionally unbiased in finite samples:

E[Bros | X] = B. (9.47)

Proof. To prove finite-sample unbiasedness, we condition on the complete regressor matrix
X:

E[Bpois | X] = B+ (X'X)'X'E[v | X]. (9.48)
Under POLS.1’ (strict exogeneity), E[v | X] = 0, and therefore:
E[Brois | X] = B. (9.49)

]

Remark 9.2.2 (Hierarchy Between POLS.1 and POLS.1"). Unbiasedness requires the strong
assumption (POLS.1%). If there is dynamic feedback, POLS is biased in finite samples,
but remains asymptotically consistent under POLS.1.
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9.2.5.3 Asymptotic Normality

Theorem 9.2.3 (Limiting Distribution of POLS). Under reqularity conditions, finite
moments, and i.i.d. sampling in dimension i:

VN(Brors —8) 5 N (0,A7'BA™) (9.50)
where
A =E[XIX,], (9.51)

Remark 9.2.3 (Sandwich Form). The asymptotic variance V.= A"'BA~! assumes a
sandwich structure, where A is the "bread" (regressor moments) and B is the "meat"
(cross-moments with the error). This form is the basis for robust standard errors.

9.2.6 Second-Order Anatomy and Non-Sphericity
9.2.6.1 Collapse of Classical Variance

Theorem 9.2.4 (Inconsistency of Classical Variance Under Non-Sphericity). Under the
presence of unobserved individual heterogeneity (02 > 0), the classical POLS variance
estimator s inconsistent:

pth—mo N\/fa\’I‘class(BPOLkS') - 0-12;A_1 7é A_IBA_I = Vasymptotim (953)

where 02 = o2 + o2 is the total variance of the compound error.

Proof. The classical variance estimator is:
@CIaSS(BPOLS> = SZ(X/X)ila (954>

is the residual variance estimator.

2 _ Vv
where s = 5%

By consistency of BPOLS and the Weak Law of Large Numbers:

plimy_,., s* = E[v3] = o2. (9.55)

(%

Therefore: - )
pthﬁoo Nvarclass(BPOLS) = 0—12;A_1- (956)

On the other hand, the true asymptotic variance is:

Vasymptotic = AT BA™, (9.57)
where B = E[X)v;vIX,].
By the Law of Iterated Expectations:

= E[X(021r + 021717)X,]
= o’E[X)X;] + o2 E[X)171,X,]. (9.58)
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On the other hand:

02A = (02 + cHE[X/X;] = ¢’E[X/X,;] + ¢’E[X/X,]. (9.59)
The difference is:
B —02A =02 (EX[171,X;] — EX/X,]) = 02 ) E[x},x;). (9.60)
t#s

Since regressors typically exhibit positive temporal correlation (E[x},x;s] > 0 for t # s)
and 02 > 0, we have B > 02A, implying:

oA £ AT'BAT (9.61)
[l
Remark 9.2.4 (Direction of Bias). Under positive intraclass correlation (o2 > 0) and

temporal persistence of regressors (E[x},x;s] > 0), the classical variance underestimates
the true asymptotic variability:

@class<BPOLS) < Var(éPOLS)- (9.62)

This generates artificially low standard errors, inflated ¢-statistics, and rejection rates of
Hy much higher than the nominal level (excessive Type I Error).

9.2.7 Cluster-Robust Inference
9.2.7.1 Cluster-Robust Variance Estimator (CRVE)

Since vy is serially correlated within the individual when Var(¢;) > 0, the classical OLS
variance is inadequate. Arellano’s (1987) cluster-robust estimator is:
- N -1

Varcluster /BPOLS (Z X/ ) <Z X,Vzvl z> <Z X;Xz> s (963)
=1

where v; =y, — XzﬂpOLs are the estimated residuals.

Theorem 9.2.5 (CRVE Consistency). Under i.i.d. sampling in dimension i, finite
moments, and N — oo with fixed T':

pth—>oo N - @cluster(éPOLS) - A_IBA_I - Vasymptotic' (964)

Proof. The CRVE estimator consistently replaces the "meat" B with its sample counterpart:

. 1 N

By = & > X0v/X,. (9.65)

A
=1

By consistency of BPOLS, residuals converge: ¥; = v,;. By the Weak Law of Large
Numbers: A
By & E[XivviX,] = B. (9.66)
By the Continuous Mapping Theorem and Slutsky:
N - Varguser 2 A"'BA™L (9.67)
O
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Remark 9.2.5 (CRVE Advantages). 1. Robustness: allows arbitrary correlation be-
tween errors from the same unit ¢, accommodating both heteroskedasticity and serial
autocorrelation within the individual, without imposing specific structure on €.

2. Non-parametric: does not require parameterization of the covariance matrix €2;.
3. Consistency: is asymptotically consistent under N — oo with fixed T

Remark 9.2.6 (Finite-Sample Adjustments). To mitigate underestimation bias in small
samples, correction factors are applied:

N NT -1 —
N1 NT— & Varuster- (9.68)

Varadj =

Moreover, under a small number of clusters (G < 50), it is recommended to use a t-
distribution with G — 1 degrees of freedom instead of the standard normal for hypothesis
testing.

9.2.8 Caveats, Common Errors, and Committee Questions
9.2.8.1 Caveats and Common Errors

Inference without clustering FEven if POLS.1 is valid and the estimator is consistent,
the presence of ¢; induces serial correlation:

Cov(vy, vis) = Var(e;), t # s. (9.69)

Ignoring this fact generates underestimated standard errors and inflated ¢-statistics.

Symptom: excessive statistical significance, which disappears after clustering.

Heterogeneity bias If ¢; is correlated with x;;, POLS captures part of the effect of ¢;
as if it were the effect of x;;.

Symptom: coefficients change substantially when comparing POLS with FE or FD.

Dynamic models If the model contains y;;_1 as a regressor and ¢; is present, then
Yii—1 is correlated with v by construction. POLS tends to attribute the persistence of ¢;
to the true dynamics of the dependent variable.

Symptom: autoregressive coefficient very close to one, which falls substantially when
using appropriate estimators, such as dynamic GMM.

Structural stability POLS assumes that 3 is constant between individuals and periods.
If the effect of x;; varies systematically over time or between groups, POLS estimates a
potentially uninterpretable structural average.

Usual solution: stability tests, such as Chow test or interactions.
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9.2.8.2 Typical Committee Question

Question: Your model uses Pooled OLS, but ¢; is plausibly correlated with regressors.
How do you justify consistency and inference?

Answer: POLS consistency requires
E[Xitvit} = 07 (970)

which includes

If this condition is implausible, POLS should be treated only as a benchmark. For
inference, even under exogeneity, it is necessary to use cluster-robust standard errors,
since

Cov(vy, vis) = Var(¢;) > 0, t # s. (9.72)

As robustness, one should compare POLS with FE or FD. If coefficients change drastically,
this indicates heterogeneity bias.

9.3 Fixed Effects (FE)

9.3.1 Research Problem and Intuition

The Fixed Effects (FE) estimator solves the endogeneity problem generated by time-
invariant unobserved heterogeneity. It allows ¢; to be arbitrarily correlated with x;; and
eliminates this term through a data transformation.

Consider again:
Yir = X, + ci + Ui (9.73)
If ¢; is constant over time, subtracting the time mean for each individual eliminates ¢;:
Yir — Yi = (Xie — X3)' B+ (wir — Uy). (9.74)
Thus, FE exploits only within variation: what happens to y; when x;; changes within the

same individual.

The price of this solution is that time-invariant variables are not identified, as they are
eliminated along with ¢;.

9.3.2 Linear Algebra and Geometry of the Within Operator
9.3.2.1 Specification and Matrix Representation

Let there be a random sample of N cross-sectional units (individuals, firms, countries)
indexed by ¢ € {1,..., N}, each observed over T discrete and consecutive time periods
indexed by ¢t € {1,...,T}. The population model with additive individual effects is:

Yir = X8 + ¢i + Ui, (9.75)
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where y; € R is the dependent variable, x; € R¥*! is the vector of K time-varying
regressors, 3 € RE*! is the vector of structural parameters, ¢; € R is the unobserved
individual heterogeneity (time-invariant individual effect), and u; € R is the time-varying
idiosyncratic shock.

Remark 9.3.1 (Contextualization). In applied microeconometrics, ¢; captures intrinsic fixed
characteristics (innate ability, organizational culture) and u; captures purely transitory
perturbations (sectoral shocks, weather variations). The central problem is that, under
selection or economic optimization, agents often determine x;; based on ¢;, implying
E[x},c;] # 0. This violation of orthogonality invalidates Pooled OLS, generating omitted
variable bias.

To operate geometrically on the temporal trajectory of each unit, we stack the 7' observa-
tions of individual i:

Yi X (5 1
!/
yvi = Yi2 cRT! X, — Xi2 c RTE . — Uiz c RTx! = 1 c RTxL
Yir X Ui 1
(9.76)
The system of T' simultaneous equations for individual ¢ is rewritten as:

Proposition 9.3.1 (Equivalence between scalar and matrix representations). The t-th
row of the matriz representation (9.77) exactly reproduces the scalar specification (9.75).

Proof. Let t € {1,...,T}. Evaluating the t-th row of each term:
* [yilt = yi (definition of stacked vector);
e [X,0]i = x},8 (row-column matrix product);
o [cirli=ci lirle=ci-1=c;
o [w;]; = uy (definition of stacked vector).

Summing the terms row by row:
yile = [XiB: + [cidrle + (Wl = v = Xi,8 + i + war,

which is exactly Equation (9.75). O

9.3.2.2 The Within Demeaning Operator (Qr)

To purify the model variables from their time-stable components, we introduce the Within
operator, which performs the orthogonal projection of level observations onto the space of
deviations from the time mean. We define:

o I; € R™*T: identity matrix of order T}

RTXT.

e Jr=jrj; € : matrix of ones;

e Pr= %JTJ} = %JT € RT*T: projection matrix that computes the time mean;
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e Qr=Ir—Pr=1r - %JTJ’T € R™T: Within demeaning operator.
Lemma 9.3.1 (Fundamental geometric properties of Qr). The operator Qr is symmetric

(Qr = Qr), idempotent (Q% = Qr), and orthogonal to the vector of ones (Qrjr = 0).

Proof. Symmetry:

Idempotence: Note first that jjr = S, 12 = T. Then:

1. . 1, .
Q:2r = (IT - TJT.]?Z‘) <IT - T.]T.]/T>
]- o o 1. o/ ]- . of o o/
=Ir— Tty — Hirir + pir (Grdr) T
=T

2 Y T o o/ 1 s o/
=17y — ?.]TJT + ﬁJT.]T =17y — T.]TJT = Qr.

Orthogonality:

. . 1. ... . T, . .
Qrjr = Irjr — =jr (.],T.]T) =Jjr—=jr=Jjr—Jjr=0.
T T

=T

9.3.2.3 Spectral Decomposition and Rank

The asymptotic analysis of the FE estimator requires understanding the eigenvalue
structure of Qr. Since Qr is real and symmetric, the Spectral Theorem guarantees its
diagonalization by a basis of orthonormal eigenvectors.

Lemma 9.3.2 (Rank and trace of orthogonal projection matrices). Let A € RM*M pe g
real, symmetric, and idempotent matriz. Then rank(A) = tr(A).

Proof. By the Spectral Theorem, A = UAU’ with U'U =1, and A = diag(\y, ..., A\y).
Idempotence implies:

A=A — UA’U =UAU = A?=A.

Thus, A\ = \; = \; € {0,1} for all i. Since the rank of A is the number of non-zero
eigenvalues and the trace is the sum of eigenvalues:

rank(A) = % 1N =1)= f: i = tr(A).

=1 i=1
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Theorem 9.3.1 (Spectral decomposition and rank of Qr). The spectrum of Qr is

o(Qr) =A{1,...,1,0}. Consequently, rank(Qr) =T — 1.
T-1

Proof. Let Pr = %-]T-]/T If v is an eigenvector of Pr with eigenvalue u, then Qrv =
(Ir = P7p)v = (1 — p)v. We identify the eigenvectors of Pr:

« Case A: v =jr = Prjr = Ljr(ihir) = Ljr =1-jr. Thus g = 1.

o Case B: Let {hy,...,hr 1} be an orthonormal basis of the orthogonal complement
of span(jr), such that j;hy = 0. Then Prhy = Zjr(j7hy) = 0 =0-hy. Thus g =0
fork=1,...,T —1.

The eigenvalues of Qr are Ay =1—1=0and \y=1—-0=1fork=1,...,T — 1. The
spectral decomposition is:

Qr=HAH', H=[h;,...,hr_y, A = diag(1,...,1,0).

ﬁjT]a
By the previous Lemma:

rank(Qy) = tr(Qy) = tr(ly) — ;tr(jTj}) 7 - (i) =T — f; 7o

Corollary 9.3.1 (Dimension of the null space). By the Rank-Nullity Theorem,
dim(ker(Qr)) = T — rank(Qr) = 1, generated by jr:

ker(Qr) = {z € R” : z = cjr, c € R}.

The loss of one degree of freedom reflects the perfect linear sum restriction Y1, iy =
Z?zl(uit —u;) = 0, reducing the temporally independent information from T to T — 1 per
individual.

9.3.3 Assumptions and Their Roles
Definition 9.3.1 (FE.1: Strict Exogeneity of the Idiosyncratic Error).
Eluy | Xi,¢] =0, t=1,...,T. (9.78)
Equivalently, for all ¢ and all s:
E[x;suy] = 0. (9.79)
Role: guarantee consistency of FE after the within transformation.

Why FE requires strict exogeneity (unlike POLS): the within transformation
computes X; = X;; — X;, where X; depends on all periods. Therefore, even if u; is
orthogonal to x;; contemporaneously, if u; is correlated with x;;4; (dynamic feedback),
then wu;; will be correlated with x;, and therefore with X%;;.

Translation to practice: regressors cannot react to past, present, or future idiosyncratic
shocks.

Counterexample: if a productivity shock today increases investment tomorrow, then
Eluix; 1] # 0, and strict exogeneity fails. In this case, FE is inconsistent, while POLS
remains consistent.
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Definition 9.3.2 (FE.2: Full Rank of Within Variation).

rank (E[XQrX;]) = K. (9.80)

Role: guarantee identification of coefficients based solely on temporal variation within
units.

Translation to practice: regressors must vary over time for a sufficient portion of the
sample.

Counterexample: time-invariant variables, such as gender or race, become null columns
after the within transformation, violating the rank condition.

Definition 9.3.3 (FE.3: Spherical Idiosyncratic Errors for Efficiency). For FE to be
BLUE conditional on the within transformation, we assume:

E[uiu; ’ Xi, Ci] = UilT- (981)

Role: justify conventional standard errors and efficiency.

Translation to practice: idiosyncratic shocks should not exhibit autocorrelation or
heteroskedasticity.

Important: violation of FE.3 does not generate bias or inconsistency. It only affects
efficiency and the validity of conventional standard errors.

Definition 9.3.4 (FE.4: Finite Moments). To guarantee the existence of expectations
and the applicability of the Law of Large Numbers, we assume:

EH|XZH2] < 00 and IE[HuZHQ] < 00, (9.82)

where || - || denotes the Euclidean norm. For asymptotic normality, finite fourth-order
moments are required: E[||X;||*] < oo and E[||u]|*] < oo.

9.3.4 Derivation of the FE Estimator
The model by individual is

yi = XiB +jra + w. (9.83)
Pre-multiplying by Qr,
Qry: = QrXiB + Qrjrc; + Qru;. (9.84)
Since Qrjr = 0,
Qry: = QrX;8 + Qru;. (9.85)
Defining
yi = Qryi, Xi=QrX,, ; = Qru, (9.86)
we have

yi = Xi8 + ;. (9.87)
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The FE estimator minimizes

S(B) = (yi — XiB)' (¥: — XiB). (9.88)
i=1
The first-order condition is
N
> Xy — X,8) = 0. (9.89)
i=1

Thus,

Bre = (Z X’X> (Z X’y) . (9.90)

Proposition 9.3.2 (Sandwich form of the FE estimator). The FE estimator can be
explicitly rewritten in terms of the operator Qr:

-1

N N
Brr = <Z X;QTXZ) (Z XéQm) : (9.91)
=1 =1

Proof. By symmetry (Qf = Qr) and idempotence (Q% = Qr):

XX, = (QrX,) (QrX;) = XQrQrX; = X/Q2X, = X\QrX;,
Xy = (QrX,) (Qry:) = X.QrQry: = X!Qry:.

Substituting into the estimator expression yields the sandwich form. O]

By the Frisch-Waugh-Lovell theorem, this estimator is algebraically identical to OLS with
individual dummy variables for each unit 4.

9.3.5 First-Order Moment Properties
9.3.5.1 Estimation Error Equation
Substituting the transformed model,

-1

N N
Bre =B+ (Z X;QTXz) (Z XQQTuZ) : (9.92)
i=1 i=1

9.3.5.2 Unbiasedness Under Strict Exogeneity

Theorem 9.3.2 (Finite-sample unbiasedness of the FE estimator). Under hypotheses
FE.1 (Strict Ezxogeneity), FE.2 (Within Rank Condition), FE.4 (Finite Moments), and
independent sampling in the cross-sectional dimension i, the Within-Group estimator is
strictly unbiased:

E[Brs] = B. (9.93)
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Proof. Step 1: Derivation of the finite-sample error equation.

Substituting the true model y; = X;8 + ¢;jr + w; into the sandwich form:

N
G — (z x;QTxi) S XIQr (X + cijr + u)
i=1 =1
-1

N N N N
= (Z XQQTXz) [Z X;QrXiB + > aXiQrir + ) X;QTui] . (9.94)
i=1 i=1 i=1 i=1

Step 2: Annihilation of the individual effect.

Since B is common to all individuals, we extract it from the summation:
N N
> XiQrX;B = (Z X;QTXz) B. (9.95)
i=1 i=1

By the orthogonality of Q7 to the vector of ones, Qrjr = 0, so the second term collapses:

N

Step 3: Isolation of the sample error.

Multiplying by the inverse (which exists by FE.2):

N
Bre = B+ (Z X;QTXz) > XiQru;. (9.97)
i=1 im1

This is the finite-sample error equation, which decomposes the estimator into the true
parameter plus a stochastic deviation term.

Step 4: Conditional expectation.

We apply E[- | X, c] to both sides, where X = [X/,...,Xy] and ¢ = [cq, ..., cn]"

_1N

N
(Z X;QTXz) Z X;QTUZ‘
i=1 i=1

E[BFE|X>C} =B+E

X, c] . (9.98)

Step 5: Extraction of deterministic terms under conditioning.

Under the conditioning set (X, c¢), the matrix X is treated as fixed. Consequently, X!QrX;,
N, XiQrX;, its inverse, and X!Qr are all deterministic. By the taking out what is
known property of conditional expectation:

N
ElBes | X,c] = B+ (z X;QTXi> S X/QuE[u; | X, . (9.99)
=1

=1

Step 6: Reduction by cross-sectional independence.
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Since units ¢ are sampled independently:
Under Hypothesis FE.1, E[u; | X;, ¢;] = 0, hence:

N -1 N
E[Brr | X,c] =8+ <Z X;QTXZ) > XiQr-0=5. (9.101)
i=1 i=1
Step 7: Unconditional expectation via LIE.
By the Law of Iterated Expectations:
EBr] = E [E[Bre | X, c|| = E[B] = 8. (9.102)

O

9.3.5.3 Consistency Under Arbitrary Correlation with the Fixed Effect

Theorem 9.3.3 (Consistency of the FE estimator). Under hypotheses FE.1, FE.2,
FE.4, and i.i.d. sampling in dimension i, the FE estimator is consistent even when
Ele; | Xi] = g(X;) # 0 for an arbitrary function g:

plimy . Brg = B. (9.103)

Proof. From the finite-sample error equation scaled by 1/N:
A 1 AR
i=1 i=1
Term 1 (Moment matrix): By Kolmogorov’s WLLN (i.i.d. sampling in 4, finite second
moments by FE.4):
1N
plimy_, N Z XQrX; = E[X!QrX;]. (9.105)
=1

By the Within Rank Condition (FE.2), the limit matrix is of full rank K, hence invertible.
By Slutsky’s Lemma:
-1

1 Y _
i=1
Term 2 (Cross-moments with error): Similarly, by WLLN:

1 N
=1

Via the Law of Iterated Expectations and Hypothesis FE.1:
EX!Qru] = E [X!QrE[u; | X;,¢]] = E[XQ7 - 0] = 0. (9.108)

Reassembling the limits: By Slutsky’s Theorem:
plimy . Bre = B+ (E[X.QrX:)) "' -0=3. (9.109)
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Remark 9.3.2 (Economic intuition: why FE works under arbitrary correlation?). 1.
Failure of Pooled OLS and Random Effects: Under POLS and RE, the indi-
vidual effect ¢; remains in the compound error. If El¢; | X;] = ¢g(X;) # 0, regressors
correlate with the error, generating omitted variable bias and inconsistency.

2. Mechanical annihilation by Within: The transformation Qr projects obser-
vations onto the space orthogonal to jr. The component c¢;jr is mechanically
annihilated (Qrc;jr = ¢;- 0 = 0), regardless of the functional form of correla-
tion between c¢; and X;. Consistency then depends only on the orthogonality of
the transitory shock u;.

Remark 9.3.3 (Relationship between unbiasedness and consistency). 1. Unbiasedness
(finite sample): Under FE.1, FE.2, and FE.4, we have E[Bpg] = 3 for any finite
N. This is an ezxact result, not asymptotic.

2. Consistency (asymptotic): Under the same hypotheses, plimy_, BFE = 3. This
is a limit result, describing behavior as N — oo.

3. Logical hierarchy: Unbiasedness #- consistency in general. However, in the case
of FE, the combination of unbiasedness with the convergence of variance to zero
(guaranteed by WLLN applied to the error equation) implies consistency.

9.3.6 Second-Order Anatomy and Mechanical Non-Sphericity
9.3.6.1 Classical Sphericity and Hypothesis FE.3

To perform valid statistical inference and discuss the Gauss-Markov efficiency of the FE
estimator, we analyze the second-order moment structure of the idiosyncratic errors.

Remark 9.3.4 (Scalar decomposition of sphericity). Hypothesis FE.3 simultaneously im-
poses two restrictions:

1. Temporal homoskedasticity: Var(u; | X;,¢;) =02 Vte{l,...,T}
2. Absence of serial autocorrelation: Cov(u;,u;s | X;,¢;) =0 Vit # s

Economically, this ensures that transitory shocks are temporally independent once ¢; is
controlled for.

9.3.6.2 Theorem of Induced Negative Serial Autocorrelation

Theorem 9.3.4 (Induced negative serial autocorrelation by the within transformation).
Under Hypothesis FE.3 (Elwu, | Xy, ¢;] = 02Ir), the Within transformation 0; = Qru;
mechanically induces:

T—-1
Var(ilit | Xi, Ci) = UZ <T) Vt, (9110)
0.2
Cov(ilit,ilis ‘ Xi,Ci) = _?u Vit 7é S, (9111)
1
COI‘I‘(’dit, UZS | Xi, Ci) = —ﬁ Vit 7é S. (9112)

Proof. Step 1: Compact variance-covariance matrix.
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By strict exogeneity, E[; | X;, ¢;] = 0, so:
= E[QTuiqulT | X, Ci]
= QTE[Uz‘ué ‘ X, Ci]QT~
Substituting FE.3 (E[u,u} | X;, ¢;] = 02I7):
Var(i; | Xi, ¢;) = Qr(o2Ir)Qr = 0.QrQr.
By idempotence (Q% = Qr):
Var(iji | Xi, Ci) = O'ZQT. (9113)

Step 2: Element-by-element decomposition.

The generic element of Qp = I — %jTj’T is:
1

[Qrles = dis = (9.114)
where d; is the Kronecker delta (§;s = 1 if t = s, 0 otherwise).
Therefore, the (t,s) element of the covariance matrix is:
Var(i | X;, ci)]ss = 02 <5t5 - ;,) | (9.115)
Case A: Variance (t =5 = 0, = 1):
Var (il | Xy, ¢;) = 02 (1 - ;) =02 (T;1> : (9.116)
Case B: Covariance (t # s = &, = 0):
Cov (i, s | X, ¢1) = 02 (0 — 1) = —0—3. (9.117)
T T
Step 3: Correlation coefficient.
By definition:
Corr (i, s | X4, 05) = Cov (@i, tis | X5, i) = —0,/T - _L‘
VVar(i | Xi,¢)/Var(iiy, | Xi,e))  ou(T =1/ T—1
0

Remark 9.3.5 (Geometric intuition of negative autocorrelation). The negative serial
autocorrelation is not an economic phenomenon, but rather a mathematical byproduct
of the Within transformation. By subtracting the time mean, we impose the restriction:
T T
S i = (up—u) =0 Vi (9.118)
t=1 t=1
If a shock at ¢ = 1 is extremely positive, the shocks in the remaining 7" — 1 periods are
forced to be, on average, negative to satisfy the zero-sum restriction. This mathematical
compensation generates a correlation of —1/(7"—1). Note that as T' — oo, —1/(T'—1) — 0,
evidencing that this artificial non-sphericity disappears in long panels, but is severe in
short panels.
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9.3.6.3 Degrees of Freedom and Variance Estimation

Definition 9.3.5 (Unbiased estimator of within residual variance). The correct estimator
of o2 under Fixed Effects is:

N &,4
A2 > e Wy

mENT-1) - K

(9.119)

where 1; = Vi — XZBFE are the transformed Within residuals.

Remark 9.3.6 (Why the divisor NT — K is biased). Within demeaning is equivalent to
implicitly estimating N individual intercepts (¢;), imposing N linear restrictions:

T
Sy =0 Vie{l,...,N}. (9.120)
t=1

These N restrictions remove N degrees of freedom, reducing the available degrees from
NT - KtoN(T-1)- K.

Theorem 9.3.5 (Finite-sample unbiasedness of 62). Under hypotheses FE.1, FE.2, and

FE.3, the estimator 62 is strictly unbiased:

E[62] = o2. (9.121)

u u

Proof. Step 1: Global structure via Kronecker product.
We stack the N units and define the global Within operator:

Q=1Iy®Qp e R, (9.122)
where ® is the Kronecker product. The matrix Q is symmetric and idempotent, with:

rank(Q) = tr(Q) = tr(Iy ® Qr) = N - tr(Qr) = N(T — 1). (9.123)

Step 2: Global residual vector.

The global FE estimator is Bpp = (X’X)~'X'y. The residual vector is:

=y — XBre
=y — X(X'X)" X'y
= (Ivr — X(X'X) ' X)y
= Myy,

where My = Iyp — X(X'X)~'X’ is the orthogonal projection matrix onto the column

space orthogonal to X.

Substituting ¥ = X3 + i1 and using MXX =0:

1= Mjii = M;Qu. (9.124)

Step 3: Sum of squared residuals (SSR).
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SSR =1t = (M;Qu)' (M;Qu)
— ' Q'M; M4 Qu.
By symmetry (M/; = Mjy) and idempotence (M% = My):
SSR =u'QM;Qu.

We define A = QM Q. Expanding:

A =Q(Iyy — X(X'X)'X)Q
=Q’ - QX(X'X)7'X'Q.

Since Q is idempotent (Q? = Q) and QX = QQX = QX = X:
A=Q-XXX)'X" (9.125)

Step 4: Conditional expectation of SSR.
We apply E[- | X, c|:
E[SSR | X,c] =E[u'Au | X, c].
Since u’Au is scalar, it equals its trace. By the cyclic property tr(BC) = tr(CB):

E[SSR | X, c|] = E[tr(u’Au) | X, c]
= E[tr(Auu’) | X, c]
= tr(AE[uu’ | X, c]).

Under FE.3, E[uu’ | X, c] = 02Iy7, so:
E[SSR | X, c] = tr(Ac2Iyr) = o2 tr(A).

Step 5: Calculation of the trace of A.

tr(A) = tr(Q — X(X'X)'X)

— tr(Q) — tr(X(X'X)1X).

We already know tr(Q) = N (7 — 1). For the second term, by the cyclic property:

tr(X(X'X) ' X) = tr((X'X) "' X'X) = tr(Ig) = K.

Therefore:
tr(A) = N(T —-1) — K. (9.126)

Substituting:
E[SSR | X,c] = ¢2[N(T — 1) — K]. (9.127)
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Step 6: Unconditional expectation via LIE.

E[SSR] = E[E[SSR | X, c]] = 02[N(T — 1) — K].

Step 7: Unbiasedness of 62.

E[6?] = E SSR E[SSR] o2[N(T — 1) — K] 9
oo = = = =0,.
v NT-1)-K NT-1)-K NT-1)-K “
O
Remark 9.3.7 (Consequence of bias from omitting the correction). If we use the incorrect
divisor NT — K, the estimator 62 = N%SfK has expectation:
NT-1)-K N
E[62] = o2 = 2(1—)< 2. 9.128
=t () = (1 ) < 1)
In short panels, the bias is severe. For example, if T'=2 and K = 1:
N1) -1 1
2N -1 2

The variance would be underestimated by half, artificially doubling the t-statistics and
generating over-significance.

9.3.7 Relaxation of Sphericity and Cluster-Robust Inference
9.3.7.1 Breakdown of Sphericity and Sandwich Asymptotic Variance

Under the realistic microeconometric scenario, we relax hypothesis FE.3, allowing idiosyn-
cratic shocks to exhibit temporal heteroskedasticity and genuine serial autocorrelation.

Definition 9.3.6 (Genuine non-sphericity). Under relaxation of the Gauss-Markov hy-
pothesis, the conditional covariance matrix of the original errors assumes an arbitrary
structure:

Y = Var(w | X5, ¢) = E[ua) | X5, ¢;] € RT*T (9.129)

where [¥;];s = 0is can be non-zero for all ¢, s, simultaneously modeling:
1. Temporal heteroskedasticity: o, = 0% # o2, for t # s

2. Genuine serial autocorrelation: o, # 0 for t # s, without imposing a parametric
structure (AR(1), MA(1), etc.)

Remark 9.3.8 (Crucial distinction). Genuine serial autocorrelation (o;5 # 0 in the original
errors ;) differs fundamentally from the mechanical autocorrelation of —1/(7 — 1)
induced by the Within transformation. The former is a population stochastic property;
the latter is a mathematical artifact of demeaning.

Theorem 9.3.6 (Asymptotic distribution under general errors). Under hypotheses FE.1
(Strict Exogeneity), FE.2 (Within Rank Condition), i.i.d. sampling in dimension i with
N — oo and fized T, and finite fourth-order moments, the limiting distribution of the FE
estimator s:

\/N(BFE - /8) $ N (Oa Vsandwich) ) (9130)
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where the asymptotic variance assumes a sandwich structure:

V sanduwich = (E[X;Xi])_l E[X/uu/X,] (H«:[)"(;Xi])_1 . (9.131)

Proof. Step 1: Scaled deviation equation.
From the finite-sample error equation, multiplying by v/N:

-1

VN (Brg — B) = (le i: X’X) <\/1N i: Xéui) . (9.132)

Step 2: Limit of the inverse term (WLLN + Slutsky).
Since {X!X;}N, isii.d. with finite moments, by Kolmogorov’s WLLN:

1 N 3}
~ Y XIX; B EXIX] = A. (9.133)
=1

By the Within Rank Condition (FE.2), A is positive definite and invertible. By the
Continuous Mapping Theorem (Slutsky):

-1

1N
(NZX;X2> LA (9.134)
=1

Step 3: Limit of the numerator term (Multivariate CLT).

Define w; = X/u;. By strict exogeneity (FE.1), E[w;] = 0. Since {w;} is i.i.d. with finite
moments, by the Lindeberg-Lévy CLT:

1 X d
—= > wi = N(0,By), 9.135
where By = Var(w;) = E[w;w/}] = E[X/u,u/X,].
By the Law of Iterated Expectations and Var(u; | X;, ¢;) = 3;:

By = E [X[E[uu] | X;, ci]X;| = E[X[E,X]. (9.136)

Step 4: Combination via Slutsky.
Applying Slutsky to the product of limits:

VN (Bre —B) > A7 N(0,By) =N (0,A7'BoA ™). (9.137)
[]

Remark 9.3.9 (Consequences of using classical variance). If the researcher ignores non-
— ~ RS |
sphericity and uses Varg.ss(Brg | X) = 62 (vazl X;XZ) , then:

.. 1

plimy o [N - Vargae| = o7 (EX[X)]) . (9.138)
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This expression equals Vmdwicn only if E[X/uu/X;] = ¢2E[X'X;], a condition violated
under heteroskedasticity or genuine autocorrelation.

In applications with positive serial autocorrelation (the predominant pattern in longitudinal
data), it can be shown that Vgnawicn > afLA_1 in the matrix sense, implying that the
classical formula severely underestimates the true standard errors. Consequences:

1. Inflation of ¢-statistics: |tcass| > [teorrect]

2. Distortion of significance level: Bertrand, Duflo & Mullainathan (2004) show
rejection rates of true Hy reaching 45% under a nominal o = 5%

3. Invalid confidence intervals: excessively narrow, with actual coverage below
nominal

9.3.7.2 Temporal Heteroskedasticity

Definition 9.3.7 (Temporal heteroskedasticity). Isolating the effect of the breakdown of
homoskedasticity (without serial autocorrelation), the conditional covariance matrix is
diagonal with time-varying elements:

3, = Var(w; | Xy, ¢;) = diag(of,03,...,07), (9.139)
where o7 is the variance of the shock in period ¢, and Cov(u, us | X;,c;) = 0 for ¢ # s.

Theorem 9.3.7 (Propagation of temporal heteroskedasticity on within errors). Under
temporal heteroskedasticity, the variance and covariance of the transformed errors i;; =
Uit — U; aTe:

2 ~2
Var(dit | XZ', Ci) = 0752 (1 - T> + %, (9140)
2 2 =2
Cov (i, ity | Xy, ¢;) = —‘ija Vt £ s, (9.141)

where &> =5 LS T 0% is the time average of the original variances.

Proof. Variance (t = s):
By the variance property of differences:
Var (i | X5, ¢;) = Var(u; — u; | Xy, ¢;)
= Var(u;) + Var(a;) — 2 Cov(uy, 4;).
We calculate each component:
o Var(uy) = o (by definition)
e Since uy,- are temporally independent:
T52

T
Var(u;) = Var ( Zuw> = T— Z 0l =" =

r=1

SRV

« By temporal independence (Cov(u;,u;) = 0 for r # t):

2

Cov(uy, u;) = Cov (Uz’t, Zuzr> = i\/ar(u,t) %'
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Substituting:
o> o} 2\ o2
Var(ii) = of + — — 25 = 0} (1 N ) + =
Covariance (t # s):
By bilinearity of covariance:

COV(ﬂ,it, uzs) = COV(Uit — 7,_1,1‘7 Uis — ﬂz)

= Cov(ug, uis) — Cov(uy, u;) — Cov(ugs, u;) + Var(u;)
—_— ————

=0
2 2 2
-2t % 7
T T T
2 2_ =2
:_Ut+05—0'
T

]

2 _ =2 _ 2
s =0"=o0, forall t, s,

Remark 9.3.10 (Homoskedastic case as a particular case). If 02 = o
the formulas collapse to the classical results:

T)" T T
2 2 2 2
Cov(ilit,ilis) — UUT Tu = —%

9.3.7.3 Arellano’s (1987) Cluster-Robust Estimator

Under arbitrary non-sphericity, Arellano (1987) extended White’s (1980) approach to
panel data, proposing a cluster-robust variance estimator (CRVE) that requires no
parameterization of intra-individual dynamics.

Definition 9.3.8 (Arellano’s cluster-robust estimator). The cluster-robust estimated
covariance matrix is:

-1 -1

N N N
=1 i=1

=1

where:

. 1
e Ay = ( i]il X;X,) is the "bread" of the sandwich
e By = Z»Nzl X;ﬁlﬁ;XZ is the "meat" of the sandwich

Theorem 9.3.8 (Asymptotic consistency of Vetuster under arbitrary non-sphericity).
Under hypotheses FE.1, FE.2, i.i.d. sampling in dimension v with N — oo and fixed T,
finite fourth-order moments, and arbitrary conditional covariance matrix 3; = Var(u; |
X, ¢i), the scaled estimator converges in probability to the true asymptotic sandwich
variance:

pthﬁoo (chluster> = Vsandwich = A_lBOA_la (9143)

where A = E[X!X;] and By = E[X/X;X,].
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Proof. Step 1: Convergence of the bread (WLLN + Slutsky).
By Kolmogorov’s WLLN applied to i.i.d. {X/X;}:

Ay Z XX, & E[X/X;] = A. (9.144)

=1

By the Within Rank Condition, A is invertible. By the Continuous Mapping Theorem:
AV L AT (9.145)

Step 2: Convergence of the meat.

Define By = % Zfil X;ﬁlﬁ;XZ Substituting w; = @; — XZ(BFE - B):
N . A .
Z Xi(Bre — B)][i; — X;(Brs — B))' X

Expanding the inner product and distributing X; and X;:
By =Ty —Ton— Tan + Tun, (9.146)

where:

Tl,N = ZX'ulu Xz,

Tz,Nzl lex ]BFE—m

TB,N — T2 N

Tyn = ZX/ (Bre — B)(Brr — BY XX,

Limit of T; y: By symmetry and idempotence of Qr, X;uZ = XQru; = Xgul By
WLLN:

1 X . . .

i=1

Limit of Ty y and T3 y: The term in brackets converges to Cy = E[X}i,X/X;] < oc.
By consistency of By, (BFE — B) % 0. By Slutsky:

Ton 2 Cy-0=0. (9.148)

Similarly, Tsx - 0.

Limit of T, y: By v/ N-consistency, (Brg — 8) = O,(N~/2), so (Brr — B)(Bre — B) =
O,(N71). The sum of fourth-order regressors converges to Dy < oo. By Slutsky:

T,n 2 0. (9.149)
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Consolidation: Reassembling the limits:

Step 3: Final combination (Slutsky).
Applying Slutsky to the triple product N Vcluster = A;,1]A3 NAJ_Vlz

plimNﬁoo(chluster) = -‘A_IBO-‘A—1 = Vsandwich' (9151>

O

Remark 9.3.11 (Analytical immunity and elegance of the proof). 1. Immunity to
3};: Consistency does not depend on any parametric format for 3;. The matrix
By absorbs and consistently estimates the true variability of the cross-moments,
whether under AR(p), MA(q), complex conditional heteroskedasticity, or seasonal
variations.

2. Why estimated residuals do not contaminate the variance? The terms T v,
T; n, and T,y involving the difference (BFE — () vanish asymptotically. Since
the FE estimator is v/ N-consistent, the estimation error converges to zero at rate
Op(N ~1/2) | neutralizing any substitution bias in large samples.

Remark 9.3.12 (Finite-sample adjustments). Although consistent under N — oo, the
classical CRVE underestimates variances in small samples. Software applies scale factors

an-:

1. C. Hansen (2007) correction: af™™ =

2. areg (Stata) correction: ay™ = (N(]}[Tf)l_;() (N]L)

B. Hansen (2022) criticizes the areg adjustment as excessively conservative and lacking
solid theoretical justification. Since the estimation of N individual fixed effects does not
incur degrees of freedom bias on the cross-sectional sample variance (consistency relies
strictly on N — 00), the ad hoc multiplicative factor is unnecessarily inflationary.

9.3.7.4 Inference with a Small Number of Clusters (G < 50)

Remark 9.3.13 (Asymptotic limitations). CRVE consistency requires G — oo (number of
clusters). The effective sample size for inference is determined by G, not by the
total number of observations n. Under small G (typically G < 50):

1. Variance underestimation: Classical CRVE severely underestimates autocorrela-
tion and intraclass correlation (Moulton)

2. Size distortion (over-rejection): Downward-biased standard errors inflate ¢-
statistics, generating rejection rates of true Hy much higher than nominal o

3. Rank deficiency: If K > G, the robust covariance matrix is singular, preventing
joint Wald tests

Remark 9.3.14 (Impact of cluster size heterogeneity). In real data, cluster sizes n, are
typically heterogeneous. Inequality in n, induces severe effective heteroskedasticity: the
sums of residuals at the cluster level have variances proportional to n,. High variation in
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ng reduces CRVE precision and accentuates heavy tails and asymmetry of test statistics,
making the normal approximation even more misleading.

Definition 9.3.9 (Finite-sample adjustments for small G). To mitigate biases under a
small number of clusters, correction factors a,, are applied:

1. Hansen (2007) correction: al*™ = % with comparison to Student’s ¢ with
G — 1 degrees of freedom

2. Stata correction (CR1): atate = (%) (%)

Stata’s ::11{ factor is ad hoc and lacks solid asymptotic justification in the presence of

intra-cluster dependence, frequently appearing as excessively conservative.

Definition 9.3.10 (Wild Cluster Bootstrap of Cameron, Gelbach & Miller (2008)).
When G < 30, degrees of freedom multipliers fail to restore nominal size. The Wild
Cluster Bootstrap provides exact inference via stochastic perturbation of residuals, keeping
regressors and cluster structure fixed.

Restricted Wild Cluster Bootstrap
To test Hy : r(3) = 0:

1. Restricted estimation: Estimate the model under Hy, obtaining 3 and restricted
residuals €, = Y, — X, for each cluster g

2. Bootstrap generation: For each replication b =1,..., B:

« Draw & for each cluster g from the Rademacher distribution:

1 with prob. 0.5
€§={+ o (9.152)

—1 with prob. 0.5

« Generate Y, = XgB + €48,

3. Estimation and test: For each pseudo-sample, estimate the unrestricted model

and compute t*(b) = SBE((Z)ZS)’ where SFE is obtained via recalculated CRVE

4. Bootstrap p-value: After B > 10,000 replications:
1 B
P =2 > 1 0)] > Itsampie]) (9.153)
B

Remark 9.3.15 (Properties of the Wild Cluster Bootstrap). 1. Rademacher vs.
Mammen distribution: Davidson & Flachaire (2008) recommend Rademacher in
small samples because it is perfectly symmetric, nullifying third-order skewness bias
terms in two-tailed tests

2. Asymptotic refinements: Under Edgeworth expansions, the Wild Bootstrap
reduces size errors from O(G™1) to o(G™!), ensuring exact control of empirical size

3. Advantage over pairs bootstrap: Cluster pairs bootstrap (resampling with
replacement) fails under small G due to the probability of degenerate samples with
identical group replication. The Wild Bootstrap keeps the original cluster structure
intact
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9.3.8 Non-Identification of Time-Invariant Variables

The impossibility of estimating coefficients for time-invariant variables is not a practical
software limitation, but an inevitable algebraic consequence of orthogonal projection.

9.3.8.1 Annihilation of Invariant Regressors

Theorem 9.3.9 (Non-identification of invariant attributes). Let w; € RT*1 be the vector
containing the temporal trajectory of a strictly time-invariant regressor for individual 1,
such that w; = w; for all t. Then,

Qrw; = 0. (9.154)

Proof. Time invariance implies w; = w;jr. By linearity of the operator and the orthogo-
nality demonstrated in the Lemma:

Qrw; = Qr(wijr) = wi(Qrjr) = w; - 0= 0. (9.155)

]

9.3.8.2 Collapse of Rank of the Moment Matrix

The annihilation of invariant variables has a direct consequence for identifiability. Consider
the partitioned model:

yi = ZiB1 + W02 + cijr + w;, (9.156)

where Z; € RT*X1 contains time-varying regressors and W, € RT7*%2 contains K, strictly

invariant regressors. Each column of W; satisfies wgk) = wz(’“) jr, so W; = jrw,.
After the within transformation:
Vi =251 + QrW, Bo + c;Qrir +ii; = Z;61 + ;. (9.157)
~—— N——

=0 =0

Defining the global matrix of transformed regressors as X; = [Z;, Qr W] = [Z;, 074k, ),
the cross-moment matrix is

N N i
XX, = le 2iZ OKN@]. (9.158)
i=1 OKQXKl 0K2><K2

Since the last Ky columns are entirely null, the matrix is singular:

N N
rank <Z X;XZ) = rank <Z Z;Zl> < K, < K, +K,. (9.159)

=1 =1

The identification condition (FE.2) requires rank K; + K, which is violated. The inverse
matrix does not exist and 3, is algebraically non-identifiable by the FE estimator.
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9.3.8.3 Practical Implications

I. Mechanical disappearance of the intercept. The intercept (3, is associated with a
constant regressor (x;;; = 1 for all 4,¢). Since this variable is perfectly time-invariant, Qz
transforms it into a vector of zeros. The FE estimator eliminates the common intercept
by construction. Software reports as "intercept" the estimated mean of individual fixed
effects (¢ = % >-; ), but the original parameter fy is not identified in isolation.

II. Treatment in econometric software. When including invariant variables (such as
gender or race) in an FE regression (e.g., xtreg, fe in Stata or plm in R), the algorithm
detects the column of zeros in the transformed matrix and automatically drops the
variable, reporting omitted due to collinearity. This is not a bug, but the correct
implementation of projection algebra.

9.3.9 Caveats, Common Errors, and Committee Questions
9.3.9.1 Caveats and Common Errors

Time-invariant variables If z; does not vary over time, then z; — z; = 0. Therefore,
FE does not identify coefficients for invariant variables.

Symptom: variable is automatically excluded from the fixed effects regression. If the
researcher needs to estimate the effect of invariant variables, they should consider RE
(under El¢; | X;] = 0) or the Mundlak estimator, which includes x; as a proxy for ¢;.

Nickell bias in dynamic panels Consider

Yit = PYie—1 + Ci + Uit (9.160)

After the within transformation,

Yit = Plig—1 + Uit (9.161)

The regressor ¢;;—1 depends on u;,_;, and the error i, contains «;, which also includes
U;—1. Thus,

E[g; +—11:t] # 0. (9.162)
The FE estimator is inconsistent for fixed 7. The bias is of order O(1/T).

Symptom: autoregressive coefficient substantially biased in short panels.

Measurement error FE uses within variation. If the variable x;; is persistent and
measured with error, the within transformation may reduce the signal-to-noise ratio.

Symptom: coefficient shrinks toward zero when moving from POLS to FE.

Non-linear models In non-linear models, such as Logit or Probit with fixed effects,
estimating ¢; can generate the incidental parameters problem. The linear within transfor-
mation is not available in the same way.
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9.3.9.2 Typical Committee Question

Question: You use FE in a short panel with possible feedback from the error to future
regressors. How do you defend consistency?

Answer: FE requires strict exogeneity:

If there is feedback, for example,
COV(Xi’t+1, uit) # O, (9164)
then
E[%, ] # 0, (9.165)

and FE is inconsistent.
As an empirical defense, one can:
 include lead regressors as a falsification test;
o compare FE with instrumental variable estimators;

o use dynamic GMM if there is a lagged dependent variable.

Table 9.1: Final Synthesis: Fixed Effects Estimator

Concept Mathematical Expression Eq.
Population Model Vit = X8 + ¢ + Uy (1)
Within Operator Qr =1Ir — %jTj/T (5)
Properties of Qyp Qr=Qr, Q7 =Qr, Qrjr =0  (6)
Rank of Q7 rank(Qr) =T —1 (10)
FE Estimator Brp, = (CXIQrX:) ' XiQry: (15)
Unbiasedness E[BFE] =0 (17)
Consistency plim By = B (18)
Induced Autocorrelation  Corr(i, i) = — 7 (23)
Residual Variance 62 = N(ffﬁ (25)
Sandwich Variance Vsandwich = A 1BgA~! (31)
Arellano’s CRVE Vetuster = Ay ByAR! (36)

Remark 9.3.16 (Final Summary for the Qualification Committee). 1. The FE esti-
mator eliminates ¢; via the within transformation Qr, allowing arbitrary correlation
between ¢; and x;;.

2. Critical hypotheses: FE.1 (strict exogeneity) guarantees consistency; FE.2 (full
rank) guarantees identification; FE.3 (sphericity) justifies classical standard errors;
FE.4 (finite moments) guarantees applicability of WLLN.

3. Unbiasedness and consistency: Under FE.1-FE.4, E[Bpg] = 3 (finite sample)
and plim Bpg = B (asymptotic), even with Cov(x;, ¢;) # 0.
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4. Mechanical autocorrelation: The within transformation induces a correlation
of —1/(T — 1) between residuals, a mathematical (not economic) artifact that
disappears as T" — oo.

5. Degrees of freedom: The correct denominator is N(T'— 1) — K, not NT — K,
reflecting the loss of N degrees of freedom due to demeaning.

6. Robust inference: Under non-sphericity, Arellano’s CRVE (sandwich) is used,
consistent under arbitrary heteroskedasticity /autocorrelation. For G < 50 clusters,
Wild Cluster Bootstrap is applied.

7. FE limitations: (i) does not identify time-invariant variables; (ii) inconsistent
under dynamic feedback (Nickell bias); (iii) amplifies measurement error in persistent
variables.

9.4 Random Effects (RE)

9.4.1 Population Specification and Identification Assumptions
9.4.1.1 Linear Model with Additive Compound Error

Definition 9.4.1 (Population Specification of the Panel Model). Let there be a balanced
panel with N cross-sectional units ¢ € {1,..., N} observed over T periods t € {1,...,T}.
The population model for observation (i, ) is:

Yit = X3 + Vit (9.166)

where y;; € R is the dependent variable, x;; € R'*¥ is the vector of K regressors, 3 € R¥!
is the vector of homogeneous and time-invariant structural parameters, and v; € R is the
contemporaneous compound error.

Definition 9.4.2 (Additive Decomposition of the Compound Error). The compound
error vy is additively decomposed into two components:

Vit = Cj + Ut (9.167)
where:

e ¢; € R is the unobserved individual effect (time-invariant individual hetero-
geneity), capturing constant latent factors such as innate ability or organizational
culture

e u; € R is the contemporaneous idiosyncratic error, representing transitory
random shocks that vary over time and across individuals

Substituting into the level equation:

Yit = X3 + ¢ + wit (9.168)
Remark 9.4.1 (Matrix Representation by Individual). Stacking the T observations of
individual ¢:

yi = XiB +v; (9.169)
V; = CilT + u; (9170)
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where y;, v;,u; € RT™1 X, € RT™X and 17 € RT™*! is the vector of ones. The final
population vector representation is:

yi=XB+clr+uw (9.171)

Remark 9.4.2 (Distinction Between Fixed Effects and Random Effects). The separation of
the compound error into ¢; and u; is crucial for distinguishing the approaches:

« Fixed Effects (FE): allows arbitrary correlation between ¢; and x;; (Cov(x;, ¢;) #
0)

« Random Effects (RE): requires strict orthogonality between ¢; and x;; (F[c;|X;] =
0), allowing ¢; to remain in the compound error without generating inconsistency

9.4.1.2 Stochastic Nature of Individual Heterogeneity (c;)

Remark 9.4.3 (Epistemological Justification for Stochastic Treatment of ¢;). Under simple
random sampling from the population, all individual characteristics X; and y; are random
variables. By logical consistency, the unobserved heterogeneity ¢; must be treated under
the same stochastic ontology, being a latent random variable generated by the same
sampling process.

This approach differs from the classical view that treated c¢; as N fixed deterministic
parameters. Under the standard microeconometric asymptotics (N — oo, T fixed),
estimating each ¢; individually generates the incidental parameters problem: the
number of parameters grows linearly with N, making it impossible to accumulate historical
information about each unit and infecting B with severe inconsistency.

Remark 9.4.4 (Conceptual Distinction: “Fixed” vs “Random”). The distinction between
“fixed effect” and “random effect” does not lie in the mathematical nature of ¢;
(stochastic under both approaches), but rather in the conditional correlation structure
allowed between ¢; and X;:

« Fixed Effect: allows arbitrary statistical dependence (Cov(x;, ¢;) # 0)

« Random Effect: imposes strict exogeneity and conditional orthogonality
(Elc|Xi] = 0)

Remark 9.4.5 (Conditional vs Unconditional Inference). The choice between conditional
(FE) and unconditional (RE) modeling has profound implications for the scope of scientific
conclusions:

« Conditional Inference (FE/LSDV): the scope of inference is restricted to the
N units present in the sample. The Within projection removes inter-individual
variability and prevents extrapolation beyond sampled units.

« Unconditional Inference (RE): by conceiving ¢; as a random variable with
modeled moments, one performs marginal inference directed at the superpopulation
from which the sample was drawn. The estimated parameters represent structural
population moments, allowing extrapolation to unsampled units and counterfactual
scenarios.
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9.4.1.3 System of Orthogonality Assumptions

Definition 9.4.3 (Assumption RE.1: Orthogonality of Individual Heterogeneity). The
defining assumption of the Random Effects model postulates that the conditional expec-
tation of the individual effect ¢; given the regressor matrix X; is independent of it and
equal to its unconditional expectation (assumed zero without loss of generality):

Role: This is the assumption that distinguishes RE from FE. It requires that time-
invariant omitted characteristics (innate ability) do not influence systematic choices of
regressors in any period. If Cov(x, ¢;) # 0, the compound error correlates with regressors,
generating omitted variable bias and severe inconsistency of the RE estimator.

Counterexample: If innate ability affects wages and education, then ¢; is correlated
with educ;;, and RE is inconsistent.

Definition 9.4.4 (Assumption RE.2: Conditional Strict Exogeneity of the Idiosyncratic
Error). The contemporaneous idiosyncratic shock u; is orthogonal to regressors from all
periods, conditional on individual heterogeneity c;:

Role: Ensures that contemporaneous shocks are orthogonal to any measurable function
of explanatory variables (present, past, or future), conditional on ¢;. Prevents contem-
poraneous reverse causality and temporal feedback effects. It is violated by definition in
dynamic models with the lagged dependent variable as regressor.

Definition 9.4.5 (Assumption RE.3: Homoskedasticity and Absence of Serial Correla-
tion). The components of the compound error satisfy:

Var(uy | Xi,¢;) =02 >0 Vt (idiosyncratic homoskedasticity) (9.174)
Cov(ui, uis | X4,¢) =0 Vt#s (absence of serial autocorrelation) (9.175)
Var(c; | X;) =02 >0 (individual effect homoskedasticity) (9.176)

Role: Allow construction of the covariance matrix €2 and the efficient GLS transformation.

Definition 9.4.6 (Assumption RE.4: Rank Condition).
rank (E[X/Q7'X]) = K (9.177)

Role: Guarantee identification and invertibility of the weighted moment matrix.

Theorem 9.4.1 (Conditional Moment of the Compound Error). Under assumptions
RE.1 and RE.2, the compound error vector satisfies:

Proof. By the decomposition v; = ¢;17 + u; and linearity of conditional expectation:

= Ele; | Xillr + Elu; | X] (9.179)
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By assumption RE.1, F[¢; | X;] = 0, so the first term vanishes:
To evaluate E[u; | X;], we apply the Law of Iterated Expectations (LIE) conditioning on
C;.

= F[0r | X;] (by assumption RE.2)

=0r (9.181)
Therefore:
O

Remark 9.4.6 (Implication for Pooled OLS Consistency). Strict exogeneity E[v; | X;] = Op
implies E[X!v;] = 0k by LIE, guaranteeing Pooled OLS consistency. However, the
temporal persistence of ¢; in v; induces non-zero intraclass covariance, violating Gauss-
Markov and requiring FGLS for efficiency.

Theorem 9.4.2 (Second-Order Mutual Orthogonality). Under assumptions RE.1 and
RE.2, the conditional covariance between c; and w; is zero:

COV(Ci,UZ’t ‘ Xz) =0 Vit (9183)

Proof. By definition of conditional covariance:

First term: By LIE conditioning on ¢;:

E[Ciuit ‘ Xz] E[E[cluzt | Xi7 Ci] ’ Xz]
[CiE[uit | X, Ci] | Xi]

E
Elc;- 0] X;] (by assumption RE.2)
0

(9.185)

Second term: By assumption RE.1, E[¢; | X;] = 0, and by LIE + RE.2, E[u; | X;] = 0:

Therefore:
COV(CZ', Uit ‘ Xl) =0—-0=0 (9187)
]

Theorem 9.4.3 (Structure of the Compound Error Variance-Covariance Matrix). Under
assumptions RE.1, RE.2, and RE.3, the conditional variance-covariance matriz of the
compound error is:

Q = Var(v; | X;) = 02Jp + o2lp (9.188)

where I is the identity matriz and Jp = 171/ is the matriz of ones.
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Proof. By the decomposition v; = ¢;17 + u; and linearity of variance:
Var(vi | Xz) = Var(cilT + u; | Xz)
= Var(¢;1r | X;) + Var(uw; | X;) 4+ 2 Cov(e; 1, u; | X5) (9.189)
By the previous theorem (mutual orthogonality), Cov(c;17,u; | X;) = Opxr, so:

Var(v; | X;) = 17 Var(¢; | X;)1 + Var(u; | X;) (9.190)

By assumption RE.3:

Var(c; | X;) = o2 (9.191)
Var(w; | X;) = 0?Ir (by homoskedasticity and absence of autocorrelation) (9.192)

Substituting:
Var(v; | X;) = 0?1715 + 021y = 02Jr + 021y = Q (9.193)

Remark 9.4.7 (Explicit Structure of £2). The matrix €2 assumes the form:

2 2 2 2
o; + o, o; o o;
o2 o402 ... o?
Q= } ) . ) (9.194)
2 2 2 2
UC UC UC + Uu

The conditional intraclass correlation between errors from distinct periods (¢ # s) is

constant:

o
Corr (v, vis | X;) = < 4502 =p (9.195)

This constant serial correlation induced by ¢; violates Gauss-Markov, making Pooled OLS
inefficient (though consistent under RE.1 and RE.2), justifying the application of FGLS
to recover efficiency.

Table 9.2: Synthesis: RE Assumption System

Property Moment Condition Eq.
Heterogeneity Orthogonality Ele; | X;] =0 (8)
Conditional Strict Exogeneity Eluy | Xi,¢) =0 (9)
Compound Error Exogeneity Elv; | X;] = 0r (14)
Idiosyncratic Homoskedasticity Var(uy | Xi,¢;) = o2 (19)
Absence of Serial Autocorrelation — Cov(w, wis | X4, ¢;) = 0,VE £ s (20)
Individual Effect Homoskedasticity ~Var(c; | X;) = o2 (21)
Cross Mutual Orthogonality Cov(ei,uy | X;) =0 (26)
Intraclass Covariance Structure Q=02Jr+ Iy (30)
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9.4.2 Second-Order Structure and Spectral Decomposition
9.4.2.1 Conditional Moments of the Compound Error

Theorem 9.4.4 (Second-Order Moments of v;). Under assumptions RE.1-RE.3, the
conditional moments of the compound error vy = ¢; + u; satisfy:

Var(vy | X;) = 0% + o2 (9.196)
Cov(vig, vis | X;) =02 Vt#s (9.197)
2
o
Corr(vit, vis | X;) = p +c<75 =p (9.198)

Proof. Contemporaneous variance: By the decomposition v;; = ¢; + u;; and quadratic
linearity of conditional variance:

Var(v;; | X;) = Var(e; | X;) 4+ Var(uy | X;) + 2 Cov(ey, uy | X5) (9.199)

By assumption RE.3, Var(c; | X;) = 02. For Var(uy | X;), we apply the Law of Total
Conditional Variance:

Var(uy | X;) = E[Var(uy | X;,¢) | Xi] + Var(Eluy | X5, ¢] | X5) (9.200)

By assumption RE.2, Flu; | X;,¢;] = 0, so the second term vanishes. By assumption
RE.3, Var(u; | X;,¢;) = 02, so:

u?

Var(u; | X;) = E[02 | X;]+0= o2

u u

(9.201)

By second-order mutual orthogonality (proved in Section 9.4.1), Cov(c;, ui | X;) = 0.
Substituting:
Var(vy | X;) =02 + 02 +2(0) =02 + 02 (9.202)

Temporal covariance (¢ # s): By bilinearity of conditional covariance:
COV(’Uit, Vis | Xz) = COV(CZ' + Ui, C; + Ujs ’ X,L> (9203)
= COV(Ci, C; ‘ Xl) + COV(CZ',UZ‘S ’ XZ) + COV(Uit, C; | Xz) + COV(Uit, Uis ‘ Xz) (9204)

We evaluate each term:
o Cov(c,c | X;) = Var(e | X;) = o2
o Cov(c,uis | X;) =0 (mutual orthogonality)
o Cov(uy,c; | X;) =0 (symmetry of covariance)
o For Cov(uy,u;s | X;), we apply the Law of Total Conditional Covariance:

COV(Uit,UiS ’ Xz) = E[COV(Uit, Uis | Xz', Ci) | XZ]—FCOV(E[U” | Xi, Ci], E[uzs | Xi, Ci] | Xz)

(9.205)
By assumption RE.3, Cov(u;,u;s | X;,¢;) = 0 for t # s. By assumption RE.2,
Elui | X4, ¢;] = 0. Thus:

Cov(uy, uis | X;) = E[0 | X;] + Cov(0,0 | X;) =0 (9.206)



218 CHAPTER 9. PANEL DATA

Substituting:
Cov(vi, vis | Xi) =02+ 0+ 040 = o2 (9.207)

Intraclass correlation: By definition:

C [ 18 Xz 2
p = Corr(vy, vis | X;) = ov (v, Vis | X) = Ze =
VVar(vy | Xo)y/Var(vis | X;)  \Jo? + 02\ /o2 + 02 0i+ 0L
(9.208)
0

2

O¢

Remark 9.4.8 (Interpretation of p and Stochastic Inertia). The coeflicient p quantifies the
fraction of total compound error variance attributable to latent individual heterogeneity
¢;. Unlike AR(1) processes where autocorrelation decays exponentially with |t — s|, the
intraclass correlation remains strictly constant at p for any ¢ # s, regardless of the
temporal interval. This occurs because ¢; enters additively and persistently in all periods,
functioning as permanent non-decaying memory. This constant autocorrelation violates
Gauss-Markov, making Pooled OLS inefficient (underestimated standard errors, inflated
t-statistics) and justifying FGLS.

9.4.2.2 DMatrix Formulation of 2;

Theorem 9.4.5 (Individual Conditional Covariance Matrix). Under assumptions RE.1-
RE.3, the conditional variance-covariance matrix of the compound error vector v, =
Ci]-T + u; 18!

Q; = Var(v; | Xy) = 021 + 02171} (9.209)

Proof. By the decomposition v; = ¢;17 + u; and linearity of matrix covariance:

Qi = Var(cilT | Xz) + Var(ui | Xz) + COV(CZ‘]_T, u; | Xz) + COV(HZ‘, Ci]-T | Xz) (9210)

We evaluate each term:
« By quadratic homogeneity: Var(c;17 | X;) = 17 Var(¢; | X;)14 = 02171%
« By assumption RE.3 (homoskedasticity + absence of autocorrelation): Var(u; |
X;) = o21Ir
« By mutual orthogonality: Cov(c;17,u; | X;) = 17 Cov(c;, w; | X;) = 1704 = Opur
o By symmetry: Cov(u;,c;17 | X;) = Opxr
Substituting:

Q; = 02171 + 021p + Opyr + Opyr = o21p + 02171 (9.211)

Remark 9.4.9 (Equicorrelated Structure). The matrix €2; assumes the form:

2 2 2 2
o, + 0. 206 , O'%
o o, t+o. ... o’

Q= . Co (9.212)

[\V]
oty *”
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This configuration is called equicorrelated structure (or compound symmetry). The
presence of ¢ in all off-diagonal elements indicates that the covariance between any two
distinct periods is constant and equal to the variance of individual heterogeneity, violating
Gauss-Markov sphericity in the longitudinal dimension.

9.4.2.3 Projection Operators and Spectral Decomposition

Definition 9.4.7 (Within and Between Projection Operators). We define the orthogonal
projection operators in the space R”:

1
Qr=1r— flTllT (Within-group operator) (9.213)
1
Pr = T]-T]-IT (Between-group operator) (9.214)
Remark 9.4.10 (Geometric Interpretation). e Qr projects any vector z; onto the sub-

space orthogonal to 17, transforming raw values into deviations from the time mean:
Qrzi =2z, — zlr =%

o P projects z; onto the one-dimensional subspace spanned by 17, compressing the
temporal dimension into individual means: Prz; = z; 11

Theorem 9.4.6 (Algebraic Properties of Py and Qr). The operators Pr and Qr are
symmetric, idempotent, and mutually orthogonal orthogonal projectors:

P. =Py and Q= Qr (symmetry) ( )
PLZ=P; and Q%=Qp (idempotence) ( )
QrPr =PrQr = O0ryr  (mutual orthogonality) (9.217)
Ir =Pr+ Qr (partition of identity) ( )

PTOOf. Symmetry: P/T = (%]'T]',T)/ = %(]-IT)/(]-TY = %]'T]'/T = PT. Since QT = IT — PT,
we have Q) =1, — P, =1y — Pr = Qr.

Idempotence of Py: Since 1,17 =T"

1 1 1 1 1
P2 = (T1T1’T) (T1T1’T) = s lr(Uplr)ly = 5 1r(1)1y = 21017 = P (9.219)

Idempotence of Qr:

Q7 = Iy — Pr)(Ip — Pp) = Ip — 2Py + P35 = Iy — 2P + Py = Iy — Pr = Qr (9.220)

Mutual orthogonality:
Q;Pr = (Iy — Py)Pr =Py — P2 = Pr — Py = Opyr (9.221)

Simﬂarly, PTQT = 0T><T-
Partition of identity: Pr + Qr = %1T1’T + 1y — %1T1’T =1I;. O
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Theorem 9.4.7 (Spectral Decomposition of §;). The conditional covariance matriz ;
admits the spectral decomposition:

Qi - )\IPT + )\QQT (9222)

where the eigenvalues are:
M =02+ To? (Between eigenvalue, multiplicity 1) (9.223)
Ao =02 (Within eigenvalue, multiplicity T — 1) (9.224)

Proof. Step 1: Rewriting €2,.
USil’lg 1T1/T = TPT and IT = QT + PTI

Qi = O'iIT + Ung]_,T
=02(Qr + Pr) + o2(TP7)
=02Qr+ (62 +To?)Pr (9.225)

Step 2: Identification of eigenvalues.

Between eigenvalue: We evaluate €2; on 17:

Qi]-T == [O’ZQT -+ (O’i + TUS)PT]]_T (9226)

Since Qrly = O (orthogonality) and Prly = £17(1417) = £14(T) = 14

Qilr =o2(07) + (62 +To)1y = (02 + To?) 1y (9.227)

Thus, 17 is an eigenvector with eigenvalue \; = o2 + T'o2.

Within eigenvalue: Let w; be orthogonal to 17 (1/:w; = 0). Then:

1 1
Prw; = —17(1pw;) = —17(0) = O7 (9.228)
T T
Qrw; = (Ir — Pr)w; = w; — 0r = w; (9.229)
Therefore:
Qw; =o>w; + (02 + To?)0r = o2w; (9.230)

Thus, any w; L 17 is an eigenvector with eigenvalue Ay = ¢2. Since the orthogonal
complement of 17 in RT has dimension T'— 1, the eigenvalue Ay has multiplicity 7 —1. [

Theorem 9.4.8 (Arbitrary Powers of ;). For any r € R, the matriz power is:
Q= N[Pr+ \Qr (9.231)

Proof. We prove by induction for m € N.
Base case (m =1): Q] = \{Pr + \Qr (true by spectral decomposition).



9.4. RANDOM EFFECTS (RE) 221

Inductive step: Assume QF = \sP, + \5Qp. Then:

Q! = QFQ; = (AP + MQr)(MPr + Q)
= MTPE + MPrQr + M\ QrPr + MM Q7

By idempotence (P2 = Pr, Q% = Qr) and mutual orthogonality (P7Qz = 0):

QML = NP+ ASTIQp (9.232)

By induction, valid for all m € N. By analytic extension, valid for all » € R. O

Remark 9.4.11 (Applications for GLS). The fundamental powers for estimation are:

1 1
-1 _

W, O T2 Pr+—Qr (9.233)

Q2 =

1 P 1
i T T+72QT
\Joi+To? \/ o2

The spectral decomposition eliminates the need for numerical inversion of T' x T" matrices
for each individual, allowing efficient computation of the quasi-demeaning transformation
of the RE-FGLS estimator.

(9.234)

9.4.3 Quasi-Demeaning Transformation, GLS, and FGLS
9.4.3.1 Variance Filter and Parameter 6

Theorem 9.4.9 (Variance Filter ﬂz-_l/g). Applying the Powers Theorem wvia Spectral
Decomposition (r = —1/2) to the representation ; = \M{Pr 4+ X\Qr:

1
o2+ To?

Proof. From the spectral decomposition, £; = APz + \Qr with A} = ¢2 + T'o? and
Ao = 02, By the Matrix Powers Theorem:

_ 1
Q"% = Pr+ ;QT (9.235)

— — — 1 1
o V2 AP PQr = ——— Prt —Qp (9.236)

o2+ To? Oy

O

Remark 9.4.12 (Geometric Interpretation). The operator €2, 2 acts with weighted scaling
on the two orthogonal dimensions of R”: it divides the Between projection by the standard

deviation of the Between error (y/02 + T¢?) and the Within projection by the standard
deviation of the idiosyncratic shock (o), eliminating all serial correlation induced by ¢;.

Definition 9.4.8 (Quasi-Demeaning Parameter). We define the scale parameter € [0, 1):

oq
f=1- o2+ To2 (9.237)
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Remark 9.4.13 (Asymptotic Limits of §). 1. Absence of heterogeneity (o2 = 0):

limy2 .00 = 1 —1 = 0. The transformation reduces to the identity, and GLS =
Pooled OLS.

2. Dominance of heterogeneity or 7' — oo: limy .0 =1 — 0 = 1. The transfor-
mation converges to Within, and GLS = FE.

The parameter 6 functions as an optimal calibrator, continuously weighting Within and
Between variations.

Theorem 9.4.10 (Compact Matrix Representation). The variance filter can be factored

as:

. 1
Q= —[Iy — 6P (9.238)

K3
Oy

Proof. Starting from the spectral expression and using Qr = Iy — Pr:

_ 1 1

K
/ 2 2 o
o2+ To? u

1 1

1
=—Ir+|———|Pr
Ou (\/03+T0'2 Ou)

Ll Tu 1| P
=— Ir —— = T
Tu \/ 02+ To?
1
= —[Ir — 6P
where we recognize ﬁ = agigag =1-9. O

9.4.3.2 Scalar Transformation and Sphericity

Definition 9.4.9 (Scalar Quasi-Demeaning). Applying the operator Uuﬂi_l/Q =1Ir—0Pp
to any variable z;:

Z,Zkt = Zit — ‘951 (9239)

where z; = % Zthl 2 18 the individual time mean.
Proof. By definition of the Between operator:

1
Zf = (IT — HPT)ZZ‘ =Z; — 0 (T]_T]_,TZZ> =Z; — 057,17“ (9240)

In scalar notation: 2}, = z; — 0z;. ]

Theorem 9.4.11 (Sphericity of the Transformed Error). Under the quasi-demeaning
transformation, the transformed compound error vi = v; — 0v;1p satisfies:

Var(v} | X;) = oI (9.241)
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Proof.
Var(v: | X;) = Var(0,8; *v; | X;)
=020, 12 Var(v; | X;)Q; 12
_ Uiﬂi_l/QQiQi 1/2
= oIy
O
Remark 9.4.14 (Transformed Model). Applying the transformation to the structural
equation y; = x4 3 + ¢; + wi:
Yir — 0y; = (xi — 0%;) B + Bo(1 — 0) + (vie — 00;) (9.242)

The intercept transforms into y(1 — 6) since Z;p = 1 for the constant.

9.4.3.3 GLS Estimator and Aitken’s Theorem (BLUE)
Definition 9.4.10 (Random Effects GLS Estimator). The GLS estimator is:

_1N

N
Brprs — (z Xax) X0y, (9.243)
=1

=1

Theorem 9.4.12 (Conditional Unbiasedness). Under RE.1 and RE.2, the GLS estimator
is conditionally unbiased:

ElBrecrs | X] =B (9.244)
with conditional variance:
—1
Var(Bre.crs | X) (Z X;Q ) (9.245)
Proof. Substituting y; = X;8 + v;:
) N -1 N
Brecrs =B+ (Z XQQZIXZ') > Xy, (9.246)
i=1 i=1

Applying conditional expectation and treating X; and £2; as deterministic under condi-
tioning:

N
ElBrecrs | X] =8+ (Z X;Qi‘lXi) ZX’ Bl | Xy =8 (9.247)
i=1 —
=07
The variance follows from the standard weighted OLS formula:

s - (Sx0x) Sxor i xg ) (Sxx)

-Q;

-1

(9.248)

N
= (Z X;Q;IXZ) (9.249)
=1

O
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Theorem 9.4.13 (BLUE under RE.1-RE.3: Aitken’s Theorem). The GLS estimator is
the Best Linear Unbiased Estimator (BLUE) in the class of conditional linear estimators.
For any alternative linear unbiased estimator 3 = Zz L Alyi:

Var(8 | X) = Var(Bre.ars | X) (9.250)
in the positive semidefinite matrixz sense.

Proof. For B to be unbiased, it is required that >, A’X; = I.. We define the difference
matrix:

-1
N
D, =A; —Q;'X; (Z X;.Qj—lxj) (9.251)
j=1

We compute the weighted quadratic form:

N N N RN
;D;QZDZ» = z;A;QiAi — (Zl X;Q;lxj) <§; X;Ai>
1= 1= 1= 1=

=Ix
N N -1 N -1
— (Z A;Xz> (Z X;lexk> + ZX;Q;lXJ
i=1 k=1 j=1
=Ix
~1
= Var(B | X) (Z X! )
= Var(,@ ’ X) — Var(,@RE’GLS ‘ X)
Since €2; is positive definite, Zf\il D;Q,;D; > 0, hence:
Var(8 | X) = Var(BrecLs | X) (9.252)

9.4.3.4 Relative Efficiency: RE vs FE

Theorem 9.4.14 (Efficiency Dominance over FE). Under RE.1-RE.3, the GLS estimator
is asymptotically more efficient than the Within Fized Effects estimator:

Var(Brg | X) = Var(Brears | X) (9.253)
Proof. The FE estimator is linear and unbiased (Section 9.3), hence belongs to the class
of Aitken’s Theorem, implying the inequality immediately.
To quantify the efficiency gain, we compare precisions (inverses of variances). The variance

of FE is:

-1

Var(Brg | X) = o2 (Z X'QrX; ) (9.254)

since Qr€iQr = 0;Qxr.
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The precision of RE is:

V&I"(,BRE GLS ’ X ZX’ [ QT —+ )\1 PT‘| X (9255)

Subtracting precisions:

Var(Brears | X) ™' — Var(Bpg | X) ™! Z X/PrX,

)\111

Since P is positive semidefinite, the precision difference is non-negative, implying:
Var(Brp | X) — Var(Brpcrs | X) = 0 (9.256)

]

Remark 9.4.15 (Interpretation of the Efficiency Gain). The superiority of RE stems from
incorporating Between variation (PrX;) into estimation. While FE discards all inter-
individual variation by pre-multiplying by Qr, RE optimally weights Within and Between
variations based on spectral eigenvalues, recovering additional information.

9.4.3.5 Classical Variance of the GLS Estimator

Theorem 9.4.15 (Conditional Variance of the GLS Estimator). The conditional variance
of the GLS estimator in terms of the parameter 6 is:

-1

N
Var(Brp.crs | X) = 02 [Z Xi(Ir — GPT)Xz“| (9.257)

i=1

Proof. Under the quasi-demeaning transformation, the transformed model is y; = X 3+v}
with Var(v} | X;) = ¢2Iy. The GLS estimator is OLS on the transformed data:

N -1 N
Bre.cLs = (Z X5 Xf) S X! y: (9.258)
=1

=1

The variance follows from the standard OLS formula:

-1

Var(Bre.ars | X) = o2 <ZX* X) (9.259)

To maintain correspondence with the quasi-demeaning structure and computational
simplification, the compact expression is:

N —1
Var(Brecrs | X) = o2 [Z Xi(Ir — GPT)XZ'] (9.260)

i=1
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9.4.3.6 FGLS Estimation: Variance Components

The GLS estimator requires knowledge of the population parameters o2 and o2, which
are unknown in practice. The FGLS (Feasible GLS) estimator replaces these parameters
with consistent first-stage estimates.

Definition 9.4.11 (Estimator of 62 via Within Residuals). The classical Within Gauss-
Markov estimator for o2 is:

. SSRrg
2 _
T NT-1)-K (9:261)

where SSRpp = YN, YT 42 is the sum of squared residuals from the Within (FE)
estimator.

Remark 9.4.16 (Degrees of Freedom Justification). The denominator N(7T' — 1) — K
reflects the loss of NV degrees of freedom due to estimation of the N individual effects (via
demeaning) and an additional K degrees of freedom for the regressors. Under RE.1-RE.3,

62 is unbiased in finite samples and consistent under N — oo with fixed T

Definition 9.4.12 (Estimator of 02 via Between Regression). The variance of the mean
compound error v; = ¢; + u; is:

2
02 = Var(v; | Xi) = o + 2 (9.262)
We estimate o2 via the Between regression g; = x;3 + 0;:
SSR
A2 Between
— T ooween 9.263
v TN (K +1) (9:263)

where SSRBetween = Eivzl (Zj@ - iiBBetweeny-

Definition 9.4.13 (Estimator of ¢2). Isolating o2 from the relation ¢2 = o2 + 02 /T

(9.264)

S|

Remark 9.4.17 (Non-Positive Variance Problem). In finite samples, it may occur that
62 < 0 when 62 < 62/T. This violates the theoretical restriction ¢ > 0. The standard
solution is truncation:

&2
672 trune = MAx (0, 62 — 73) (9.265)
Remark 9.4.18 (Consequences of Truncation). 1. If 62 > 0, truncation is asymptoti-

cally irrelevant since limy_,, P(62 < 0) = 0.

2. In finite samples, it introduces positive bias: E[672 ] > 0%

3. If 62, =0, then § = 0 and FGLS = Pooled OLS.

c,trunc
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9.4.3.7 Asymptotic Properties of FGLS
Definition 9.4.14 (Random Effects FGLS Estimator). Replacing €2; with QZ constructed

with 62 and 62

N -1 N
BrE,FGLS = (Z X;Qilxz) ZXgﬂflyi (9.266)

i=1 i=1

Equivalently, applying OLS to quasi-demeaned data with 6 = 1 — \/ G2/(62 +T62):

N N
Bre,rcLs = (Z X7 Xf) Y Xiy; (9.267)
i=1

i=1

* No
where z} =z, — 0z;1;.

Theorem 9.4.16 (Consistency and Asymptotic Normality of FGLS). Under RE.1-RE.S3,
i.1.d. sampling in dimension i, and finite moments, when N — oo with fized T':

VN(Brerars — B) % N <0K, (E[X;Qi‘lXi})_l> (9.268)

Proof. Step 1: Asymptotic linear representation.
Substituting y; = X;3 + v; and scaling by v N:

-1

3 1 & 1&— 1 X X! A
VN (Brerors — B) = (N ;X,Ql 1X¢> (\/_ ; X0y Z) (9.269)

Step 2: Consistency of variance estimators.
By consistency of 62 and 62 (proved via WLLN applied to first-stage residuals):

plimy_. 62 =02 and plimy_, 62 =0> (9.270)

By the Continuous Mapping Theorem:
Ot Lot (9.271)
Step 3: Limit of the moment matrix.

By WLLN and Slutsky:

~ SXOTX B BXQTIX ] = A (9.272)

Step 4: Asymptotic irrelevance of (2, estimation error.

By Slutsky’s Theorem, the estimation error of fli_ !is asymptotically irrelevant for the
first-order distribution:

N 1 N .
Vi = —— X;Qi_ v+ o (1) (9.273)
; VN ; :

3%
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Step 5: Application of CLT.
Defining w; = X/ 'v;, we have E[w;] = Ox by strict exogeneity. The variance is:
Var(w;) = E[X}Q; 'v;viQ;1X]]
= B[X;Q7" Blvivi | X,] Q77X

= B[X!Q'X;] = A
By the Lindeberg-Lévy CLT:

1 d
— ) XiQ v 5 N(0g, A) (9.274)
/_N ; (A} Y

Step 6: Combination via Slutsky.

Combining the limits:
VN(Brp.rors — B) % A™' - N(0x, A) = N(Og, A”"AA™Y) = N(0g, A™Y)  (9.275)
]

Theorem 9.4.17 (Estimated Asymptotic Variance Matrix). The feasible asymptotic
variance matrix is:
~1

—_— A N A
Avar(VN(Bre.ras — B)) = (;f ZXQQilXi> (9.276)
=1

In terms of the parameter 0:
N -1
Var(BreraLs) = 0. [Z Xi(Ir — QPT)Xi] (9.277)

=1

Proof. By consistency of SA][ I'and WLLN:

1 X,
v SXIO X B EXIQX] (9.278)
=1

By the Continuous Mapping Theorem (inversion is continuous in the space of non-singular

matrices):
-1

N _
<]1V 3 XQQ;IXZ) 2 (EXi9' X)) ' (9.279)
=1

The expression in terms of 0 follows from the compact representation Q; 1= &%(IT —
0Pr). O

Remark 9.4.19 (Practical Inference). The square roots of the diagonal elements of
\//a\r(BRE raLs) are the asymptotic standard errors. By asymptotic normality, the statis-
tics t = (f3; — B?)/se(ﬁj) converge to N(0,1) under Hy, allowing asymptotically valid
hypothesis tests and confidence interval construction.
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9.4.4 Intuition and Practical Application
9.4.4.1 When to Use RE

The Random Effects model is appropriate when one assumes that individual heterogeneity
¢; is not correlated with the regressors. In this case, ¢; can be treated as part of the
compound error, but with a specific covariance structure.

RE is useful when:
« one wishes to estimate coefficients of time-invariant variables;
« one believes in orthogonality between ¢; and x;;

« one seeks efficiency superior to POLS, exploiting the serial correlation structure
induced by c¢;.

If Cov(xy,c;) # 0, RE is inconsistent.

9.4.4.2 Quasi-Demeaning Intuition
Since v; = ¢; + uy, observations from the same individual are correlated:

Cov (v, vis) = Var(¢), t # s. (9.280)
POLS ignores this correlation. FE completely eliminates ¢;. RE performs an intermediate
weighting.

The RE transformation is
Y = Yir — 0, (9.281)

and analogously for x;;.

The parameter 6 is between zero and one:
o if § = 0, the transformation coincides with POLS;
o if § = 1, the transformation coincides with FE;

o if 0 < 0 < 1, RE combines within and between variation.

9.4.5 Specification Tests: Hausman and Mundlak
9.4.5.1 Hausman Test (1978)

Contrast Principle The Hausman test is based on comparing two estimators: the
Within Fixed Effects estimator (Bpg) and the Random Effects estimator (Bgg). We
partition the regressor matrix as X; = [X;; X,»], where X, contains the K; time-
varying variables and X o contains the K, time-invariant variables. Since QrX;2 = 0,
the FE estimator identifies only 3;.

Definition 9.4.15 (Contrast Vector). We define the contrast vector of time-varying
variables:

4 = Brr — Brea (9.282)
Under the null hypothesis of systemic orthogonality, both estimators are consistent for 3,
hence:

plimy_,. 4 =B1 — B1 = Ok, (9.283)
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Definition 9.4.16 (Test Hypotheses).

Hy: Elc; | X;] =0 (RE consistent and efficient) (9.284)
H,: Elc; | X;] #0 (RE inconsistent, FE consistent) (9.285)

Under Hy, the RE estimator achieves the lower variance bound (BLUE). Under Hy,
FE remains consistent since the Within transformation annihilates ¢;17 regardless of
correlation with X;.

Hausman’s Lemma and Covariance Simplification

Lemma 9.4.1 (Hausman’s Lemma). Under Hy, the covariance between the efficient
estimator (RE) and the contrast vector is zero:

Cov(Bre, Bre — Bre) =0 (9.286)
Proof. Under Hy, we construct a generic alternative linear estimator:
B = Bre + A4 (9.287)

where A € REE1 i an arbitrary constant matrix. Since E[q] = 0 under Hy, B* is
unbiased:

E[3"] = E[Brp) + AE[q] = B (9.288)
The variance matrix of ,é* is:

Var(3*) = Var(Brp) + A Var(q)A’ + A Cov(q, Bre) + Cov(Bre, 4)A’ (9.289)

Since BRE is efficient under Hy, the difference D = Var(,é*) — Var(BRE) must be positive
semidefinite for any A:

A Var(q)A' + A Cov(d, Brr) + Cov(Brp, @)A’ = 0 (9.290)

Defining A = vC with v € R and C arbitrary:
7*C Var(§)C' + +[C Cov(&, Bri) + Cov(Bre, 4)C'] = 0 (9.291)
For this quadratic form in v to be non-negative for all v € R, the linear coefficient must

be zero: A R
C COV(q, IBRE) + COV(,@RE, Q)C' =0 (9292)

Since C is arbitrary, we choose C = COV(BRE, q)":

Cov(Bre, 4) Cov(Bre, @) + Cov(Bre. 4) Cov(Brp, 4) = 0 (9.293)

Since both terms are positive semidefinite (outer products), each must be individually
Zero: A
COV(ﬁRE, 61) =0 (9294)
Substituting q = BFE — BRE:
Cov(Brp, Bre — Bre) =0 (9.295)
O
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Theorem 9.4.18 (Hausman’s Equality). Under Hy, the variance of the contrast vector
simplifies to: R )
Var(@) = Var(Brz) — Var(Bre.) (9.296)

Proof. By quadratic linearity of variance:

Var(q) = Var(Bpg) + Var(Bre) — Cov(Brg, Bri) — Cov(Bre, Brr) (9.297)

From Hausman’s Lemma, Cov(,éRE, BFE — ,éRE) = 0, hence:

COV(BRE,BFE) — Val"(BRE) =0 = COV(BRE’BFE) = Var(BRE) (9298)

By symmetry of covariance:

Cov(Bre. Bre) = [Cov(Bre, Bre)) = Var(Bre) (9.299)

Substituting:
Var(q) = Var(Brg) + Var(Bre) — Var(Bre) — Var(Brg) = Var(Brg) — Var(Brz) (9.300)
L]

Wald Test Statistic
Definition 9.4.17 (Hausman Statistic). The test statistic is a Wald quadratic form:

1

o= q [@(ﬁFE> — VE;T(BREJ)T q (9.301)
Theorem 9.4.19 (Asymptotic Distribution). Under Hy and N — oo with fized T':
A3 (9.302)
where Ky is the number of time-varying variables tested.
Proof. Under Hy, by the Central Limit Theorem:
VNq % N(0g,, V,) (9.303)
where V, = Avar(Bpp) — Avar(Brpg,) is positive definite.
B2y Slutsky’s Theorem, if \72;1"((1) is consistent for V,/N, the quadratic form converges to
X, - [

Remark 9.4.20 (Hausman Test Pathologies). 1. Negative statistic in finite sam-
ples: Since \//gr(BF g) and \//;r([;'RE,l) are estimated separately, the difference matrix
may not be positive definite in small samples, generating negative eigenvalues and
H < 0 (mathematical absurdity for a quadratic distance).

2. Sensitivity to non-spherical errors: The simplification Var(q) = Var(,éFE) —
Var(Brg) requires RE to be efficient under Hy. Under heteroskedasticity or serial
autocorrelation, RE loses efficiency and the equality fails.

3. Inability to test time-invariant variables: Since FE annihilates time-invariant
variables, the test is restricted to the K; time-varying variables.
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9.4.5.2 Mundlak’s Projection Filter (1978)
Modeling Correlation via Linear Projection

Definition 9.4.18 (Mundlak Projection). Mundlak (1978) proposes modeling the condi-
tional expectation of the individual effect as a linear projection onto the time means of
the regressors:

Ele | Xi] = xiv (9.304)

where X; = %Zthl x;; € RXK and v € REXL,

Definition 9.4.19 (Decomposition of the Individual Effect). We decompose ¢; into its
conditional projection and an orthogonal residual:

where, by properties of orthogonal projection:

Ela; | X,] =0 (9.306)

Definition 9.4.20 (Mundlak’s Augmented Model). Substituting into the level equation:
Yit = X3 + XY + a; + ui (9.307)

The term a; acts as a new individual random effect orthogonal to X;, and x; functions as
a control function that purifies the compound error of systematic correlation with the
regressors.

Algebraic Equivalence with the Within Estimator

Theorem 9.4.20 (RE-Mundlak = FE Equivalence). FGLS (RE) estimation of Mundlak’s
augmented model produces 3 estimates algebraically identical to the Within Fized Effects
estimator:

BrE Mundiar = Bre (9.308)
Proof. The augmented model in vector form is:
yi =XiB+PrXyy +v; (9.309)
where v; = a;17 + u; with Var(v; | X;) = Q; = 02Ir + 02171
We apply the spectral weighting operator 9;1/2 = éQT + %PT, where n = m:

QP = Q;l/zxzﬁ + 9;1/2PTX1"7 + Q;I/zvi (9.310)

(2

We evaluate the transformed terms using Q7Pr = 0 and P2 = Py

) 1 1 1
QPP rX, = <QT + 77PT) PrX; = EPTXi (9.311)

Oy

~ 1 1
QX = QX+ EPTXi (9.312)
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Substituting and defining v* = %(,@ +):

Q; %y, —QTX B+PrXyy + Q% (9.313)
T B
i1

We verify sample orthogonality between regressor blocks:

N 1 N
Z Z;,lzi,Q = ZX;QTPTXi = OrxKk (9.314)
i=1

u =1
By the Frisch-Waugh-Lovell Theorem, exact orthogonality allows estimating 3 in isolation:
A a 1/2
/BRE,Mundlak - <Z Z/i,lzi,1> Z Z 2

-1

111 . .
UQZX'QTx) >
1(

Qr <1QT + 1PT> y
o 7

U =1

L X

N

Z X QrX; ) Z X! QTYz)
=1 B . =1

X:QrX; ) > XQryi = Bre (9.315)
i=1

MZ tqw‘ =

(
(
(

@
Il
—

Robust Exogeneity Test via VAT

Theorem 9.4.21 (Mundlak Test as Hausman Substitute). The exogeneity hypothesis
Hy : Ele; | X;] = 0 is equivalent to Hy : v = 0 in the augmented model. The test is a
Variable Addition Test (VAT) via the Wald statistic:

W= Var(3)] 1y Sk (9.316)
Remark 9.4.21 (Advantages over the Hausman Test). 1. Native robustness to

non-spherical errors: The matrix Var(¥) can be computed via the cluster-robust
estimator (CRVE) clustered at the i level:

-1 /N N -1
Varobus (4 (Z WW ) (Z WiviviW ) <Z W;Wz) (9.317)
=1 =1

where ‘AfZ = [Xz ]_T)_(Z]

2. Immunity to negative eigenvalue pathology: Since the variance matrix is
estimated directly (not by difference), it is guaranteed positive definite in finite
samples.

3. Algebraic equivalence: Since BRE’Mundlak = BFE, the Mundlak test is asymptoti-
cally equivalent to the Hausman test under homoskedasticity, but superior under
heteroskedasticity /autocorrelation.
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9.4.5.3 Chamberlain’s Extension (1982)
General Projection of the Individual Effect

Definition 9.4.21 (Chamberlain Projection). Chamberlain (1982) generalizes Mundlak
by projecting ¢; onto all leads and lags of the regressors, relaxing the temporal symmetry
restriction:

G =XaM + XY + - FXiryr + @ (9.318)
where ~; € REX! for each t € {1,...,T}, and E[x},a;] = O Vt.

Remark 9.4.22 (Mundlak vs Chamberlain Comparison). ~ « Mundlak: imposes v, =
Yy = -+ =~r =~/T, restricting correlation to the time mean X;.

o Chamberlain: allows arbitrary temporal dependence patterns, capturing whether
past, present, or future shocks exert differentiated impacts on ¢;.

Definition 9.4.22 (Chamberlain Regression System). Substituting into the level equation,
we obtain a system of 7" equations:

T
Yir = X3 + Z XisYs +ew Vte{l,...,T} (9.319)
s=1
where e;; = a; + uy satisfies E[x).e;] = 0k Vs, t under strict exogeneity.

Minimum Distance Estimator (CMD)

Definition 9.4.23 (Unrestricted Reduced Form). We estimate each period equation
separately via OLS, obtaining the unrestricted parameter vector # € RT°5*1 from the
reduced form:

yi = Xim+e; (9.320)

where Xf =Ir ® [x;1 ... Xi7] € RTXT?K

Definition 9.4.24 (Structural Restrictions). The structural model imposes 7 = g(8),
where 0 = (8,4}, ....,7,) € RE+TE)x1 and g : REATE _, RT*K For T > 2, the system
is overidentified since T?K > K + TK.

Definition 9.4.25 (Optimal CMD Estimator). Chamberlain proposes minimizing the
weighted quadratic distance:

Ocnp = arg mein[ﬁ — g(0))Wy[# —g(0)] (9.321)

For optimal asymptotic efficiency, we choose W% = Q5! where €2y = Var(#).

Theorem 9.4.22 (Asymptotic Distribution of CMD). Under optimal weighting matriz
choice: R
VN(@cup — 0) % N (0,(G'Q'G) ) (9.322)

where G = agg?) € RT?EX(E+TK) 4o the Jacobian matriz.

Theorem 9.4.23 (Overidentification Test). The minimum distance statistic evaluated at
the optimum:

J = N[t — g(@cup)/ O3 17 — g(@cap)] 5 1y (9.323)

where the degrees of freedom are:

df =T°K — (K +TK)=(T-1)(1+TK) - K (9.324)
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Remark 9.4.23 (Interpretation of the J Test). e Under Hj of strict exogeneity and
correct specification, J follows x3.

o If Hy is violated (e.g., temporal feedback where shocks to y;; correlate with future
regressors), the structural restrictions are rejected and J is significantly large.

o Chamberlain’s J test is a Sargan-type test that evaluates the global validity of strict
exogeneity assumptions, being more general than Hausman/Mundlak since it allows
arbitrary temporal dependence patterns.

Table 9.3: Synthesis: Specification Tests in Panel Data

Test Null Hypothesis Statistic Advantages

Hausman Ele; | Xi] =0 H = §'[Var(q)]'q ~ x%, Classical, intuitive

Mundlak ~y=0 W =4'[Var(¥)|"'4 ~ x%, Robust to cluster/heteroskedas
Chamberlain  Global strict exogeneity J ~ X?lf Allows arbitrary temporal depe

9.4.6 Caveats, Common Errors, and Committee Questions
9.4.6.1 Caveats and Common Errors

Using RE only to keep invariant variables If RE.1 fails, the entire vector 3 may be
inconsistent. Estimating an invariant variable at the cost of contaminating the remaining
coefficients is a serious error.

Misspecification of the 2 matrix RE is GLS based on a specific covariance structure.
If there is additional heteroskedasticity or autocorrelation in u;, RE may lose efficiency.

Symptom: RE standard errors larger or unstable compared to POLS or FE.

Ignoring robust inference FEven under RE, it is recommended to use cluster-robust
standard errors to protect inference against residual violations.

Negative variance of ¢; In small samples, 62 may be negative. If the software imposes
zero, RE collapses to POLS.

9.4.6.2 Typical Committee Question

Question: You use RE because the Hausman test did not reject, but N is small. How
do you ensure this is not lack of power?

Answer: Non-rejection of Hausman does not prove Elc¢; | X;] = 0. In small samples, the
test may have low power.

The defense should include:
e Mundlak test with time means;
o Coefficient comparison between RE and FE;

« Institutional or experimental justification for exogeneity;
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o Cluster-robust standard errors;
» Sensitivity analysis with alternative specifications.
If the orthogonality hypothesis is implausible, FE should be preferred, even if it sacrifices

estimation of invariant variables.

Table 9.4: Final Synthesis: Quasi-Demeaning Transformation, GLS, and FGLS

Concept Mathematical Expression Eq.
Spectral Filter 9;1/2 = ﬁPT + iQT (42)
Parameter 6 0=1-— Uai%iTag (44)
Compact Representation Q7 = i[IT — 6P7] (48)
Scalar Transformation 25 = 2y — 0% (50)
Transformed Sphericity Var(v} | X;) = 021 (51)
GLS Variance Var(Bre.ars | X) = (val X’Q’lXi)i1 (55)
BLUE (Aitken) Var(ﬁ | X) > Var(,BRE crs | X) (57)
Dominance over FE Var(BFE | X) > Var(ﬁRE GLS \ X) (59)
Precision Gain Var(Bre.crs) " — Var(ﬁFE) Zl | XIPrX,; (61)
Classical Variance Var BRE crs | X) = o2 {ZZ 1 X (IT —0P7)X } - (63)
62 Estimator 62 = N:;TS Rf)E 7 (64)
62 Estimator 62 = Rfﬁi‘ﬁ" (66)
62 Estimator 62 =62 %“ (67)
Truncation G2 rune = IMAX (O, 62 %) (68)
FGLS Asymptotic Normality \/_(BREFGLS - B) LN N(0,A7Y) (71)
Estimated FGLS Variance @(,@RE’FGLS) =62 [Zf\il X (I — éPT)Xl} - (73)

Remark 9.4.24 (Final Summary for the Qualification Committee). 1. The quasi-

demeaning transformation z; = z;, — 0z;1y with § = 1 — \/03/(03 + To?)
restores sphericity: Var(v} | X;) = o2I7.

2. The parameter 6 optimally calibrates Within/Between weighting: § — 0 when
02 =0 (GLS = Pooled OLS); § — 1 when 0> — oo or T'— oo (GLS = FE).

3. The GLS estimator BRE’GLS = (C X/, 'X;) 1 = XiQ: 'y, is BLUE by Aitken’s
Theorem, dominating FE with precision gain )\% > XIPrX,.

4. The FGLS estimator replaces €; with €; constructed with 62 (via Within residuals)
and 62 (via difference 62 — 62/T).

5. Under N — oo with fixed T, FGLS is asymptotically equivalent to GLS:
VN (Brerors — B) % N(0,A™"), with A = E[X]Q;71X,].

6. The estimated variance matrix 62[>° X/(I; — P7)X,]"! is consistent, allowing

asymptotically valid inference (t-tests, F-tests, confidence intervals).

7. The negative variance problem (62 < 0) is circumvented via truncation max(0, -),
which is asymptotically irrelevant if o > 0.
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8. The Hausman test compares ,[;’FE and BREJ via the contrast vector q. Under Hy,
Hausman’s Lemma proves that Cov(Bgg,q) = 0, simplifying Var(q) = Var(,épE) —
Var(BRE).

9. The Mundlak filter models E[¢; | X;] = X;y, decomposing ¢; = x;v + a;. The
augmented model allows testing Hy : v = 0 via cluster-robust VAT, with algebraic
equivalence Brg Mundiak = Bre-

10. The Chamberlain extension projects ¢; onto all leads/lags, relaxing Mundlak’s
temporal symmetry. The CMD estimator imposes structural restrictions efficiently,
and the overidentification J test evaluates global strict exogeneity validity.

9.5 First Differences (FD)

9.5.1 Research Problem and Intuition

The First Differences estimator eliminates ¢; by subtracting the observation from the
previous period. Identification then depends on changes between consecutive periods.

The original model is

Yir = X8 + ¢ + Ui (9.325)

For t and t — 1,
Yig—1 = Xiy 1B+ ¢ + Uigo1. (9.326)

Subtracting the second equation from the first,
Yit — Yir—1 = (Xt — Xig—1)' B+ (wir — wip—1), (9.327)
since ¢; — ¢; = 0.
Defining the operator Az = 2 — 241,
Ay = AX, B + Auyy, t=2,...,T. (9.328)

FD answers the question: what happens to the variation in y when the variation in x
occurs?

9.5.2 Operator Algebra and FD Geometry
9.5.2.1 The Temporal Differentiation Operator (A)

Definition 9.5.1 (Scalar and Polynomial Representation). The first difference operator
is defined scalarly by:
Azip = zit — 2ig1 (9.329)

Defining the Lag operator L such that Lz; = z;;_1, we have the polynomial representation:
A=1-1L (9.330)

Higher-order differentiations d are represented by the binomial expansion:

A= (1-L)= ;) G) (-1yL7 (9.331)
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9.5.2.2 Matrix Construction of the Operator Dy

Definition 9.5.2 (Linear Transformation Matrix). To stack the 7" — 1 differences of
individual 7, we define the matrix Dy € RZ=DxT:

-1 1 0 0 ... 0 O

0o -1 1 0 ... 0 O
D;=(0 0 -1 1 ... 0 0 (9.332)

00 0 0 ... =1 1)

Application to the vector system y; = X;3 + ¢;17 + u; produces:

Dry; = D7X;8 + c¢i(Drl7) + Dru, (9.333)

Theorem 9.5.1 (Annihilation of the Individual Effect). The vector of ones belongs to
the null space of Dr:
DT]-T = OT_1 (9334)

Proof. Computing the matrix product:

Drly = : = || =0r (9.335)

1y +11)) o

Therefore:

DT(Ci]-T) = Ci(DT]-T) = CiOT_1 = OT_1 (9336)
The purified system is:
where Ay; = Dry;, AX; = D7X;, Au; = Dru;. O

9.5.2.3 Algebraic Properties of Dy
Theorem 9.5.2 (Rank and Null Space). The matriz Dy satisfies:

rank(Dy) =T —1 (9.338)
dim(Ker(D7)) =1 (9.339)
Ker(Dr) = span(17) (9.340)

Proof. The T — 1 rows of Dy are linearly independent by construction, hence rank(Dy) =
T—1.

By the Rank-Nullity Theorem:

dim(Ker(Dy)) 4+ rank(D7) =T = dim(Ker(Dr)) =T —-(T'—1) =1 (9.341)

Since D717 = 07 and the null space is one-dimensional, {17} forms a basis of Ker(Dr).
O
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Remark 9.5.1 (Oblique vs Orthogonal Projection). Unlike the Within operator Qr =
I — %1T1’T, which is a symmetric and idempotent orthogonal projector (Q} = Qr,
Q2 = Qr), the matrix D7 performs a non-orthogonal oblique projection that reduces
the dimension from 7" to T'— 1. This projection eliminates the need to estimate the N
individual intercepts ¢;, circumventing the incidental parameters problem.

The matrix D7 is neither symmetric (D% # D7) nor idempotent (D% # Dr), since it
maps RT — RT-1. However, the matrix My = D,.(DrD%) 1Dy € RT*T is symmetric,
idempotent, and coincides exactly with the Within operator:

My = Qr (9.342)

This identity reveals that the Within estimator is algebraically equivalent to GLS applied
to the first-differenced model under spherical errors.

9.5.2.4 The Problem of Identifying Invariant Parameters

Theorem 9.5.3 (Null Space Lemma of Dr). Let z; = [zqa,...,zir| be a vector of a
strictly time-invariant variable (zy = z; for all t). Then:

Drz; =071 (9.343)

Proof. Since z; = z; for all t, we have z; = z;17. By linearity:
Dyz; = Dr(z1r) = Z;(D7r1lr) = 2,071 = 074 (9.344)
O

Remark 9.5.2 (Implications for Stable Individual Characteristics). The mechanical annihi-
lation proved above implies that stable individual characteristics — such as gender, race,
geographic heritage, or schooling completed prior to the panel — cannot be identified
by the FD estimator.

If we partition the regressor matrix as X; = [X;; 1rw}], where X ; contains time-varying
variables and w; contains K> fixed attributes, the differenced moment matrix assumes the
form:

N

i=1

(9.345)

YL AXAX;, 0
0 0K2><K2

The block of zeros implies that rank ( A AX;AXz-) < K; < K, characterizing perfect
collinearity induced by the transformation. The matrix is singular and - (coefficients of
invariant variables) is algebraically non-identifiable.

Remark 9.5.3 (Alternative Strategies: Hausman-Taylor). To circumvent the identification
collapse while still controlling for correlation between ¢; and x;;, Hausman and Taylor
(1981) proposed a multi-stage instrumental variables estimator. The model is partitioned
into four groups:

Vit = X111 + Xo,itB2 + W1, Y1 + Wa¥e + ¢ + Ui (9.346)

where x; ;; and wy; are exogenous (orthogonal to ¢;), while x5 ;; and wy,; are endogenous
(correlated with ¢;).
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Identification of ~, uses time means X;; as instruments for wy;. The order condition
requires:

Ki > G, (9.347)

If K; = (G5, the system is exactly identified; if Ky > G, it is overidentified, allowing
overidentification tests (Hansen’s J statistic).

9.5.3 Assumptions and Their Roles
Definition 9.5.3 (FD.1: Additive and Constant Individual Effect).

Vit = C; + Uy, ¢; constant over time (9.348)

Role: guarantee that first differencing eliminates c;.

Counterexample: if the unobserved characteristic changes abruptly between ¢ — 1 and
t, then Ac; # 0, and differencing does not remove heterogeneity.

Definition 9.5.4 (FD.2: Independent Sampling in the Cross-Sectional Dimension). Units
1 =1,..., N are independent of each other, or sufficiently weakly dependent to allow the
law of large numbers.

Role: allow consistency when N — oo and T is fixed.

Counterexample: strong spatial dependence between units may invalidate the estimated
variance and, in extreme cases, consistency itself.

Definition 9.5.5 (FD.3: Full Rank of Differenced Variation).

rank (E [sz AxitAx;tD — K (9.349)

t=2

Role: guarantee identification.
Translation to practice: regressors must change over time.
Counterexample: time-invariant variables have Az; = 0 and are not identified.

Definition 9.5.6 (FD.4: Strict Exogeneity).

E[uit | Xi7 Ci] = 0, t= 1, ce ,T (9350)

Role: guarantee

Counterexample: in dynamic models, Ay, is correlated with Au; by construction.

Theorem 9.5.4 (Orthogonality of Differenced Regressors). Under FD.4, for all t > 2:

E[AX],Auy] =0 (9.352)
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Proof. Expanding the product:
E[AX;tAuit] = E[(Xit - Xi,tfl)/(uit - ui,w&l)]
= Elxjui] — Exjuii—1] — Blx,_qua] + Ex},_qui] (9.353)

By strict exogeneity (FD.4), E[xj,u;] = 0 for all s,¢. Hence all four terms are zero:
E[AX},Auy) =0—-0—-0+0=0 (9.354)
O
Remark 9.5.4 (Failure Under Dynamic Feedback). If there is contemporaneous feedback

(E[x},u;+—1] # 0), then:
E[AX%AU#] = —]E[thuivt_l] 7é 0 (9355)

The FD estimator becomes inconsistent. The inconsistency is:
T
plimy_,.. Brp = B — (E[AXAX]) Y Ex),ui, 1] # B (9.356)
t=2

Definition 9.5.7 (FD.5: Error Structure for Efficiency). For FD to be efficient by
Gauss-Markov, the differenced error Au; must be spherical.

Implication: this occurs if u; follows a random walk:
Uit = Uit—1 + €t (9.357)

since

Auit = €t (9358)

If u; is white noise, FD introduces negative autocorrelation in Aw;.

9.5.4 Derivation of the FD Estimator

The differenced model stacked by individual is
where Ay; and AX,; have T'— 1 rows.

The FD estimator minimizes

N
Srp(B) =) (Ay: — AX;8)' (Ay; — AX,3) (9.360)
i=1
The first-order condition is
N
Z AX(Ay; — AX;8) =0 (9.361)

i=1

Hence, under FD.3,

-1

Brp = (fj AX;AXZ) <§: AXgAyZ) (9.362)

i=1 i=1

Substituting Ay; = AX;8 + Au,,

-1

Brp = B + (i AX;AXZ) (i AXQAu,) (9.363)

=1 =1
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9.5.5 First-Order Moment Properties
9.5.5.1 Unbiasedness
Theorem 9.5.5 (Conditional Unbiasedness). Under FD./,
EBr | AX] = 3 (9.364)

Proof. From the sample error equation:

N -1 N
Brp = B+ (Z AX;AXZ) > AX!Au; (9.365)
i=1 i=1
Applying conditional expectation:
R N - N
E[Brp | AX] =8+ (Z AX;AXZ) > AXE[Au; | AX] (9.366)

i=1 i=1

Under FD.4, E[u; | X;, ¢;] = Op, hence:

]E[Allz | AX] = E[DTUZ' | Xi, Ci] = DTE[UZ‘ | Xi7 Cz‘] = DTOT = OT_1 (9367)
Therefore: R

E[Brp | AX]=8+0=7 (9.368)

O

9.5.5.2 Asymptotic Consistency
Theorem 9.5.6 (Consistency Under N — o0). Under FD.2-FD./,

plimy_,.. Brp = B (9.369)
Proof. Normalizing by N:
A T AR
Brp — B = =D AX[AX; — > AX!Au; (9.370)
N3 N
By Kolmogorov’s WLLN (i.i.d. sampling in 7):
1 N
v ; AX/AX; & E[AX]AX]] (9.371)
1 & p
/ /
i Z; AX Au; = E[AX]Au,] (9.372)
By Slutsky’s Theorem:
plimy . Brp = B + (E[AX/AX,]) ' E[AX!Auy] (9.373)

By the orthogonality proved earlier, E[AX!Au;] = 0. By the rank condition (FD.3), the
inverse matrix exists. Hence:

plimy ., Brp =B+ 0 =73 (9.374)
O]
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9.5.5.3 Asymptotic Normality

Theorem 9.5.7 (Limiting Distribution). Under regularity conditions,

VN(Brp — B) > N (0, AzpBrpAzp) (9.375)
where
Arp = E[AX]AX]] (9.376)

9.5.6 Second-Order Anatomy and Non-Sphericity
9.5.6.1 Mechanically Induced Serial Autocorrelation

Theorem 9.5.8 (MA(1) Structure of the Differenced Error). If u; is white noise with
Var(uy | Xy, ¢;) = 02 and Cov(ui, uis | Xiyc;) =0 for t # s, then:

Var(Auy | X, ¢;) (
Cov(Auis, Auis 1 | Xy, ¢) = —02 (9.379

) (

) (

_ 5.2
= 20,

COI‘I‘(A’U/”, Auiyt,l ‘ Xz‘, C;) = —0.5
Cov(Aui, Auiy—s | Xiyc) =0 Vs >2

Proof. Variance:

Var(Au | X, ¢;) = Var(uy — w1 | Xy, ¢5)
= Var(uit) + Var(ui’t_l) -2 COV(Uit, uiyt_l)
=o0+o02—0=20" (9.382)

First-order covariance:

Cov(Auy, Auiyy | Xy, ¢;) = El(wie — wi—1) (Uig—1 — Uig—2) | X4, ¢
= Elwit; g—1] — Eluipu; o] — E[U?,t,ﬂ + Efw; 11w o]
=0-0-02+0=—0> (9.383)

Correlation: )
Corr(Aug, Auy—q) = C = —2=-0.5 (9.384)

Absence of correlation for s > 2:

COV(AUit, Aui,tfs) = E[(uzt - Ui,tfl)(ui,tfs - ui,tfsfl)]
= Elupw1—s]) — Elupt; —s—1] — Elwg o1t p—s] + Elwg -1 451

(9.385)

For s > 2, all four terms involve distinct periods, hence all are zero by serial independence
of uy. O
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Remark 9.5.5 (Interpretation as MA(1) Process). The differenced error Au; follows a
first-order moving average process MA(1) with parameter # = 1. The autocorrelation of
—0.5 is mechanical, not economic: it results from the sharing of the shock u;;_1 between
Auy (with negative sign) and Aw,; ;1 (with positive sign).

This non-sphericity induced by the differencing operator implies that applying Pooled
OLS to the first-differenced model results in efficiency loss relative to a procedure that
properly treats the error correlation structure (such as GLS).

9.5.6.2 Matrix Formulation of Variance-Covariance

Theorem 9.5.9 (Tridiagonal Covariance Matrix). The variance-covariance matriz of the
differenced error is:

Qau = Var(Au; | X;) = 02DrD), (9.386)

which assumes the Toeplitz tridiagonal form:

[2 -1 0 0 0]
-1 2 -1 0 ... 0

Qru=020 -1 2 -1 ... 0 (9.387)
00 0 0 2]

Proof. By the linear transformation Au; = Dpu;:

Var(Au; | X;) = Dy Var(u; | X;)D/ = Dy(0217)D) = 02Dy D (9.388)

The product D7D’ has elements:

[DyDY);s = (—=1)*>+1* =2 (main diagonal) (9.389)
(DDt i1 = [DrD7%]io1: = (—1)(1) = =1 (adjacent diagonals) (9.390)
[DrDYis =0 for [t —s| > 2 (9.391)

The matrix Qa, is strictly symmetric and positive definite, since Dy has full row rank T'—1,
guaranteeing that the quadratic form a’Qaua = Z||D/al|? > 0 for any a # 07_;. O

9.5.6.3 Corrected Estimation of Residual Variance

Definition 9.5.8 (Estimator of ¢ with Degrees of Freedom Correction).

5'2 _ vazl AAu;AAui
T O(N(T —1) — K)

(9.392)

where Au; = Ay; — AXiBFD are the FD residuals.
Theorem 9.5.10 (Unbiasedness of 62). Under FD.1-FD.5,

E[62 | X] =02 (9.393)
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Proof. Defining the projection matrix Max = Iyr—1)—AX(AX'AX)'AX, the residuals
are:
Au = MaxAu (9.394)

The sum of squared residuals is:

SSRpp = Au Au = Au'MaxAu (9.395)

Applying conditional expectation and using the cyclic property of the trace:

E[SSRFD | X] = ]E[tr(MAXAuAu’) ‘ X]
= tr(MaxE[AuAu’ | X]) (9.396)

Under FD.5, E[AuAu’ | X] = 202In(r—1):

E[SSRrp | X] = 202 tr(Max) (9.397)

Since Max is an idempotent projector, tr(Max) = rank(Max) = N(T'— 1) — K:

E[SSRrp | X] = 202[N(T — 1) — K] (9.398)

Therefore: oo2(N(T — 1 "
E[62 | X] = gFJ[V (:(r —_1))—_1(]] = o2 (9.399)
O

Remark 9.5.6 (Role of the Factor 2). The denominator contains the factor 2 because
Var(Auy) = 202. Without this correction, the estimator would overestimate the variance
of the original shock by a factor of 2. The denominator N (7T — 1) — K reflects:

e Loss of the first period per individual: T"— T — 1

o Loss of K degrees of freedom from estimating the regressors

9.5.7 Asymptotic Efficiency Comparison: FE vs FD
9.5.7.1 Scenario 1: Spherical Idiosyncratic Shocks
Theorem 9.5.11 (FE Dominance Under i.i.d. u;). If Var(w; | X;, ¢;) = 021, then:

Avar(VN(Brp — B)) — Avar(VN(Brz — 8)) = 0 (9.400)
in the positive semidefinite matriz sense.

Proof. The FE estimator is equivalent to GLS applied to the differenced model. Defining
M7y = D}(D7D%) " 'Dy, we prove that:

M7 = Qr (9.401)
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The FD-GLS estimator is:

N -1 N
Brp.cLs = (Z AXQ(UZDTD'T)lAXz) > AX(0:D7Df) ' Ay,

i=1 =1

N -1 N
. (ZXzDHDTD'TWDTXi) S°X!D},(DrD) ' Dry,
=1 =1

N
= (Z X;QTXi> Z X:Qryi = BFE (9.402)
i=1 i=1

By the Gauss-Markov Theorem, GLS is BLUE, hence dominates Pooled OLS (FD) in the
class of linear unbiased estimators:

Var(Brp) — Var(Brg) = 0 (9.403)

]

Remark 9.5.7 (Special Case T' = 2). For T'= 2, the Within and FD transformations are
algebraically identical, hence Brp = Brp and the variances coincide. For T > 2, the

inequality is strict (positive definite), implying that FE standard errors are strictly smaller
than those of FD.

9.5.7.2 Scenario 2: Shocks with Unit Root (Random Walk)

Theorem 9.5.12 (FD Dominance Under u; = w;¢—1 + €;). If uy follows a random walk
with ey 1.1.d., then: R )
Var(Brp | X) — Var(Brp | X) = 0 (9.404)

Proof. Under random walk, Au;; = e;;, hence:

Var(Aw; | X;) = 0?1, (9.405)

The differenced error is spherical, so Pooled OLS (FD) is BLUE by Gauss-Markov:

-1

Var(BFD | X) = 0'2 <i AX;AXZ> (9406)

i=1

The FE estimator becomes inefficient since the Within transformation does not remove
the unit root persistence. Under random walk, Var(u; | X;, ¢;) = to?, violating sphericity.
The Within transformation produces demeaned errors with a complex covariance structure,
while first differencing completely annihilates the unit root, reinstating Gauss-Markov for
FD. m

9.5.7.3 General Scenario: AR(1) Process
For wyy = pu;—1 + e with 0 < p < 1:
o If p — 0 (white noise): FE is more efficient

o If p — 1 (random walk): FD is more efficient
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o There exists a cutoff point p* that dictates the dominance transition

For intermediate p, relative efficiency depends on 7', p, and the regressor structure. In
general:

o For small T and p close to 1, FD tends to be more efficient

o For large T" and p close to 0, FE tends to be more efficient

9.5.7.4 Wooldridge Test for Error Structure

Definition 9.5.9 (Test Procedure). To test the autocorrelation structure of errors in
levels:

1. Estimate the FD model by Pooled OLS and obtain residuals é; = Ay;; — AxgtBF D
2. Regress é; on é;;; (without intercept):

it = pCit—1 + Tit (9.407)

3. Test Hy: p=—-05vs Hy: p# —0.5

Remark 9.5.8 (Interpretation). o If p &~ —0.5: errors in levels are i.i.d., FE is prefer-
able

o If p > —0.5: errors in levels have positive autocorrelation, FD or FE with correction
may be preferable

o If p = 0: errors in levels follow a random walk, FD is BLUE

Important: use cluster-robust standard errors at the 7 level for the auxiliary regression,
since residuals é;; have mechanical autocorrelation under Hy. The ¢-statistic is:

5 - e((—ﬁ())b) _ ﬁ;(gf % N(0.1) (9.408)

9.5.8 Practical Comparison: FE vs FD
9.5.8.1 CaseT =2

t, =

For T'= 2, FE and FD are numerically identical, provided they are specified with the
same relevant temporal regressors.

In FE,

Yie — Vi (9.409)
produces variation around the individual mean. With two periods, this transformation is
proportional to the first difference:

Yt Y _ Y2~ Y _ Ayio
2 2 2

(9.410)

Yi2

9.5.8.2 Efficiency for T > 3
The choice depends on the serial structure of w;:
e if u; is white noise, FE is more efficient;

o if u; is a random walk, FD is more efficient.
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9.5.8.3 Unbalanced Panels

FE uses all available observations from individuals with at least two periods. FD requires
observations in consecutive periods. Therefore, in panels with irregular gaps, FE tends to
preserve more observations.

9.5.8.4 Dynamic Models

In models with y;,—1, both FE and FD are inconsistent under fixed 7. However, FE
bias is frequently of order O(1/T), while FD may have more severe bias under certain
violations of strict exogeneity.

The usual solution is to use instruments, as in Anderson-Hsiao or Arellano-Bond.

9.5.8.5 Measurement Error

FD tends to exacerbate attenuation when regressors are persistent and measured with
error. Differencing reduces the signal, but preserves or amplifies the noise.

If x;; is persistent, Ax;; has low signal variance, while the differenced measurement error
may have high variance. This reduces the signal-to-noise ratio and pushes the coefficient
toward zero (attenuation bias).

9.5.8.6 Non-Stationarity

In long panels with I(1) variables, FD transforms integrated variables into stationary
variables, reducing risks of spurious regression.

9.5.9 Caveats, Common Errors, and Committee Questions
9.5.9.1 Caveats and Common Errors

Loss of observations FD discards the first period of each unit. In short panels, this
may substantially reduce the sample.

Invariant variables Like FE, FD does not identify time-invariant variables.

Mechanical autocorrelation If u; is white noise, the differenced error follows an
MA(1) process with negative autocorrelation of —1/2. Conventional standard errors are
invalid.

Solution: use cluster-robust or appropriate GLS.

Feedback and dynamics If x;; reacts to u;;_1, then

FD becomes inconsistent.
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9.5.9.2 Typical Committee Question

249

Question: Your regressor is persistent and possibly measured with error. Why isn’t FD

just producing attenuation?

Answer: The risk exists. If x;; is persistent, Ax;; has low signal variance, while the
differenced measurement error may have high variance. This reduces the signal-to-noise
ratio and pushes the coefficient toward zero.

To defend the specification, one should:

« compare FD with long differences, e.g., yir — yit—&;

o compare FE and FD;

e use instruments when there is dynamic endogeneity;

o report cluster-robust standard errors.

Table 9.5: Final Synthesis: First Differences Estimator

Concept

Mathematical Expression

Difference Operator
Matrix Dy

Annihilation of ¢;

Rank of D¢

Oblique Projection

FD Estimator
Unbiasedness
Consistency

Differenced Error Variance
Induced Autocorrelation
Covariance Matrix
Estimator of o2

FE Dominance (i.i.d.)
FD Dominance (RW)

Az = 2zt — Zit—1

DT c R(T—I)XT

D71y =07,

rank(Dy) =T — 1

MT = D%(DTD/T)ADT =Qr
Brp = (Z AXAX,) TS AX! Ay,
E{Brp | AX] = 8

plim Brp = B

Var(Auy) = 202

COI’I’(AUit, Aui7t_1) =—-0.5
Qaru = oiDTD’T

A2 SSRFD

Tu = 2(N(T-1)-K)

Val"(@p[)) t Var(B:FE)
Var(,BpE) i Var(ﬁp[))

w N DD
S =N O = N O

AN N AN N N N N /N
;JS W W W o

=~
[\
N N e e e e e N N

Remark 9.5.9 (Final Summary for the Qualification Committee).

1. The FD esti-

mator eliminates ¢; via temporal differencing A, exploiting only within-individual
variation between consecutive periods.

2. Operator Dy algebra: (7'—1) x T matrix with rank(Dr) = T'—1 and Ker(Dr) =
span(17). Performs oblique (non-orthogonal) projection that reduces dimension
from T to T'— 1. The matrix My = D’(D7D%)'Dr coincides with the Within

operator Qr.

3. Identification problem: time-invariant variables belong to the null space of D
and are not identified. To estimate effects of invariant variables under correlation
with ¢;, use Hausman-Taylor with internal instruments.

4. Critical hypotheses: FD.1 (constant individual effect) guarantees elimination of
¢;; FD.3 (full rank) guarantees identification; FD.4 (strict exogeneity) guarantees
consistency; FD.5 (error structure) determines relative efficiency.
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5. Mechanical autocorrelation: if wu; is ii.d., then Awu; follows MA(1) with
Corr(Aug, Au;y—q) = —0.5. This is non-sphericity induced by the operator, not an
economic property. The covariance matrix is Toeplitz tridiagonal: Qa, = 02DrD/..

6. Variance estimation: the correct denominator is 2(N(7—1)—K), not N(T'—1)—K,
reflecting that Var(Aug) = 202.

7. FE vs FD comparison: under i.i.d. wu;, FE is more efficient (equivalent to
FD-GLS); under random walk w;;, FD is more efficient (BLUE); for T' = 2, they are
identical. For T' > 2, the choice depends on the serial structure of w;.

8. Wooldridge test: auxiliary regression of é;; on €;;_ tests Hy : p = —0.5. Rejection
in favor of p > —0.5 indicates positive autocorrelation in level errors. Use cluster-
robust standard errors in the auxiliary regression.

9. FD limitations: (i) loses first observation; (ii) does not identify temporal invariants;
(iii) exacerbates measurement error in persistent variables (attenuation bias); (iv)
inconsistent under dynamic feedback.

9.6 Dynamic Fixed Effects: Arellano-Bond (Panel
GMM)

9.6.1 Dynamic Panel Specification and Nickell Bias
9.6.1.1 AR(1) Autoregressive Model with Individual Effects

Definition 9.6.1 (Dynamic Model in Levels). The first-order autoregressive model with
individual effects is:
Yit = PYii—1 + ¢ +u, |p| <1 (9.412)

where y;; is the dependent variable, y; ;1 is the autoregressive regressor, ¢; is the individual
fixed effect, u;; is the idiosyncratic shock, and p is the stationary autoregressive parameter.

Remark 9.6.1 (Breakdown of Strict Exogeneity). By recursive substitution, y;;—; depends
on ¢;:

-2 -2
Yirm1 = P 'io + ¢ Z p° + Z P Ui p—1—s (9.413)
s=0 s=0

Hence Cov(y;;—1,¢;) # 0, invalidating Pooled OLS and Within in levels.

9.6.1.2 Nickell Bias in the Within Estimator

Theorem 9.6.1 (Within Inconsistency Under Dynamics). Under i.i.d. shocks with
variance o2, the asymptotic bias of the Within estimator is:

. X 1+p 2p T 2p 20°(1 = p"
plimy_, o (pre—p) = = |1 — L—p 1- +
Nl R T-1 u—m@—n( ) (I=p)(T—1) " (1—p)(1—p)1
(9.414)
For moderately large T, this simplifies to:
: . 1+
plimy o, (Prp — p) & — o (9.415)
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Proof. The Within estimator is ppr = p + (CiLy Vi _1¥i—1) ' e, ¥i_1@. Applying

pth%oo:

S io Elijie—in]
iz Bl

The numerator contains the dominant term —E[y; ;1)

plimy_, o (pre — p) = (9.416)

1t1 t—1

2 —
g
_E[yi’t_luz -7 ZCOV Yit— lyuzs = Tu Zpt

s=1

0.2 1 — ptfl
—— A1
T < L=p ) o47)

Integrating over ¢ and normalizing by the variance of the demeaned regressor, Nickell
(1981) obtains the exact expression above. The bias is strictly negative for p > 0 and
vanishes only when 7" — oo. O

Remark 9.6.2 (FD-OLS Inconsistency). Applying first differences: Ay = pAy; -1 + Auyy.
The FD-OLS estimator is inconsistent because:

COV(Ayi,t—la Auit) = COV(yi,t—l — Yit—2, Uit — Ui,t—l) = —Ui 7"é 0 (9-418)

Unlike Within, this inconsistency persists even when T — o0.

9.6.2 Orthogonality Conditions and Instruments
9.6.2.1 Sequential Exogeneity and Instrument Space
Definition 9.6.2 (Conditional Sequential Exogeneity). The identification hypothesis is:

Elwit | Yig—1,Yig—2,-- -, ¥a,¢] =0 Vit (9.419)

That is, contemporaneous shocks are orthogonal to the entire past history of the dependent
variable, conditional on c¢;.

Theorem 9.6.2 (Valid Moment Conditions). After differencing (Ayir = pAy;i—1 + Auy),
fort>3 and s > 2:

Elyi—sAuy] = Ely;i—s (i — uig—1)] =0 (9.420)
The valid instruments in levels are Y; —2,Yit—3, - - -, Yi1-

Proof. Under sequential exogeneity:

o Elyit—sui] =0 for s > 2 (past lags orthogonal to contemporaneous shock)

o Elyit—su;—1] =0 for s > 2 (lags up to t — 2 are predetermined relative to u; ;1)
Therefore Ely;;—sAuy) =0—0=0. O
Remark 9.6.3 (Quadratic Growth of Instruments). The total number of moment conditions
is:

sz t—2) _T= Q)Q(T —b (9.421)

For T' = 10, we have g = 36 instruments (massive overidentification).
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9.6.2.2 Arellano-Bond Instrument Matrix
Definition 9.6.3 (Block-Diagonal Instrument Matrix). For individual :

Z; = diag ([ya], [yi1, via), - - - [Yir, Yiz, - - Yir—2]) € R(T=2)xg (9.422)

Remark 9.6.4 (Population Moment Conditions). The orthogonal expectation is:
E[Z;Au;] =0, (9.423)

where Au; = Dyu; € RT=2%1 and Dy is the differencing operator.

9.6.3 Two-Step Generalized Method of Moments (GMM)
9.6.3.1 First-Step Estimator (One-Step GMM)
Definition 9.6.4 (Sample Moment Matrix).

N
Qzn(p) = — Z ‘Au(p (9.424)

where Au;(p) = Ay, — pAy, _1.

Definition 9.6.5 (Initial Weighting Matrix). Under homoskedasticity of level shocks
(Var(w;) = o2Ip):

-1

1 N
Wiy=|=)> ZHZ, 9.425
LN ( N ; i ) (9.425)
where H = Dy D is the Toeplitz tridiagonal matrix:

2 -1 0 0]

-1 2 -1 ... 0
H=|0 -1 2 ... 0 (9.426)

00 0 ... 2

Theorem 9.6.3 (One-Step GMM Estimator). The first-step estimator is:

1
pPemmr = (Ay/,lz(Z'(IN ® H)Z)_IZ’Ay_l) Ay \Z(Z' Iy @ H)Z) 'Z' Ay (9.427)

Remark 9.6.5 (One-Step Properties). « Consistent under sequential exogeneity
« Efficient if level shocks are homoskedastic and non-autocorrelated

e Provides consistent residuals Au; for second step

9.6.3.2 Second-Step Estimator (Efficient Two-Step GMM)

Definition 9.6.6 (Hansen Robust Weighting Matrix). Using first-step residuals Au; =
AYZ‘ - ﬁGMM1AYi,—11
-1

1 X, e
—> Z;AuiAuiZZ) (9.428)

W = Ay = (N
=1
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Theorem 9.6.4 (Efficient Two-Step GMM Estimator). The second-step estimator is:

Pamme = (Ay’_le;,lZ’Ay_l)_l Ay ZAN'Z Ay (9.429)

Proof. The estimator minimizes the quadratic objective function:

Jon(p) = Qzn(p) AN Qzn(p) (9.430)

By Hansen’s (1982) GMM theory, gcmme attains the lower bound of asymptotic variance
(Hansen-GMM efficiency) under any heteroskedasticity /autocorrelation structure. ]

Definition 9.6.7 (Uncorrected Asymptotic Variance).

_ . “1
Var,symp (Acvmz) = (AyLl ZAY Z'Ay,1> (9.431)

Remark 9.6.6 (Finite-Sample Problem). The conventional asymptotic variance severely
underestimates the actual variability in finite samples, since it treats Wy y as deter-
ministic, ignoring the first-step estimation error.

9.6.3.3 Windmeijer Correction (2005)

Theorem 9.6.5 (Windmeijer Corrected Variance). The finite-sample correction is:
Var wina(peamz) = Vo + DV,D' + DC + C'D’ (9.432)

where:
e V, = \//aTrasymp(ﬁGMMg) (uncorrected variance)
e Vi = Var(peun) (first-step variance)
o C = mutual covariance between steps

o D = matrix of partial derivatives evaluating second-step sensitivity to first step

Proof. Windmeijer (2005) applies first-order Taylor expansion over the first-step moment
conditions, incorporating the estimation error of pgyvi into the second-step variance.
The matrix D captures how pane varies when paavn fluctuates sample-wise. O

Remark 9.6.7 (Correction Impact). The Windmeijer correction:
o Eliminates downward bias of two-step standard errors
» Restores empirical Type I Error rates aligned with nominal levels

« Is mandatory in practical applications with moderate N
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9.6.4 Specification Tests and Instrument Validation
9.6.4.1 Residual Autocorrelation Test (ms)

Theorem 9.6.6 (First-Order Mechanical Autocorrelation). Under i.i.d. shocks in levels,
the first-order correlation in differenced residuals is:
Cov(Au, A4 —o?
Corr(Aug, Ay 1) = OB A1) =0 g (9.433)
\/Var(Auit) Var(Au; ;1) \/205 - 202

Proof. We calculate:
COV<AUit7 Aui,tfl) = COV(uit — Ujt—1, Ujt—1 — Uz‘,H)
= Cov(uit, uis—1) — Cov(ui, uig—2) — Cov(ui—1,uir—1) + Cov(uig—1, Uis—2)
=0-0-024+0=—02 (9.434)
Since Var(Au;) = Var(uy — ui1) = 202
—o?

Corr(Aug, Aujp—q) = —5 = —0.5 (9.435)

2
207

]

Remark 9.6.8 (Implication for Tests). Detection of first-order autocorrelation (my) is
expected and does not invalidate instruments. The relevant test is for second-order
autocorrelation (my).

Definition 9.6.8 (Arellano-Bond my Statistic).

A

d
\/;

where d = %Zf\il ZtT:4 €it€;1—2 1s the second-order sample covariance of differenced

my = — 5 N(0,1) (9.436)

residuals é;; = Ay, and V is its estimated asymptotic variance (incorporating correction
for first-step estimation).

Theorem 9.6.7 (Null Hypothesis of my Test).
H(] . COV(uit,Ui7t_2) =0 Vt (9437)

Proof. Under Hy (absence of autocorrelation in levels):
COV(Auit; Aui,t—2) = COV(Uit — Ujt—1, Ujt—2 — ui,t—3)
= COV(uit> Ui,th) - COV(Uz‘t, ui,t73) - COV(ui,tfla ui,t—2) + Cov(ui,tq, Uz‘,t—S)
=0-0-0+0=0 (9.438)
O
Remark 9.6.9 (Consequences of my Rejection). If my is significant (|ms| > 1.96 for
a=5%):
o There is second-order autocorrelation in levels
o Instruments y;;—» become invalid since Cov(y;;—o, Auy) & —Elu;1—ou;t—1] # 0

 One should use only deeper lags (y;¢—3, Yit—4, ... ) as instruments
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9.6.4.2 Hansen Overidentification Test
Definition 9.6.9 (Hansen J Statistic).

Jn =N - QZN(ﬁGMMz)/A&IQZN(ﬁGMMﬂ (9.439)

Equivalently:
-1

N !/
Iy = AW'Z (Z zgduiduizi> Z' At (9.440)

=1

Theorem 9.6.8 (Asymptotic Distribution Under Hy). Under the null hypothesis of joint
instrument exogeneity (Hy : E[Z;Au;] = 0,):

IN S Xk (9.441)

(T—2)(T-1)

5 is the number of instruments and K is the number of structural

where g =
parameters.

Proof. Under Hy and regularity conditions (full rank, convergence of AN), the minimized
quadratic form follows chi-square with ¢ — K degrees of freedom. The loss of K degrees
occurs because estimation of the K parameters consumes K identifying moment conditions,
leaving g — K overidentifying restrictions for testing. ]

Remark 9.6.10 (Test Interpretation). o If Jy > XE_KJ_Q: reject Hj, indicating at
least one instrument is endogenous or the model is misspecified

e If Jy < ng K1-o do not reject Hy, instruments are jointly valid

9.6.4.3 Instrument Proliferation

Remark 9.6.11 (Finite-Sample Pathologies). When 7" is moderately long (7" > 10), the
number of instruments g = O(T?) grows quadratically, generating:

1. Overfitting Bias: GMM approaches biased estimators (Pooled OLS/Within)
because excess instruments extract all sample variation from the endogenous regressor

2. Collapse of J Test Power: The matrix Ax € R99 becomes nearly singular,
mechanically forcing Au; L Z; by sample construction. The Jy statistic collapses
to values near zero, generating p-values ~ 1.000 and eliminating power to detect
endogenous instruments

Definition 9.6.10 (Mitigation Strategies). To combat instrument proliferation:
« Limit lags: Use only ;2 and y; ;3 (not entire history until y;;)

« Collapsed instruments: Sum instruments by period, reducing dimension from g
to T — 2

« Hansen difference test: Compare J with and without instrument subsets to
validate specific groups
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Table 9.6: Final Synthesis: Arellano-Bond (Dynamic Panel GMM)

Concept Mathematical Expression Eq.
Dynamic Model Yit = PYit—1 + Ci + Uit (1)
Nickell Bias plim(prp — p) ~ — 72 (3)
Sequential Exogeneity Elui | Yiz—1,--- Y1, 6] =0 (5)
Moment Conditions Elyit—sAuy) =0 Vs> 2 (6)
Number of Instruments g= % (8)
Instrument Matrix Z; = diag([yi], [yi1, i2), - - ) 9)
One-Step GMM pean (homoskedastic weight H) (13)
Two-Step GMM Peinz (robust weight AyY) (16)
Windmeijer Correction \7a\rwmd =V, +DV,D'+DC+CD" (19)
Mechanical Autocorrelation Corr(Aug, Au; 1) = —0.5 (21)
meo Test Hy : Cov(u, ujp—2) =0 (24)
Hansen J Test Iy Xo i (28)

Remark 9.6.12 (Final Summary for the Qualification Committee). 1. Nickell Bias:

In dynamic panels (y; ;1 as regressor), the Within estimator is inconsistent with
bias —% that vanishes only when 7' — oo. FD-OLS is also inconsistent (bias
persists even with 7" — 00).

Sequential Exogeneity: The hypothesis Efu; | yit—1,- -, ¥, ¢;] = 0 allows level
lags (Yit—2, Yit—3,- .. ) to be valid instruments for the first-differenced equation.

. Instrument Matrix: Z; has block-diagonal structure with quadratic growth

g = % For T'= 10, g = 36 (massive overidentification).

Two-Step GMM: One-Step uses homoskedastic weight H = DD, (efficient if

level shocks are i.i.d.). Two-Step uses robust weight A;,l based on first-step residuals
(efficient under arbitrary heteroskedasticity /autocorrelation).

. Windmeijer Correction: Mandatory in finite samples. Corrects underestimation

of two-step standard errors by incorporating first-step estimation error via Taylor
expansion.

. mg Test: Tests Hy : Cov(uy,u;r—2) = 0. First-order autocorrelation (my) is

expected (—0.5) and does not invalidate instruments. Rejection of my indicates
Yit—2 is invalid; one should use deeper lags.

Hansen J Test: Tests joint exogeneity of all instruments (Jy ~ x;_x). Under
instrument proliferation (large 7"), the test loses power (p-values ~ 1.000) due to
overfitting. Solutions: limit lags or collapse instruments.

Recommended Practice: (i) Report One-Step and Two-Step; (ii) Use Windmeijer
standard errors; (iii) Test mq to validate instruments; (iv) Test J for overidentifica-
tion; (v) Monitor number of instruments vs N (practical rule: g < N); (vi) If T' is
large, collapse instruments or limit lags.
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9.7 Panel Data Block Synthesis

9.7.1 Reference Model and Notation

To consolidate the comparison between estimators in this block, we start from the linear
compound error model:

Vit = X3 + ¢ + Uy, i=1,...,N; t=1,...,T, (9.442)

where x;; is the K x 1 vector of regressors, ¢; is the unobserved individual heterogeneity
(time-invariant), and u; is the idiosyncratic error. The compound error is

Vit = C; + Uy (9443)

The choice between POLS, RE, FE, and FD is not merely a technical matter, but concerns
which sources of variation in the data the researcher is willing to assume as exogenous.

9.7.2 Unified Comparative Summary

Estimator | Transformation Assumption about | Assumption Identifies in-
G about wu;; variants?
POLS None (stacks) E[xitci] =0 Contemporaneous: | Yes
E[xituit] =0
RE Quasi-demeaning | E[¢; | X;] =0 Strict:  Eluiz | | Yes
Xi, Ci] =0
FE Within (Q) Arbitrary Strict:  Eluy | | No
Xi,cil =0
FD First  differences | Arbitrary Strict:  Eluiz | | No
(A) Xi, Ci] =0

Table 9.7: Unified comparison of basic panel data estimators.

9.7.3 Exogeneity Hierarchy

The exogeneity assumptions form a clear hierarchy that determines each estimator’s
consistency.

9.7.3.1 Contemporaneous Exogeneity (Weak) — Sufficient for POLS

Necessary and sufficient for POLS consistency when N — oo:

Since vy = ¢; + uy, this simultaneously requires:

E[xic;] =0 and E[x;uy] = 0. (9.445)
What it allows: dynamic feedbacks, where u;, affects x;;,1. POLS is robust to this
type of endogeneity.

Counterexample: if more productive firms (high ¢;) invest more in R&D (x;;), POLS
will attribute to investment the effect that actually comes from base productivity.
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9.7.3.2 Strict Exogeneity (Strong) — Necessary for FE, FD, and RE
For all ¢t and all s:
What it prohibits: feedback mechanisms where u;; affects x; ;41.

Why FE and FD require this hypothesis: the within transformation computes
Xy = X; — X;, and the FD transformation computes Ax;; = x; — X;;—;. Both mix
information from multiple periods. If u; is correlated with x;;, 1, then it will be correlated
with x; and with X;;, making FE inconsistent.

Counterexample: in a crime model, if policing (x) reacts to past crime shocks (u;_1),
strict exogeneity fails and FE/FD are inconsistent.

9.7.4 Variance-Covariance Matrix and Relative Efficiency

Estimator efficiency depends on the structure of 2 = E[vv’]. As discussed previously,
under the classical error components model (v;; = ¢; + uy), the covariance matrix for
individual ¢ is

Zii = O'iIT + O-EJT; (9447)

where Jr = jrj;.
This structure has direct implications for efficiency:
o POLS: inefficient, since it ignores serial correlation induced by c¢;.

« RE: efficient (BLUE) under El¢; | X;] = 0, since it applies GLS to matrix ¥;; via
quasi-demeaning.

o FE: efficient if u; is white noise. If u; is AR(1) or random walk, FE is consistent
but inefficient.

o FD: efficient if u;; follows a random walk, since Au;; becomes white noise.

For T'= 2, FE and FD are numerically identical. For T" > 2, the choice depends on the
serial structure of u:

o If u; is white noise: FE is more efficient than FD.

o If u; is a random walk: FD is more efficient than FE.

9.7.5 Practical Choice Guide

The choice between estimators should be guided by three fundamental questions:

9.7.5.1 Question 1: Is ¢; plausibly correlated with x;,?
e Yes: use FE or FD. RE and POLS will be inconsistent.

e No (or strong justification): RE is preferable for being more efficient. POLS
can be used as a benchmark, but requires clustering.

o Test: Hausman test compares FE and RE. If it rejects Hy, there is correlation
between ¢; and x;;.



9.7. PANEL DATA BLOCK SYNTHESIS 259

9.7.5.2 Question 2: What is the serial structure of u;?

White noise: FE is more efficient than FD.
Random walk or highly persistent: FD is more efficient than FE.

Test: examine autocorrelation of FE residuals. If there is strong serial correlation,
consider FD.

9.7.5.3 Question 3: Is the model dynamic?

Yes (contains y;; 1): strict exogeneity fails mechanically. FE and FD are incon-
sistent for fixed T" (Nickell bias).

Solution: use dynamic GMM (Arellano-Bond or Blundell-Bond) with lagged
instruments.

9.7.5.4 Additional Considerations

Time-invariant variables: if they are essential for the research (gender, race,
geographic location), use RE or POLS, provided there is justification for E[¢; | X;] =
0.

Measurement error: FD amplifies measurement noise when differencing. If the
variable is persistent and measured with error, FD may suffer severe attenuation
bias.

Short panels (small T): FE and FD lose degrees of freedom. Consider RE if
there is strong theoretical justification.

Inference: in all cases, use cluster-robust standard errors at the unit ¢ level.

9.7.6 Caveats and Common Pitfalls

Omission of Hausman test: “The author uses RE to estimate returns to education,
but does not report the Hausman test. If unobserved ability is correlated with
schooling, RE coefficients are inconsistent.”

Dynamic endogeneity: “The model includes lagged GDP as a regressor. In this
scenario, the strict exogeneity hypothesis is violated by construction, making FE
and FD inconsistent (Nickell bias).”

Weak instruments in FD: “When differencing variables with high temporal per-
sistence, the author eliminated almost all signal variation, leaving only measurement
noise, which exacerbates attenuation bias.”

Negative variance in RE: “In small samples, the estimate of 52 may be negative.
The software zeros this component, and RE silently collapses to POLS.”

Absence of clustering: “Even under FE, idiosyncratic errors may exhibit residual
serial correlation. Cluster-robust standard errors at the unit ¢ level are mandatory.

)

Confusion between weak and strong exogeneity: “The author justifies POLS
by saying u;; is orthogonal to x;;, but does not discuss whether ¢; is correlated with
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x;:. Contemporaneous exogeneity is not sufficient if there is correlated unobserved
heterogeneity.”

9.7.7 Typical Referee Question

Question: “Why did you choose FE instead of FD, given that your idiosyncratic error
u;; appears to have a unit root in diagnostic tests?”

Answer: “The choice between FE and FD for T" > 2 is based on efficiency under strict
exogeneity. If u; is a random walk, Au; becomes white noise, making FD the BLUE
estimator (by the Gauss-Markov Theorem applied to differences). Using FE in this case
would introduce negative serial correlation in the transformed errors, reducing statistical
power. I acknowledge that, given the unit root evidence, FD is the more efficient choice.
As robustness, I report both specifications with cluster-robust standard errors and confirm
that results are qualitatively similar.”

9.7.8 Block Conclusion

The panel data block is organized around a central trade-off: efficiency versus robust-
ness to unobserved heterogeneity.

« POLS is the starting point, but is fragile when ¢; is correlated with regressors. It
requires only contemporaneous exogeneity, but is inefficient and requires clustering.

e RE is efficient under ¢; orthogonality, but becomes inconsistent if this hypothesis
fails. It allows estimation of invariant variable effects.

o FE solves the endogeneity problem from unobserved heterogeneity, at the cost of
losing invariant variables and requiring strict exogeneity. It is the gold standard for
causal identification in panels.

o FD also eliminates ¢;, but its efficiency depends on the serial structure of errors.
It is preferable when w;, is highly persistent or when there is concern about (1)
variables.

Rigorous practice requires:

o explicitly stating which source of variation identifies the parameter (within, between,
or both);

 justifying strict exogeneity or presenting an instrumental strategy;
« using cluster-robust standard errors at the unit level;
« comparing POLS, FE, FD, and RE specifications;

« treating dynamic models with appropriate instruments (dynamic GMM).
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Limited Dependent Variable Models

10.1 Block Introduction

10.1.1 Common Problem: Discrete, Censored, Truncated, or
Non-Randomly Selected Dependent Variables

In applied microeconometric research, the classical linear regression model estimated by
Ordinary Least Squares (OLS) assumes that the dependent variable Y has continuous
support over the entire real line R. Under this premise, along with the conditional mean
exogeneity assumption (E[U | X] = 0), the OLS estimator is consistent and asymptotically
normal for the structural parameters 3.

However, modeling individual choices, consumption decisions, and market participation
frequently results in dependent variables whose support is restricted or exhibits disconti-
nuities. These variables are called Limited Dependent Variables (LDV). When the
support of Y is limited, the population conditional expectation relationship E[Y | X]
becomes intrinsically non-linear, violating the OLS linearity assumption and causing sim-
ple linear regression to produce severely biased, inconsistent estimates lacking structural
economic validity.

To systematize the study of this block, we analytically classify the four most common
support pathologies in microdata:

10.1.1.1 Discrete Dependent Variables

These occur when the response variable assumes only integer values in a countable set. The
limiting case is the binary response, where Y; € {0, 1}, representing participation choices
or dichotomous decisions. In count data cases, the support extends over non-negative
integers (Y; € Ng = {0,1,2,...}), such as the number of firm patents or doctor visits.

The observation rule is:

Y; =1(Y; > 0) where Y =X]B+e, (10.1)

2

where Y;* is an unobserved continuous latent utility or propensity and I(-) is the binary
indicator function.

261
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Why OLS fails (Linear Probability Model): Although OLS can be algebraically
computed (LPM), the conditional expectation E[Y; | X;] = P(Y; = 1 | X;) = X783
imposes an inadequate linear restriction. Since the probability support is strictly bounded
to the interval [0, 1], the linear specification generates absurd predictions of negative
probabilities or probabilities greater than one for extreme values of X;. Additionally,
errors are inherently heteroskedastic and non-normal, invalidating classical test statistics
in finite samples.

10.1.1.2 Censored Data

Censoring occurs when the latent dependent variable of interest, Y;* € R, is defined and
endowed with economic meaning for the entire population, but its physical measurement
is restricted above or below a certain threshold 7 due to sample design or institutional
constraints. The observed support is hybrid: it exhibits a discrete probability mass at the
censoring point and a continuous density outside it.

The observation rule (censoring at the origin, 7 = 0) is:

Y ifY*>0
Y;:max(O,Y;*):{“ iy, >0,

. (10.2)
0, ifYr<o.

Why OLS fails: If we estimate the model by OLS using the entire sample (including
zeros), coefficient estimates will suffer from severe attenuation bias (underestimation in
absolute value). The estimator tries to fit a continuous line over a mixed distribution,
failing to capture the true slope of the latent tail. If we discard zeros and estimate OLS
only on the positive subsample (Y; > 0), estimators will remain inconsistent, since error
truncation induces mechanical correlation between regressors and the remaining stochastic
disturbance.

10.1.1.3 Truncated Data

Unlike censoring, in truncation we have no information about individuals who fall outside
the support limit. If the latent dependent variable does not satisfy the cutoff criterion,
the individual is entirely excluded from the database, making it impossible to observe
even their exogenous covariates X;.

The observation rule (left truncation at the origin) is: the vector (X;,Y;) is observed if
and only if
Y >0 where Y=Y =XIB+e,. (10.3)

Why OLS fails: Since the sample is a non-random selection from the population of
interest, the conditional mean of the error in the truncated sample is no longer zero,
becoming non-linearly dependent on regressors through the truncated density:

g

where () is the Inverse Mills Ratio. OLS ignores this correction term, generating
estimates severely biased toward zero for all slope parameters.
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10.1.1.4 Sample Selection (Incidental Truncation)

This occurs when the dependent variable of interest Y;* is observed only for a non-random
subsample of the population, but the mechanism determining this observability (selection,
S;) is governed by a behavioral decision process of the agent themselves that differs from
the outcome equation. This phenomenon is known as incidental truncation.

The observation rule is:

S; =I(ZF'~ +V; > 0) (Selection Mechanism), (10.5)
S e (10.6)
not observed (missing), if S; = 0.

Why OLS fails: If we estimate the outcome equation by OLS using only the selected
sample (S; = 1), mean exogeneity is violated whenever the unobserved shocks of selection
and outcome are correlated (Cov(U;, Vi) = oyy # 0). Conditioned on participation, the
expectation of the outcome error is non-zero:

E[U; | Xi,Z,S; = 1] = ouv A (Z] ~) # 0. (10.7)

Omission of A(ZIv) acts exactly as an omitted variable bias, correlating the remaining
error term with the regressor vector X; in the active subsample and rendering the OLS
estimator inconsistent.

10.1.1.5 The Theoretical Block of Identification and Consistency

Resolving these four support pathologies constitutes the core of large-sample microecono-
metric theory for limited data. Since the non-linearity of conditional expectations prevents
direct application of classical linear projections, consistent identification of structural
parameters 3 requires alternative estimation methods, specifically Maximum Likelihood
or semiparametric absolute loss methods.

Historically, this identification rests upon two distinct methodological approaches:

e Structural Parametric Identification: Based on imposing strong distributional
assumptions (such as bivariate joint normality of errors) to exactly deduce and
correct the non-linear curvature of the tail under truncation (as in classical Tobit
and two-stage Heckman).

e Semiparametric and Exclusion Identification: Relaxes normality and ho-
moskedasticity assumptions in favor of robust estimators (such as Powell’s CLAD)
or requires the presence of valid exclusion restrictions (instruments that exogenously
determine participation/selection probability without directly affecting the struc-
tural outcome), ensuring that identification is statistically stable and immune to
collinearity in real samples.

10.1.2 Why OLS Fails Here

The classical linear regression model estimated by OLS relies on the premise that the
population conditional expectation relationship E[Y | X] is linear and continuous over
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the entire real support. When we encounter Limited Dependent Variables (LDV) or data
under Non-Random Sample Selection, this structural linearity is mechanically violated.

Below, we detail the three fundamental channels of OLS estimator collapse under these
circumstances.

10.1.2.1 Predictions Outside the Coherent Support

Being an unrestricted linear projection, OLS projects predicted values Y, = XZT,[;'OLS
that can assume any real value over the line R, ignoring the physical and probabilistic
restrictions inherent to the actual dependent variable support.

The Linear Probability Model (LPM) Case: When the dependent variable is
binary (Y; € {0, 1}), the population conditional expectation exactly equals the conditional
probability of success: E[Y; | X;] = P(Y; =1 | X;). When fitting the model by OLS, the
estimated probability varies linearly with covariates. Consequently, for extreme values of
X;, the LPM will inevitably generate absurd predictions, providing negative probabilities
or probabilities exceeding 1.

Fractional, Censored, and Count Variables: If the variable of interest is strictly
non-negative (such as working hours in Tobit or patent counts in Poisson models), OLS
projects negative values for substantial portions of the sample. Since these negative values
lack physical or economic interpretation, the predictive power of the linear model collapses
outside the sample mean.

10.1.2.2 Parametric Inconsistency Due to DGP Non-Linearity

In applied microeconometrics, the researcher’s central interest lies in identifying the
structural (causal) behavior parameters, By. Although OLS always provides a consistent
estimate of the Best Linear Projection (BLP) parameters of Y given X, it is systematically
inconsistent for recovering the true structural coefficients 3, if the population DGP is
strictly non-linear.

Distortion by Inadequate Linear Approximation: If the true DGP is governed by a
Probit or Logit distribution, such that E[Y; | X;] = G(XT3,) with G(-) being a strictly
non-linear CDF, the true marginal effect

OR[Y; | X;]

S = (X! B (10.8)

will vary continuously over the entire regressor support. By forcing a linear fit with
constant slope coefficient (Gors), OLS will report a weighted average coefficient suffering
from so-called attenuation bias.

Fit Collapse in Corner Solution Models (Tobit): Let ¥; = max(0,Y;*) be a censored
variable or one with zero accumulation at the origin. The true unconditional population
expected value follows Tobin’s non-linear mixed relationship:

XT XT

E[Y, | X,] = X7 8,® <’ﬁo> oo (""’) . (10.9)
o o

If we estimate this relationship by OLS using the entire sample, the linear estimator will

try to fit a continuous line connecting the probability mass concentrated at zero to the
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positive continuous data. This linear fit generates a slope severely attenuated toward zero,
failing to recover 3.

10.1.2.3 Sample Selection Bias (Incidental Truncation)

In sample selection or incidental truncation problems, the available subsample for esti-
mation is systematically different from the target population due to agents’ self-selection
choices. OLS collapse in this context stems from the fact that incidental truncation
generates a mechanical violation of the mean error exogeneity hypothesis conditioned on
selection.

Let the outcome and selection equations be represented by the bivariate latent system:

Y =X!By+U; (Outcome Equation), (10.10)
S¥ =77~y +V; (Selection Equation), (10.11)

where the econometrician observes Y; = Y;* if and only if the participation indicator is
active, S; = I(S; > 0) = 1.

If the latent error terms are correlated in the population (Cov(U;, Vi) = opyy # 0), the
conditional expectation of the structural error term in the selected sample is non-zero:

E[U; | Xi,Zi, S; = 1) = B[U; | X4, Zi, Vi > —Z] v0] = ouv MZIv), (10.12)

where A(z) = ¢(2)/®P(z) represents the Inverse Mills Ratio.

The OLS estimator is therefore inconsistent and permanently biased, converging in
probability to a pseudo-true vector distorted by selectivity:

A —1
plim Bows = Bo + ovv (EXX] [ S5 =1])  E[Xi\i | Si = 1] # . (10.13)

10.1.3 Identification Lens: The Tension Between Distributional
Assumption Identification vs. Exclusion Restriction Iden-
tification

In the historical development and contemporary practice of applied microeconometrics,
the researcher faces an inevitable structural dilemma: how to ensure that estimated
parameters truly represent the actual population Data Generating Process (DGP) and
not an artificial byproduct of imposed mathematical assumptions?

This tension splits econometric methodology into two distinct approaches to achieve
identification:

« Identification by Distributional Assumption (Parametric): Where identifi-
cation relies on imposing a functional form and strict probability distribution for
error terms (typically the Gaussian normal distribution).

« Identification by Exclusion Restriction (Exogenous Variation / Semipara-
metric): Where identification requires the existence of an exogenous variable that
alters the selection or participation process without directly affecting the outcome
equation.
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10.1.3.1 The Identification Paradigm and Manski’s Law of Decreasing Credi-
bility

The concept of identification establishes whether it is possible to uniquely recover the
parameters of interest from a model given the observable joint distribution of data. Let P
be the probability distribution of observed data and 8 € © be the vector of structural
parameters of the theoretical model. We say that 6 is identified if there exists a unique
mapping from P to 6. If two distinct parameter vectors, 8; and 0., generate exactly the
same observed distribution P, the model is said to be unidentified (or observationally
equivalent).

In the context of selection and LDV models, Charles Manski formulated the Law of
Decreasing Credibility, which states:

“The credibility of structural estimates from an econometric model decreases
as the strength of identification assumptions increases.”

Models that achieve identification by imposing rigid distributional assumptions (such as
bivariate normality of errors in Tobit and Probit) lie at the extreme of high assumption
strength and low credibility. If the normality assumption is violated — which frequently
occurs in microdata due to skewness, kurtosis, and heavy tails — the identification point
collapses and the maximum likelihood estimator becomes globally inconsistent.

To restore credibility, modern econometrics requires that identification be anchored in ex-
ogenous exclusion restrictions, transferring the weight of identification from mathematical
curvature to actual physical variation generated by research design.

10.1.3.2 The Fragility of Identification by Distributional Assumption: The
Type I Tobit Case

In the classical Type I Tobit model, the observed variable is Y; = max(0,Y;"), where
Y* = XT3y + e;. The conditional expectation is given by Tobin’s equation:
XT XT
E[Y; | X;] = X7 By ® <BO> + oo (ﬁf)) : (10.14)
go go
Identification of the structural parameter vector 3, relies entirely on the validity of the
hypothesis that ¢; | X; ~ N(0,02).

The Failure Mechanism Under Non-Normality: If the true distribution of the latent
error deviates from the Gaussian normal distribution, the true truncated conditional
expectation function will no longer be proportional to the Inverse Mills Ratio (\). Unlike
the classical OLS linear model (where error non-normality does not affect parameter con-
sistency), in Tobit, breaking the distributional assumption destroys asymptotic consistency
of the entire coefficient vector:

plim Bropie wmre # B0 if e | Xi £ N(0,02). (10.15)

10.1.3.3 The Illusion of Identification by Non-Linearity in the Heckman
Model (Type II Tobit)

The Heckman selection model (Type IT Tobit) can be estimated without exclusion variables
if the selection equation regressor vector is identical to that of the outcome equation
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(Z; = X;). The estimated equation in the second stage is:
Y; = XI By + ovv MX ) + e (10.16)

From a purely mathematical standpoint, the vector (31, oy)? is identified in the pop-
ulation because the Inverse Mills Ratio is a strictly non-linear function. However, this
identification constitutes a numerical illusion in finite samples:

o The Near-Linearity of Mills: For moderate participation probabilities (in the
central range of the normal distribution), the curvature of \(z) is extremely smooth,
behaving as \(z) ~ ¢g + ¢ 2.

o Variance Collapse: Without an exclusion restriction, the generated correction
term \; = A(XT4) becomes almost perfectly correlated with linear regressors X;.
This elevates the Variance Inflation Factor (VIF) to pathological levels, inflating
standard errors to infinity.

Proof of Semiparametric Non-Identification Without Exclusion: If we relax
the bivariate normality assumption of errors, the true selected conditional relationship
assumes the general semiparametric form of Gallant and Nychka (1987):

ElY; | Xi,Zi, S = 1] = X[ Bo + 9(Z] v0), (10.17)
where ¢(-) is an unknown continuous selection function.

Suppose there exists an alternative parameter vector 8 = By — M~, # By and an
alternative selection function §(z) = g(2) + Mz, where M € R¥ is a non-zero column
vector of real constants. Substituting:

X7 B+ §(XT o) = X7 (Bo — M) + g(X] ) + M(X]v0) = X] B0 + 9(X{ 70)- (10.18)

Therefore, without exogenous exclusion restriction, identification of the Heckman selection
model depends 100% on the arbitrary imposition of the bivariate Gaussian normal
distribution.

10.1.3.4 The Exclusion Restriction Paradigm: Identification Anchored in
Research Design

The existence of an exogenous variable W;; contained in Z; but strictly excluded from X;
dictates that:

This exogenous variable acts as a physical participation lever:

» Relevance (Effect on Selection): Systematically alters the individual’s partici-
pation probability (yw # 0).

o Structural Exclusion (Outcome Orthogonality): Has no direct causal impact
on the outcome variable of interest.

The inclusion of W;; ensures that the Mills ratio indexing term varies independently
relative to second-stage regressors, guaranteeing non-singularity of the expected conditional
moment matrix:

rank (E[W, W/ | §; =1]) = K +1, (10.20)
where W; = [XT \]7.
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10.1.3.5 Structural and Epistemological Comparison

Dimension

Parametric Identifica-
tion (Probit/Tobit)

Exclusion Identification
(Heckman)

Identification Source

Non-linear curvature of
Gaussian CDF (®)

Physical exogenous varia-
tion provided by instru-
ment (W)

Mathematical Strictly Gaussian and ho- | Conditional mean exogene-
Premise moskedastic errors ity of instrument (W L U)
Robustness to Mis- | Very low Very high

specification

Low standard errors, but | Realistic standard errors
masking biases

Low

Finite Sample Preci-
sion

Credibility (Manski)

High

Table 10.1: Methodological tension: parametric identification vs. exclusion restriction.

10.1.3.6 The Partial Identification Perspective (Manski-Molinari)

When the researcher does not have a strong exogenous exclusion restriction and re-
fuses to impose strict distributional premises, modern econometrics offers the Partial
Identification (Set Identification) framework, developed by Manski and Molinari (2020).

Instead of assuming that the population error is normal to force convergence of B to a
single pseudo-true point, the researcher assumes only weak regularity conditions. The
objective becomes identifying the Sharp Identification Region H P[6)]:

HP[0] = {6 € © :E[Yy; | X;] < X0 <E[Yy, | Xi]}, (10.21)

where Y7; and Yy; represent the lower and upper bounds of observable physical realizations
of the limited dependent variable.

10.2 Binary Choice Models and Panel Extensions

10.2.1 Practical Problem: Labor Force Participation Decision

In applied microeconometric analysis, interest frequently shifts from quantitative and
continuous dependent variables to qualitative decisions, of a discrete or dichotomous
nature. This conceptual scenario is designated as binary choice models or qualitative
response models.

The observed dependent variable assumes only two possible values:

1
0,

where the numerical values {0, 1} are purely labels of mathematical convenience.

if the event of interest (success) occurs, (10.22)
if the event of interest (failure) does not occur, '



10.2. BINARY CHOICE MODELS AND PANEL EXTENSIONS 269

10.2.1.1 The Canonical Example: Labor Force Participation

Consider the decision of a married woman to enter the formal labor market (represented
by the dummy variable inlf; € {0,1}). According to microeconomic theory of labor supply
and time allocation, labor market entry results from individual utility maximization over
consumption and leisure.

This process is governed by the interaction of two fundamental economic variables:

« The Offered Market Wage (W?): Represents the monetary compensation per
hour that firms are willing to pay the individual based on their productivity attributes
and human capital.

« The Reservation Wage (W/): Represents the minimum subjective wage that
would induce the agent to give up leisure and domestic activities to work in the
formal market.

Under classical economic rationality:
Y, = I(W7 > W), (10.23)

where I(-) denotes the structural indicator function.

10.2.1.2 The Conceptual Failure of OLS: The Linear Probability Model
(LPM)

The naive approach would be to directly estimate:

Y, =XI'B+u = PY;=1|X;)=X]B. (10.24)

Although the LPM provides simple estimates, it presents serious limitations:

e Predictions Outside the Coherent Support: The model will generate predicted
values Y; < 0 or Y; > 1 for observations with regressors at extreme levels.

e Intrinsic Heteroskedasticity:

Var(u; | X;) = X7 8 (1 - X7'8). (10.25)

e Error Non-Normality: The disturbance u; assumes a strictly discrete two-point
distribution.

o Inconsistency: OLS converges to the Best Linear Projection, which depends on
the marginal distribution of regressors and suffers from systematic attenuation bias.

10.2.2 Latent Utility Model and Link Function

The central intuition consists of modeling an unobservable continuous indicator of behav-
ioral propensity and mapping this index onto a symmetric-tailed cumulative distribution
function (CDF), ensuring that estimated probabilities remain strictly contained within
the unit interval.
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10.2.2.1 Latent Propensity Model Formulation

Let Y* € R be an unobserved latent variable denoting the net benefit or expected net
utility:
Y =XT8y +e;, e | Xi~Gle), (10.26)

where G(-) represents the conditional CDF of the idiosyncratic shock, assumed to be
continuous and strictly increasing.

The empirical bridge between the invisible latent utility Y;* and the observed physical
decision Y; is given by the sign partition rule:

1, fY* >0 < ¢ >—-XTp3,,

, a (10.27)
0, lfY;*SO <~ GZS—XzﬁO

n=ﬂ<i@*>0>={

10.2.2.2 Probabilistic Mapping and the Role of the Non-Linear Link
The econometrician’s objective is to estimate the conditional probability:

P(Y;=1]X;) =P >0[X;)=Ple; > X[ By | Xi) =1 - G(=X[ ). (10.28)

Assuming symmetry (G(—u) =1 — G(u)):
P(Y; =1]X;) = G(X{Bo). (10.29)

Probit Model: ¢; | X; ~ N(0,1), where G(-) = ®(+):

T X6 1 2
PY;=1|X;) =9(X; B) = Noraad e dt. (10.30)
—00 s

Logit Model: ¢; | X; ~ Logistic(0,72/3), where G(-) = A(-):

eXp (XZT/BO)

PY;=1|X;)=AX]Bp) = : 10.31
10.2.2.3 Scale Non-Identifiability and the Need for Normalization
Let us multiply the latent equation by an arbitrary scale constant &£ > 0:
Y = XT(kBy) + ke;. (10.32)
Evaluating the observability rule:
Y; = 1(Y;* > 0) = I(kY; > 0) = I(Y;* > 0). (10.33)
Therefore, we uniquely identify the slope vector standardized by the scale factor:
6, = @. (10.34)
o

In the Probit model, we fix % = 1. In the Logit model, we fix the variance at o? = 72/3.
Under consistency, coefficients approximately satisfy Amemiya’s rule:

/éLogit ~ 1.6 x BProbit- (1035)
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10.2.3 Identification and Behavioral Assumptions
10.2.3.1 The Latent Error Distribution Hypothesis

The conditional CDF of ¢; is assumed to be continuous, increasing, and symmetric around
Zero:

G(—2)=1-G(z), VzeR. (10.36)

Probit Model: ¢; | X; ~ N (0, 1), with:

G(z2) = ®(2) = [ ; o(t) dt = [ ; \/127 exp (-’j) dt. (10.37)

Logit Model: ¢; | X; ~ Logistic(0, 7%/3), with:

exp(z) 1

G(z)=A(2) = = : 10.38
() (2) 1 +exp(z) 14exp(—2) ( )
The logistic density has slightly heavier tails than the normal.
10.2.3.2 The Strict Exogeneity Hypothesis
which imposes:
Ele; | X;] =0, Var(g; | X;) = 0® (constant). (10.40)

Consequences of Exogeneity Collapse: If Var(e; | X;) = h(X;)? # 1, the true
response probability becomes:

XT3
PY,=1|X;,)=G . . 10.41
mi=11%) =6 () (1041)
The Maximum Likelihood Estimator loses consistency globally.
10.2.3.3 Rank Condition and Conditional Support
The population moment matrix of regressors must be non-singular:
Yxx = E[X;X] must be positive definite (full rank). (10.42)

Moreover, stable identification requires that at least one regressor be continuous and
present sufficiently broad support:

PYi=1|X;)=G(XIB) € (¢,1 —¢) for some e > 0. (10.43)
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10.2.4 Identification Failure Scenarios

10.2.4.1 Complete Separation (Perfect Prediction)

Complete separation occurs when a regressor perfectly divides sample observations:

Y;=1 Viwhere X;; >7 and Y;,=0 Vi where X;; <. (10.44)

Since sigmoid functions only assume the limiting values 1 and 0 asymptotically:

lim G(z) =1 and lim G(z) =0, (10.45)

Z—00 Z——00

the point estimator of the coefficient diverges:
B — 00 (or — oo). (10.46)

A

Symptoms: Algorithm non-convergence; monumental coefficients (55 > 25); exploding
standard errors (SE(S;) > 2000).
10.2.4.2 Omission of Orthogonal Relevant Variables

In the Probit/Logit model, omitting a relevant variable, even if strictly orthogonal to
included regressors, generates systematic attenuation bias.

Proof: Let the DGP be:
V=X Bo+ 7 +e, e|Xi,Zi~N(0,1), (10.47)

with Cov(X;, Z;) = 0. Omitting Z; ~ N(0,0%), the compound error is v; = v Z; + €,
with:
v; | Xi ~ N(0,7505 +1) =N(0,02), o, > 1. (10.48)

The omitted conditional probability converges to:

plim 3 = 8* — 5022 (10.49)
14+ ~50%
Since /1 + 302 > 1:
18%] < |Bol (Attenuation Bias). (10.50)

10.2.5 Likelihood Derivation and Asymptotic Properties
10.2.5.1 Construction of the Conditional Likelihood Function

The observed response variable Y;, conditional on the covariate vector X;, follows a
Bernoulli distribution:

Y; | X; ~ Bernoulli(p;) where p;=P(Y;=1]|X;) =G(X!8y). (10.51)

The conditional Probability Mass Function (PMF) is:

flyi | X B) = [G(x{ B)]"[1 = G(xi B)]' ™. (10.52)
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Under i.i.d. random sampling, the Likelihood Function is:

L8] X.Y) = [[ICGTB [ — GBI (10.53)

i=1

The Log-Likelihood Function is:

m£(8) =3 {wn GO ) + (1 - i) 1 — G B} (10.54)

10.2.5.2 Score Vector Derivation and First-Order Conditions
The Score vector is:

s,(8) = TP Y Tl Bk =0, (1055)

Probit Score (G =, g = ¢):

Sn(8)probit = ; d(x7B)[1 — ®(xLB)]

o(x] B)x; = 0. (10.56)

Logit Score (G=A, g=A(1—-A)):

n

1 (8)1ogit = Z(yl —AxIB)x; = 0. (10.57)

=1

There is no closed-form analytical solution; iterative algorithms (Newton-Raphson or
Fisher Scoring) are required.

10.2.5.3 Demonstration of OLS Inconsistency
The OLS estimator is:

-1 n

BOLS = (Z XiXZT> inyi. (10.58)
i=1 i=1

By the Weak Law of Large Numbers:

plim Bos = (E[X;X]]) 'E[X;Y]]. (10.59)

By the Law of Iterated Expectations:

E[X,Y;] = E[X,G(X! By)]. (10.60)

Therefore: X
plim Bors = (E[X: X} ) 'E[X,G(X] Bo)] # Bo- (10.61)

OLS converges to the Best Linear Projection (BLP), which depends on the marginal
distribution of regressors and suffers from systematic attenuation bias.
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10.2.5.4 MLE Asymptotic Properties

Under regularity conditions, correct specification, and identification:

—_

. Score moment: E[s;(3y) | X;] = 0.

2. Information equality: E[s;s;] = —E[H,], where H; is the Hessian.
3. Consistency: ﬁMLE 2 B,.

4. Asymptotic normality: v N(Bue — Bo) % N(0,Z(Bo) ).

)

. Efficiency: Attains the Cramér-Rao lower bound.

10.2.6 Economic Interpretation: Marginal Effects

The golden rule of applied microeconometrics is: only marginal effects are inter-
pretable. The raw coefficients 3 measure the effect on latent utility, not on probability.
10.2.6.1 Instantaneous Marginal Effect

The marginal effect of a continuous regressor X is:

OP(Y,=1]|X,;
ug, = PSR xrp), (1062)

where g(z) = G'(2) is the probability density function (PDF).

Important note: The marginal effect depends on the evaluation point X3 through the
density ¢(+). For individuals with probability already close to 0 or 1, the marginal effect
will be small (the density is low in the tails).

10.2.6.2 Marginal Effect for Dummy Variables

For binary variables D; € {0, 1}, the derivative is not appropriate. The correct marginal
effect is the discrete difference:

ME;p = P(Y;=1|X;,D; =1)— P(Y; = 1| X;, D; = 0). (10.63)

10.2.6.3 Summary Measures: AME and MEM
Average Marginal Effect (AME/APE):

A

1 X
AME; = =3 8- 9(X; ). (10.64)
=1
Marginal Effect at the Mean (MEM):
MEM; = 3, - (X7 3). (10.65)

Contemporary microeconometrics recommends AME as the standard reporting measure,
since it captures sample heterogeneity and is more robust to extreme values.
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10.2.7 Extensions for Panel Data

In many microeconometric applications, we observe the same individual ¢ making decisions
in multiple periods ¢t = 1,...,T;. This panel data structure requires extensions of binary
choice models to accommodate unobserved heterogeneity and intra-individual correlation.

10.2.7.1 The Incidental Parameters Problem in Binary Panel
Consider the latent variable model for binary choice in panel:

Y = a; + x5, + €qt, v = Ly, > 0), (10.66)
where «; is the individual-specific unobserved heterogeneity.

In the linear model, the within transformation (demeaning) perfectly eliminates «;. How-
ever, in non-linear models like Logit and Probit, there is no mathematical transformation
that eliminates a; without distorting the non-linear link function.

If we estimate the model by Unconditional Maximum Likelihood (Fixed Effects), we need
to estimate N intercepts ;. Since N — oo and T is fixed (and generally small), the
estimators &; are inconsistent. Since B functionally depends on &;, the estimator of 3
also becomes inconsistent. This is the incidental parameters problem (Neyman and
Scott, 1948).

The bias of the Fixed Effects Maximum Likelihood estimator depends on T'. For static
models, the general rule is plim(8rg) = S(T')3, where S(2) ~ 2 (100% bias if T = 2),
and limy_,., S(T') = 1.

10.2.7.2 Chamberlain’s Conditional Logit

For the Logit model, there is an elegant solution developed by Chamberlain (1980). The
sum of choices over time, S; = ZtT:1 Yir, is a sufficient statistic for «;. Conditioning the
likelihood function on S;, the parameter «; is eliminated.

Example for 7' = 2: If S; = 1, the individual changed state (chose 1 in one period and 0
in the other). The conditional probability is:

P(yn = 1)P(yr = 0)
P(yin = 1)P(y;2 = 0) + P(ysn = 0)P(yi2 = 1)

P(yn =1Lyn=0|S=1)= (10.67)

Substituting the Logit probabilities, the term exp(«a;) appears in both numerator and
denominator and cancels perfectly:

exp(x;;8)
exp(x;j;8) + exp(xjy3)

Plyn =Lyn=0] S5 =1) = (10.68)

Limitations:

o Individuals who do not vary (S; = 0 or S; = T') are discarded from estimation,
which may generate selection bias.

e Since «; is eliminated, it is not possible to calculate marginal effects or predicted
probabilities, only coefficient ratios.

o There is no exact analog for the Probit model.
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10.2.7.3 Mundlak’s Approach (CRE)

To overcome Conditional Logit limitations and allow calculation of marginal effects, Mund-
lak (1978) proposes projecting unobserved heterogeneity onto time means of regressors:

a; = a+x0 +u;, (10.69)

- 1T
where X; = 7 371 Xt

Substituting into the original model:

Yi = 0+ X0 +x38 + (u; + ). (10.70)

The model is estimated as Random Effects, but including time means X; as additional
regressors. The term X, absorbs the correlation between «; and x;;.

Advantages:
o Allows calculation of marginal effects and probabilities.
 Uses all data (does not discard individuals without variation).

e The Hausman test for choosing between Random Effects and Fixed Effects reduces
to a Wald test for Hy: § = 0.

10.2.8 Mixed Logit and Preference Heterogeneity
10.2.8.1 Formulation with Random Coefficients

In panel data with multiple choices per individual, or in stated choice experiments, the
same individual 7 faces multiple choice situations t = 1,...,T;. Unobserved preferences
are constant over time, generating intra-individual correlation.

The Mixed Logit model allows coefficients to vary across individuals according to a
probability distribution:

Uije = X581 + €ijes B; =B +Tu, (10.71)

where u; ~ D(0,I) and I is a scale matrix allowing correlation between random coefficients.

The unconditional choice probability is a multivariate integral:

Py [ 2l (s .50 ap. (10.72
1 Ximt

where Q = T'T".

Estimation is done by Simulated Maximum Likelihood (SML), using Halton se-
quences or the GHK simulator to approximate the integral. Mixed Logit relaxes IIA,
allows arbitrary substitution patterns, and captures preference heterogeneity.
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10.2.8.2 Connection with Nested Logit and Error Components

Nested Logit can be seen as a restricted case of Mixed Logit (error components model). If
only alternative-specific constants are random, and correlation is imposed by nests:

Uij = Q; + Ui nest(5) + X;j/B + Eij- (1073)

The term w;pest(;) is shared by all alternatives within the same nest, generating error
correlation and relaxing ITA only between nests. Estimating Nested Logit as a Mixed
Logit with grouped random constants produces virtually identical results.

10.2.9 Stated Choice Experiments and Willingness to Pay
10.2.9.1 Revealed vs Stated Preference

In many contexts, stated choice experiments are used, where respondents evaluate hypo-
thetical scenarios. The advantage is allowing analysis of non-existent alternatives and
controlled variation in attributes. The disadvantage is statement bias.

Frequently, revealed preference (RP) and stated preference (SP) data are combined. To
accommodate possible differences in utility scales between the two data types, one can
use a Nested Logit model grouping RP and SP into distinct nests, allowing different scale
parameters (\) for each nest.

10.2.9.2 Willingness to Pay (WTP) and Distribution Choice

In unlabeled experiments, the focus is on Willingness to Pay (WTP) for attributes. Given
a price coefficient Bpice, the WTP for attribute k is:

B

WTPy, = — 5
price

(10.74)

In Mixed Logit, since fj is a random variable, WTP is also a distribution. The choice of
distribution is crucial for behavioral plausibility:

o Normal: allows the coefficient to change sign in the population (suitable for
ambiguous attributes, such as brand preference).

o Log-Normal: imposes that the coefficient has a constant sign (suitable for univer-
sally undesirable attributes, such as cost or travel time). However, it produces thick
tails, generating implausibly high WTP values.

o Triangular: limits coefficient dispersion, avoiding thick tails and producing more
behaviorally plausible WTP distributions.

10.2.9.3 Attribute Non-Attendance (ANA)

In stated surveys, some respondents ignore certain attributes when making decisions
(heuristics). This can be modeled via latent class models, where a fraction of the population
has coefficients for certain attributes forced to zero, while the other fraction considers all
attributes.
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10.2.10 Synthesis and Practical Guide

The choice of binary choice model and its extensions must respect three principles:

1. Data nature: simple cross-sectional data require standard Logit/Probit. Panel
data require treatment of unobserved heterogeneity (Chamberlain, Mundlak, or
Random Effects).

2. Research interest: if only coefficient ratios matter, Chamberlain’s Conditional
Logit is sufficient. If marginal effects and predicted probabilities are needed, use
Mundlak or Random Effects.

3. Interpretation by marginal effects: raw coefficients are not effects on probabili-
ties. Always report AME (Average Marginal Effects) as the standard measure.



Chapter 11

Limited Variable Models

11.1 Truncated Data

The central objective of this section is to infer the characteristics of a complete population
from a sample drawn only from a restricted part (subpopulation) of that population.

11.1.1 Truncated Distributions

A truncated distribution is the part of an original (untruncated) distribution that lies
strictly above or below a specified value.

Example: Analyzing only incomes above $100,000 means observing a subset of the
complete income distribution (which ranges from zero to infinity).

Theorem 19.1: Density of a Truncated Random Variable

Statement. If a continuous random variable z has probability density function (pdf) f(x)
and a is a constant, then the density of the truncated variable (conditioned on z > a) is:

/(@) if x > a,

flx]z>a)={Pl@>a) (11.1)
0 if x <a.

Rigorous Proof via CDF (Recommended Classical Approach).

We first define the conditional CDF F(z | X > a) = P(X < z | X > a) and then
differentiate it with respect to x to obtain the pdf. By the definition of conditional
probability:

P(X <zNnX >a)

Flz|X >a)= PX > a)

(11.2)

We analyze the behavior in two regions of the support:

o Case 1: For = < a. The events {X < z} and {X > a} are mutually exclusive
(empty intersection). Therefore:

Flz|X >a)=0. (11.3)

279
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« Case 2: For z > a. The intersection between {X < z} and {X > a} is the interval

(a, x]. Thus:
Pla< X <z) F(z)—F(a)
Flz| X >a)= PX > a) = PX>a) (11.4)
The complete conditional CDF is:

0 if z <a,
Fla|X>a)={F(z)- Fa) (11.5)

——— ifz>a.

(X >a)

To obtain the pdf, we differentiate F'(x | X > a) with respect to x using the Fundamental
Theorem of Calculus (noting that F'(a) and P(X > a) are constants with respect to z):

» Forz <a: f(x|X>a):jI(0):0
. _ d (F(x) - F(a) f(x)
« Forz > a: f<x|X>a)_dx<P(X>a)>_P(X>a)

This completes the proof. B

Alternative Approach: Formalization via Infinitesimal Limit.

The conditional pdf is formally defined by the limit:

<
f@| X >a)= lim D@SX<ztdr|X>a) (11.6)

dz—0+ dx

Applying conditional probability:

f@]| X >a) = lim PUES X <a+dry 0{X >a})

. 11.
dz—0+ dx - P(X > a) (117)

o If x < a: For dz sufficiently small (dz < a — x), the interval [x,x + dz) does not
intersect the region X > a. The intersection is empty, so f(x | X > a) = 0.

o If x > a: For dx sufficiently small, [z,2 + dz) C (a,00). The numerator is
[#F9 £(u) du. By the Mean Value Theorem for Integrals, there exists ¢ €

xT

[z, x 4+ dz] such that the integral equals f(c) dx. Substituting:

f | X>a) = tm - AOQ® oy SO @)

= = 11.8
dz—0+ dz - P(X > a) dos0+ P(X >a) P(X>a) (118)

since ¢ — x as dr — 07 and f is continuous. W

Interpretation Note. The term P(X > a) in the denominator acts as a normalization
constant (scale factor). Since the area under f(z) to the right of a is less than 1,
dividing by P(X > a) rescales the density so that the new pdf integrates exactly to 1 over
the restricted support (a,00).
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Continuous Application: The Truncated Normal Distribution

Most recent applications with continuous variables use the truncated normal distri-
bution. If z ~ N(,0?), we define the standardized truncation point as v = “>£. The
probability that z > a is P(z > a) = 1 — ®(«a), where ®(-) is the CDF of the standard
normal.

The density of the normal truncated from below at a is:

1 1 /x—p
f(:c\x>a):1_(b(a)~a¢( . ), x> a, (11.9)

where ¢(+) is the pdf of the standard normal.

Interpretation: As we truncate the left tail (increasing a), the observed distribution not
only loses the tail but shifts its mean to the right and alters its variance, since the
density is rescaled so that the total area equals 1.

Discrete Application: The Poisson Distribution Truncated at Zero

For discrete variables, the Poisson truncated at zero stands out. If Y ~ Poisson(\),
we want P(Y =y |Y > 0).

Complete and Rigorous Proof.

By the definition of conditional probability for discrete variables:

P(Y =ynY >0)
P(Y > 0)

PY =y|Y >0 = (11.10)

1. The Numerator: Intersection of Events

e Case 1: For y < 0. Since Y has support on the non-negative integers, if y < 0,
the events {Y = y} and {Y > 0} are mutually exclusive (empty intersection):

PY =yNnY >0)=0. (11.11)

« Case 2: For y € {1,2,3,...}. Since y > 0, the event {Y = y} is fully contained in
{Y > 0}. The intersection is the event itself:

e MY
PY=ynY >0)=PY =y) = - (11.12)
y!
2. The Denominator: Scale Factor
The denominator is the probability of the complement of Y = 0:
e \0
PY>0)=1-PY =0)=1- o =1—c? (11.13)

3. Final Conditional Probability Function
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Combining the cases of the numerator with the denominator:

e\
PY =y|Y >0 =y (1-e?)
0 if y <O0.

ify=1,2,3,...

Proof that the pmf sums to 1 (validity check).

e AN e W

P(Y=y|Y >0)= - A
yz::1 ( | ) Zy!(l—e—’\) L—e? =y

y=1

By the Taylor series expansion of e*:

6)\:27':14— 7':>27|:€/\—1
y=0 Y- y=1Y y=1Y
Substituting:
e ~(e’\—1): e et —e _ 1 —e? | m
1—e? 1—e? 1—eA

(11.14)

(11.15)

(11.16)

(11.17)

Practical Application: This distribution is used in count models of recreational or
tourist facility usage, where observations of “zero uses” are discarded (the sample includes

only individuals who used the facility at least once).

Terminological Convention: A random variable whose underlying distribution has

been truncated will be called simply a truncated random variable.

11.1.2 Moments of Truncated Distributions

The main interest lies in the mean and variance of the truncated random variable. They

are obtained by the general formulas:

E[x]a:>a]:/ooxf(x|x>a)dx,

a

and analogously for the variance.

Example 19.1: Truncated Uniform Distribution

If = has a standard uniform distribution, x ~ U(0, 1), then:

fley=1, 0<z<1.

The distribution truncated at x = 1/3 (from below) is also uniform:

fla|z>1/3) = P(ﬁf(j)l/g) - 2}3 - 2 1/3<z<1.

(11.18)

(11.19)

(11.20)
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Proof of the Truncated Mean.
1 1 3 8 2

( _ ) _ 2.2 2 (112
2 18 2 18 3

For a variable uniformly distributed between L and U, the variance is (U — L)?/12. Thus:

1 3 3 271 3
Blela>1/3= [ o Sde=S|0| =%
1/3 2 212 13 2

Proof of the Truncated Variance.

Var[z | x > 1/3] = a _1;/3) = (2{;)) = 41/29 = 217 (11.22)

The mean and variance of the untruncated distribution are 1/2 and 1/12, respectively.

Two General Conclusions from Example 19.1

1. Mean Shift: If truncation is from below, the mean of the truncated variable is
greater than the mean of the original. If truncation is from above, the mean of the
truncated variable is smaller than the mean of the original.

2. Variance Reduction: Truncation reduces the variance compared to the variance
of the untruncated distribution.

From this point onward, we will use the terms truncated mean and truncated variance
to refer to the mean and variance of the random variable with a truncated distribution.

Theorem 19.2: Moments of the Truncated Normal Distribution

Theorem 19.2 is a fundamental analytical result in microdata econometrics and discrete
choice decisions, serving as the theoretical basis for classic models such as the Tobit and
the Heckman Sample Selection Model (Heckit). The great theoretical elegance
of the equations presented lies in their ability to unify the two types of truncation
— lower/left (z > a) and upper/right (z < a) — into a single simple, consistent, and
symmetric parametric structure.

Statement. If x ~ N[y, 0] and a is a constant, then:
E[z | truncation] = p + oA (), (19-1)

Var[z | truncation] = o[1 — §(a)], (19-2)
where oo = (a — p) /o, ¢(«) is the density of the standard normal, and:

¢(a)

AMa) = 1= o) if truncation is z > a, (19-3a)
AMa) = _:Ibf((;é)) if truncation is xr < a, (19-3b)

and
d(a) = AMa)[AMa) — al. (19-4)

Rigorous Proof of the Moments of the Truncated Normal.
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To establish the proof with maximum rigor, we begin by defining the standardized normal

variable Z = “-# ~ N(0,1). The cutoff point a on the original scale of z is equivalent to

a = “F on the standardized scale of Z.
A. Conditional Expectation (Equation 19-1)

Consider first the case of lower (below) truncation, where the condition is x > a (or
Z > a):

The conditional probability density function (pdf) of Z given Z > « is:

f(z]Z>a):1j§(£za), zZ> . (11.23)

Where 1 — ®(«) is the normalization scale constant. The conditional expectation of the
standardized variable is:

E[Z|Z>a]= / - / . 11.24

[Z | Z > «a iy () dz 1= 0(a) Ja z¢(2)dz ( )

Knowing that the standard normal density is ¢(z) = —\/1276_z2/ 2 its derivative with respect
to z is: 16(2) 06(2)
z z

e 29(z) = 2¢(2) 7 (11.25)

Substituting this identity into the integral, we obtain directly by the Fundamental Theorem
of Calculus:

[ 20(2)dz = [0 = 0 - (—6(a)) = 6(a). (11.26)
Therefore:
ElZ|Z>a = lfﬁé()a) = Aa). (11.27)

Since x = p + oZ, by linearity of expectation:

Ex|lx>a=p+0oE[Z|Z>a]=p+ocAa). (11.28)

This perfectly demonstrates equation (19-1) using the definition of lower truncation
(19-3a). The derivation for upper truncation x < a follows analogously, yielding E|[Z |

Z <al= —%, which mathematically validates the opposite sign definition in (19-3b).
|

B. Conditional Variance (Equation 19-2)

To find the conditional variance, we first compute the second moment of Z conditional on

Z > o
E[Z?| Z > o] = 1_1(1)(04)/6! 22 (2)dz. (11.29)

Applying integration by parts with v = 2z = du = dz and dv = 2¢(2)dz — v =
—(2):

| 200z = (=202 = [T (~0(2))dz = ad(a) + (1= @), (1130)

«



11.1. TRUNCATED DATA 285

Dividing by the scale term 1 — ®(«), we obtain:

E[Z*|Z > o] = % +1=a\a)+ 1. (11.31)

Now, the conditional variance of the standardized variable Z is given by:

Var[Z | Z > a] = E[Z* | Z > a| - (E|Z | Z > a])?

11.32
=1+a)a)—Aa)?=1-Xa)Ma) —al. ( )
Substituting the definition of §(a) = A(a)[A(«) — a] established in (19-4):
Var[Z | Z > a] =1 — (). (11.33)
Finally, applying the scale properties of variance, where Var[y + 0Z] = 0?Var[Z]:
Var[z | z > a] = 0*[1 — §(a)]. (11.34)

This demonstrates in a unified and definitive manner equation (19-2) for both cases of
truncation. W

Theoretical and Conceptual Analysis of the Theorem Notes
1. The Fundamental Property of §(«)
The statement that 0 < d(«) < 1 for all values of « has enormous practical relevance.

e (Geometric Intuition: Truncation removes one or both tails of the distribution,
concentrating the remaining probability density on a smaller support. Since extreme
and dispersed observations are discarded, the dispersion of the truncated variable is
strictly smaller than that of the original population.

+ Algebraic Verification: This guarantees that the truncated variance o%[1 — 6(a)]
is always strictly smaller than the original unconditional variance o2. The variance
ratio [1 — §(«)] always lies in the open interval (0,1), decreasing as truncation
becomes more severe (i.e., the smaller the portion of data retained, the smaller the
remaining variance).

2. Remarkable Connection: d(«) as the Derivative of the Inverse Mills Ratio

A mathematical property of extreme elegance that enriches this theorem is that d(«) is,
in fact, the derivative of the Inverse Mills Ratio with respect to the cutoff
point a!

If we differentiate A(«) = 1%’0&) with respect to « using the quotient rule:
oy Y@ = ®(a)) — o) (=9(a))
N(a) = - 0(a))? : (11.35)
Substituting the derivative ¢'(a) = —ap(a):
2
N(a) = 1‘?@% + ( : fﬁ‘()a)) — —aMa) + M), (11.36)
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N(a) = MNa)[Ma) — a] = (). (11.37)

Since A(«) is strictly decreasing and convex for upper truncation (and strictly increasing
for structured lower truncation), the fact that \'(a) = d(«) belongs to the interval (0, 1)
confirms the mathematical stability of the index model over the entire real line.

3. Economic Application and Hazard Function

o The Inverse Mills Ratio (IMR): Represented by A(«), the IMR is the heart of
the Heckman two-step estimator. If we perform an ordinary least squares (OLS)
regression using only the selected subsample (where y > 0), the term ocA(«a) acts
as an omitted variable. Since the IMR is correlated with the other independent
variables, its omission causes the classic selection bias in the coefficients.

« Hazard Function: In the context of survival analysis (duration models), the IMR
lfgz)a) is called the hazard rate or instantaneous failure rate. It measures the
conditional probability that a “failure” occurs at instant «, given that the individual

survived until that period.

Example 19.2: A Truncated Lognormal Income Distribution

An article in the New York Post in 1987 stated: “The typical ‘upper-class wealthy
American’ ... earns $142,000 per year ... The people surveyed had family incomes of at
least $100,000.” Would this statistic tell us anything about the typical American? Probably
not, since only 2% of American families fell into this category. With a truncation degree
of 98%, the $142,000 was probably very far from the mean of the complete population.

Practical Application: Recovering the Population Mean.

Suppose that incomes x in the population are lognormally distributed. Then the log
of income, y = In(z), has a normal distribution with mean p and standard deviation o.

Data from the article:

e Plx > 100] = Plexp(y) > 100] = 0.02, that is, Ply < 4.605] = 0.98 (since
In100 = 4.605).

e Elx|x>100] = Elexp(y) | exp(y) > 100] = 142 (since In 142 = 4.956).
Step 1: Find a relationship between y and o
From the first piece of information:

— 4.605 —
P y—H < H
o

=0.98. (11.38)

Since @ (+90=1) = 0.98, we know that ®~1(0.98) = 2.054 = £80=x.

(e

Therefore:
4.605 = p + 2.0540. (Equation 1)

Step 2: Use the truncated lognormal result



11.1. TRUNCATED DATA 287

For the lognormal distribution, we have the following result:

30 — (a - #)/o)
T—o(a—pfe)

If y ~ Nlu,0%], then Elexp(y) |y > a] = exp(p+0°/2) -

For our application, we set this expression equal to 142, with a = In 100 = 4.605:

®(o — (4.605 — 1) /)

142 = exp(p + 0°/2) - ®((4.605 — ) /)’

(Equation 2)

Step 3: Method of Moments Estimation

To estimate the two parameters p and o, we solve the minimization problem:

min [4.605 — (1 + 2.0540)]" + [142@ (“‘;LG%> — exp(p + 02/2)® <0 - 4‘6%_“)} g
(11.40)
The two solutions are p = 2.89372 and ¢ = 0.83314.
Step 4: Calculate the population mean
We use the result that if y ~ N[y, 0% and x = exp(y), then:
Elz] = exp(u + 02/2). (11.41)

Inserting our values:

E[z] = exp(2.89372 + 0.83314%/2) = exp(2.89372 + 0.34705) = exp(3.24077) ~ $25, 554.
(11.42)

The Statistical Abstract of the United States of 1987 gave the mean family income across
all groups as approximately $25,000. Therefore, the estimate based on surprisingly little
information was relatively good.

Conclusion of the Example: These scarce data, in fact, told us something about the
American mean. We were able to deduce the overall mean from estimates of the truncated
mean and variance and the theoretical relationships between truncated and untruncated
means and variances.

11.1.3 The Truncated Regression Model

In the previous models, we assumed that the population mean p was constant. Now, we
incorporate the classic regression structure, where the deterministic part is indexed by a
vector of observable characteristics.

1. Definition of the Model and Conditional pdf

The classic linear regression model in the population is defined by:
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where &;|z; ~ N[0, 0?], so that the unconditional (in terms of selection) distribution is:
yilzs ~ N[2}B, 02 (19-5)
In the truncated regression model, the sample is selected so that observations are only

recorded if the dependent variable satisfies a cutoff criterion. Assuming lower (left)
truncation at a point a, the conditional truncated pdf of y; for each individual is:

16 (2 .
— 1 i a,

Fwily > az) = 01— d(a) 7 (11.44)
0 if y; < a,

where a; = % is the standardized truncation limit for individual <.

2. Conditional Mean in the Subsample

Applying Theorem 19.2 to the conditional distribution of y;|x;, the conditional mean of
the observations included in the selected sample is:

Elyily; > a,x;] = 2 + o \(«;), (19-7)

where:

/
a—x;3
o

. ;= is the standardized truncation point (which varies across individuals)

e Moy) = ML”) is the Inverse Mills Ratio (IMR)

1-®(ay
Rigor Note: The conditional mean is a non-linear function of the parameters, contrast-
ing with the classic linear regression where E[y|z] = 2/ is linear.

3. Partial Effects in the Subpopulation: Greene’s Attenuation

The partial effects (partial derivatives of the conditional mean with respect to the regressor
vector x) are obtained by differentiating Equation (19-7).

Rigorous Proof of the Partial Effects.

Adopting the denominator layout convention (gradient as a K X 1 column vector), we

k OE|y|ly>a,x] :

see B

OEyly > a,x]  0(a'B) o) 8)\(04)'

o = " on +o pe =p+0 pe (11.45)
By the chain rule for vector differentiation:
oNa) |, Oa
e N(a) - I (11.46)

Step 1: Determination of g—g

o278 _ O f (11.47)
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Step 2: Determination of \(«a)
From Theorem 19.2, the derivative of the IMR is:
N(a) = AMa)[Ma) —a] = (). (11.48)

Step 3: Substitution and Simplification

0Elyly > a, 7] =fB+0-d(a): <

ox

B

o

) — B Bb(a) = BIL-5()].  (198)

This formally demonstrates the result. W

Crucial Economic Interpretation. Since 0 < §(a) < 1 for the entire real line, the
scale factor [1 — d(a)] € (0,1). This implies that:

|8E[y|y>a’x] < |8 Vk. (11.49)

8£Uk

The marginal effect of any explanatory variable on the conditional mean of
the truncated subpopulation is strictly smaller (in absolute value) than the
respective structural population coefficient ;. There is a systematic attenuation
of the partial effects.

4. Conditional Variance and Intrinsic Heteroskedasticity

The conditional variance of the truncated regression on the selected support y > a is:

Var[yly > a, 7] = o*[1 — §(a)]. (19-9)

Rigor of Interpretation and Heteroskedasticity.

« Dispersion Reduction: The conditional variance is reduced by the same factor
[1—4d(a)] € (0,1). Truncation discards observations in the lower tail, compressing
the distribution.

o Intrinsic Heteroskedasticity: A fundamental result is that the truncated
variance is inherently heteroskedastic. Since a = # depends on z, the
factor [1 — d(«)] varies systematically across observations. Even if the population
error ¢ is homoskedastic, truncation induces heteroskedasticity in the subsample.

o Implication for Estimation: The presence of intrinsic heteroskedasticity and an
omitted regressor (the IMR) invalidates classic OLS inference, justifying the need
for estimation by Maximum Likelihood (MLE).

5. Which Parameter Matters?

The choice between analyzing the partial effects 3(1 — d) or the coefficients 3 depends
on the objective of the inference:

 If the analysis is restricted to the subpopulation (e.g., only individuals with
income above the poverty line), the partial effects are of interest.

o If the study aims to extend conclusions to the entire population, the
structural coefficients 3 are what matter.
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6. The OLS Problem and the Olsen Reparametrization

If we estimate the model by OLS on the subsample, we rewrite (19-6) as:
yly > a=2'8+ oX(a) + u, (19-10)

where u = y — Elyly > a]. By construction, E[u] = 0, but:
1. Heteroskedasticity: Var[u] = o(1 — ¢) is a function of .

2. Omitted Variable: The non-linear term oA(«a) is omitted, generating omitted
variable bias (Heckman, 1979).

Log-Likelihood Function and Olsen’s Reparametrization (1978).

Consistent estimation must be done via MLE. The conditional log-likelihood is:

_n n L& i o o — a1
In L(8,0%) = —5111(2”) - 5111(02) - ﬁ;(yi — }B)* — ;hl [1 - & < . )] _
(11.50)

The Challenge: The non-linear term in the denominator of the pdf makes the log-

likelihood not globally concave, causing numerical instability.

Olsen’s Solution: Reparametrize by defining 6 = g and v = % The Hessian becomes
negative definite over the entire parameter space, ensuring global and stable
convergence.

7. The Chung and Goldberger (1984) Proportionality Theorem

Without knowledge of the distribution of x, it is not possible to determine the exact
magnitude of the OLS bias. However, under general conditions, the Chung and Goldberger
(1984) theorem provides a fundamental result.

Formal Statement.

If E[z]y] in the complete population is a linear function of y (automatically satisfied if x
and y have a Multivariate Normal joint distribution), then:

plim fBors = 75, (11.51)
where 7 is a proportionality constant with 7 € (0, 1).
Analytical Proof and Derivation of 7.
Assuming E[z] = 0 and Var(z) = ¥,,, the unconditional variance of y is 0, = /¥, + 0.
The population R? is R? = B/(ET%B
Y

Step 1: Linear Projection of = on y

By joint normality:

Elzly] = (EZ )y (11.52)

Y

ZefB
&

Decomposing = = ( ) y + u, where u is independent of y.
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Step 2: Properties in the Truncated Subsample

Since u is independent of y, its conditional distribution given y > a is identical to the
unconditional one. We calculate:

Cov(x,y | y > (l) - meﬁ[l - (5(@)]7

VoS S 11.53
Var(z | y>a):2m—5(oz)#. ( )
Ty
Step 3: Probability Limit of QOLS
plim Bors = [Var(z|y > a)]"*Cov(z, yly > a). (11.54)

Applying the Sherman-Morrison-Woodbury Identity to invert Var(z|y > a) and
simplifying (algebraic details omitted for brevity), we obtain:

1 —6(a)

1—5@4)1%2] B =18 (19-11)

plim Bors = [

Where 7 = 1:(665‘)”‘1)%2. |

Analysis and Implications of 7.

« Attenuation Bias Confirmed (7 < 1): Since d(a) € (0,1) and R? € [0, 1], the
denominator satisfies 1 — 6(a)R?* > 1 — §(a), guaranteeing 7 < 1. OLS is always
attenuated toward zero.

« Limiting Case R? — 1: If the fit is perfect (62 — 0), then limgz_,; 7 = 1. OLS
becomes consistent!

« Limiting Case R? — 0: If there is no explanatory power, limpe_,o7 = 1 — §(a).
Attenuation is maximal.

« Preservation of Relative Effects: Since 7 is common to all regressors:

plim Sors,; 765 By

plim forsk 7O B

(11.55)

OLS preserves the relative importance and sign of the variables, being useful for
qualitative analyses.

Summary of Key Points of Subsection 19.2.3
1. Index Model: y;|z; ~ N|[x}3,0?], under lower truncation y; > a.

2. Non-Linear Conditional Mean: E|y;|y; > a,z;] = x}5 + oA(«;), where \(qy) is
the IMR.

3. Attenuated Partial Effects: %ﬂ;‘”] = B[l — 0(ay)], with 0(ay) € (0,1),
proving systematic attenuation.

4. Intrinsic Heteroskedasticity: Var[y;|y; > a,x;] = 0?[1 — d(«;)] varies with z;,
invalidating OLS.
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5. OLS Inconsistency: Estimating by OLS omits A(«a;), generating omitted variable
bias.

6. Proportionality Theorem: Under joint normality, plim BOLS = 70 with 7 =

—i(a
e € (0,1).

7. Consistent Estimation: Requires Maximum Likelihood (MLE), preferably
with Olsen’s reparametrization for numerical stability.

11.2 Censored Data

11.2.1 The Censored Normal Distribution and Its Moments

This section presents a mathematically rigorous review of the censored normal distribution,
enriched with contributions from classic econometrics works (Bruce Hansen, Jeffrey
Wooldridge, Hayashi, and Angrist & Pischke).

Mathematical Structure of the Distribution

Let y* be a latent (unobservable) random variable that follows a normal distribution
conditioned on a vector of regressors x, such that y* | x ~ N(u,0?), where p = x'3.
Defining a constant censoring point a (often normalized to a = 0), the observed variable y
is generated by the following left-censoring mechanism:

ot <
y = {a’ By=a (11.56)
y*, ify*>a

The Mixed Probability Density Function (Mass and Density) Statistically, the
censored variable y presents a hybrid (mixed) distribution, possessing a discrete probability
mass exactly at the censoring point a and a continuous tail for values strictly greater than
a.

The accumulated probability at the censoring point is given by:

Py =a) = P(y* < a) :cp(“_“) — &(a) (11.57)

o
Where a = “# is the standardized censoring point, and ®(-) represents the cumulative
distribution function (CDF) of the standard normal.

For values in the continuous region (y > a), the density of y is identical to the original
normal density of y*. Using the Dirac delta function (d,(y)) to represent the point mass,
we can write the complete conditional probability density function (pdf) of y | x with
respect to a mixed measure as:

f(y | x) = ®(a)da(y) + 1(y > a)lqs(y_”) (11.58)

o o

Rigorous Derivation of the Moments (Theorem 19.3)

Theorem 19.3 of Greene establishes the exact expressions for the Expectation and Variance
of the censored variable y. To present these derivations with maximum rigor, we define
the following auxiliary variables based on the standardized censoring point a = *=£:

o
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e & =(a) = P(y* < a) (censoring probability).

¢ = ¢(«) (standard normal density evaluated at the standardized point).

e [=AN-a)= lfg&) (Inverse Mills Ratio associated with the upper tail).

e d=1(l —a)=1?— la (variance scale factor, where 0 < d < 1).
A. Proof of the Conditional Expectation E[y] The mathematical expectation of y

is derived by applying the Law of Total Expectation with respect to the regime indicator
variable I = 1(y* > a):

Ely|x|=PI=0)-E[y|I=0x]+PI=1)-Ely|I=1,x (11.59)

« Censored Regime (I = 0): Occurs with probability P(y* < a) = ®. In this
regime, y deterministically assumes the value a, so that Ely | [ = 0,x] = a.

« Uncensored Regime (/ = 1): Occurs with probability P(y* > a) =1 — ®. In
this regime, y = y*, which follows a normal distribution truncated from the left at
point a. Using the classic result for the mean of the truncated normal, we have
Ely|I=1x]=Ey" |y >ax|=pu+ocA—a)=p+ol

Substituting both terms into the total expectation equation:
Ely | x] =®a+ (1 —®)(u+ ol) (11.60)

Simplified Form of the Expectation: Since (1 —®)l = (1—®)% = ¢, we can rewrite
the expectation in linearized form:

Ey|x]=®a+ (1-®)u+o0¢ (11.61)

For the standard case of censoring at zero (a = 0), the equation simplifies directly to the
famous expression of the Type 1 Tobit model:

Ely | x] = p(1 — &)+ 0¢ = ud (Z) +og (Z) (11.62)
B. Proof of the Conditional Variance Var[y] The variance of the censored variable

y is obtained with absolute mathematical rigor through the Law of Total Variance:

Varly | x] = E[Var(y | I,x)]+ Var(Ely | I,x]) (11.63)

Step 1: Calculation of the first term, £ [Var(y | I,x)]
« In the censored regime (I = 0): y = a (constant), so Varly | I =0,x] = 0.

« In the uncensored regime (I = 1): y follows a truncated normal distribution. The
variance of the truncated normal is Var[y | I = 1,x] = 0?(1 — d) = o*[1 — (I — )]

Taking the weighted expectation of these within-regime variances:

EVar(y | [,x)]=® -0+ (1 — ®)o*(1 —d) = o*(1 — ®)(1 — d) (11.64)

Step 2: Calculation of the second term, Var (Ely | I,x])
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The conditional expectation E[y | I,x] is a discrete random variable that assumes wy = a
(with probability ®) and w; = p + ol (with probability 1 — ®). The variance of a binary
variable is Var[W] = p(1 — p)(w; — wy)?. Applying this identity:

Var (Ely | I,x]) = ®(1 — ®) [(u+ ol) — a]? (11.65)

Rewriting the term in brackets in terms of the standardized scale: (u + ol) — a =
o (l — %) = o(l — a). Squaring:

Var (Ely | I,x]) = ®(1 — ®)o?*(l — a)? (11.66)
Step 3: Combination of terms
Adding the results and factoring out o?(1 — ®):
Varly | x] = 0*(1 = @) [(1—d) + (I — a)?] (11.67)
Given that (I — a)? = (o — )2, we arrive at Greene’s exact formula for the variance:

Varly | x] = 0*(1 = @) [(1 = d) + (o — 1)*Q] (11.68)

Important Correction Note: For the formula to be dimensionally correct and mathemati-
cally valid for any normal N(u,0?), all variables inside the brackets must be calculated
using the standardized scale a = “>#, and not the original scale a.

Detailed Practical Example: The Arena Example

To consolidate the theory, this example illustrates how the correct specification of the
model affects the identification of the latent parameters of demand for seats in an arena.

Parameters and Data of the Problem:
o Maximum physical capacity of the arena (Upper Censoring): C' = 20,000 seats.

« Sellout rate (Censoring): The arena sells out 25% of the time, meaning the regime
is censored with probability 0.25.

« Mean tickets sold (censored): E[y] = 18,000 tickets.

Scenario 1: Censored Model (Tobit) In this scenario, the observed variable is
censored at the upper limit C' = 20,000. The censoring probability is P(y* > C) =
1 — ®(C*) = 0.25, which gives us ®(C*) = 0.75.

1. Find the standardized cutoff point (C*): Using the standard normal table,
C* = ®71(0.75) & 0.6745. Therefore,
20,000 —
TR 06745 = p = 20,000 — 0.67450 (Eq. 1) (11.69)

2. Use the censored expectation: E[y] = u®(C*) — o¢(C*) + C(1 — ®(C*)).
Substituting the values (¢(0.6745) ~ 0.3178):

18,000 = 0.75u — 0.31780 + 20, 000(0.25) = 13,000 = 0.751—0.3178¢ (Eq. II)
(11.70)
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3. Solution of the System: Substituting (I) into (II):

13,000 = 0.75(20,000 — 0.67450) — 0.31780c = 0.82370 = 2,000 — 0 ~ 2,428
(11.71)
Substituting o into (I): u = 20,000 — 0.6745(2, 428) =~ 18, 362.

Interpretation: The true mean of the unconstrained latent demand is 18,362 seats, with
a standard deviation of 2,428.

Scenario 2: Truncated Model (Conditional Mean) Suppose the researcher takes
the mean of 18,000 considering only the days when the arena did not sell out. This
configures an upper-truncated distribution at C' = 20, 000.

1. Scale relationship: = 20,000 — 0.6745¢ (Eq. I)

2. Conditional (truncated) expectation: E[y* | y* < C|=pu — ag((g)) Substitut-
ing:

0.3178
18,000 =y — o (075> — 18,000 =y — 042370 (Eq. III)  (11.72)

3. Solution of the System: Substituting (I) into (III):

18,000 = (20,000 — 0.67450) — 0.42370 — 1.09820 = 2,000 — o ~ 1,821
(11.73)
Substituting into (I): © = 20,000 — 0.6745(1, 821) ~ 18, 772.

Interpretation: By ignoring sellout days, we estimate an artificially higher mean latent
demand (18, 772) and lower volatility (1,821), due to the elimination of variability from
the right tail.

Advanced Perspectives and Points from Other Sources

A. Greene’s “Rule of Thumb” under Normal Regressors (Hansen) Bruce
Hansen highlights an analytical discovery by Greene (1981) regarding the OLS bias in
censored models. If the regressors follow a multivariate normal distribution, the slope
coefficient estimated by OLS in the complete censored model is given by:

BOLS = 5(1 — 7T) (1174)

Where m = P(y = 0) represents the exact proportion of censored observations. The OLS
coefficients are attenuated in direct proportion to the censoring rate.

B. Data Censoring vs. Corner Solutions (Wooldridge)

« Real Data Censoring: Missing data problem (e.g., top-coding). The latent
variable y* is the variable of interest and the objective is to recover its structural
parameters.

« Corner Solution Responses: Result of optimal economic choice (e.g., hours of
work). The latent variable has no real existence. The interest lies entirely in the
behavior of the observed mean Ey | x].
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C. The Angrist-Pischke Critique and the CLAD Estimator Angrist and Pischke
(2009) are skeptical of the Tobit applied to corner decisions due to its strong dependence
on normality and homoskedasticity. As a robust alternative, they highlight Powell’s CLAD
(Censored Least Absolute Deviations) estimator. Due to the equivariance of quantiles
under monotone transformations:

Q-ly | x] = max(Q,[y* | x],0) = max(x'3,0) (for 7 =0.5) (11.75)

This allows consistent and semiparametric identification of B without requiring normality
or homoskedasticity.

11.2.2 The Censored Regression Model: Type 1 Tobit Model

This section deepens the analytical derivations of the marginal effects, presents the formal
proof of Theorem 19.4 using Leibniz’s Theorem, and details the McDonald-Moffitt (1980)
Decomposition, consolidating theoretical bridges with Wooldridge, Hansen, Hayashi, and
Angrist & Pischke.

Structure and Motivation of the Type 1 Tobit Model

The Type 1 Tobit model formalizes the censored normal distribution within a linear
regression framework. We consider a latent variable y;:

yi =xB+e, &|xi~ N(0,0%) (11.76)
The observed variable y; is generated through the left-censoring mechanism at zero:

y; ity >0
0 ify; <0

y; = max(y;,0) = { (11.77)

The econometric challenge is that the distribution of y; is mixed. Estimating this model
by OLS while ignoring censoring results in inconsistent and severely attenuated estimates.

The Three Conditional Mean Functions (CEFs)
x.0

g

Defining the normalized index w; = =£=, the three conditional means are:

A. Mean of the Latent Variable: El[y; | x;]
Ely | x| = x;8 (11.78)
Practical Use: Generally of less interest in corner solution studies, since y; is not observable.
B. Conditional (Truncated) Mean: E[y; | y; > 0,x;]
Ely; | yi > 0,x;] = x.8 + o \(w;) (11.79)

Where A\(w;) = fg((:f})) is the Inverse Mills Ratio. Practical Use: Crucial for analyzing the

intensity of choice of active economic agents.
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C. Unconditional (Censored) Mean: E[y; | x;]

¢(wi)] /

S(wy) | = XPLwi) +olwi) (11.80)

Practical Use: 1t is the unconditional prediction function par excellence, essential for
aggregate projections.

Ely; | xi] = ®(wy) [Xgﬁ +o

Theorem 19.4: Partial Effects and Derivation with Leibniz’s Rule
Theorem 19.4 establishes that the derivative of the observed mean is equal to the structural
coefficient weighted by the probability that the observation lies in the uncensored region.
A. Analytical Proof (General Case: Censoring between a and b) Let y* = x'3+-¢,
with € ~ f(g). The observed variable y is censored at a and b:
b—x'3
Ely| x| =aF(a—x'B8)+0b[1—-F(b-x'B)]+ (xX'B+e)f(e)de (11.81)
a—x'3

. .. . . ox’ .
Differentiating with respect to x (knowing that g—xﬁ = B):

D [aF(a—XB) = af(a—XB)8

5 (11.82)
o LL = FO=xB)]| =b/(b—x'B)B
X
For the integral term, we apply Leibniz’s Theorem:
oI(x) ™) 0h(x,e) du(x) Ju(x)
o = / o o s v(x) T () (11.83)

Where u(x) =a—x'3, v(x) =b—x'B and h(x,¢) = (x'B +¢) f(e). Substituting:

0I(x)
ox

—BIF(b—xB) — Fla—XB)| —bf(b—XB)B +afla—xB)B  (11.84)
Adding the three terms, the boundaries cancel perfectly, leaving:

oF
([;/‘X] =0B[Fb—x'B)—Fla—x'B)|=BxPla<y*<b|x) N (11.85)
X

B. The Special Case of the Standard Tobit Model (Censoring at Zero) For
a = 0 and b = 0o, under normal errors, Theorem 19.4 simplifies to:

i3

g

OF [?Jz‘ | Xi]
04,

= B ® ( ) = Bp®(w;) (11.86)

C. The Great Intuitive Lesson: The Attenuation Phenomenon The marginal
effect on the observed variable y is equal to the structural coefficient £, multiplied by the
probability of non-censoring (®(w;) € (0,1)). The effect on the observable mean is always
attenuated. Under normal regressors, OLS suffers systematic attenuation SoLs ~ 8- (1—m).
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The McDonald-Moffitt (1980) Decomposition

McDonald and Moffitt (1980) decomposed the total marginal effect into two behavioral
channels by applying the product rule to Ely; | x;] = P(y; > 0| x;) - Ely; | vi > 0,x]:

OEy; | xi] OEy: | yi > 0,x OP(y; > 0] x;)
Y (% >0 x;) D + Elyi | yi > 0%l ——5 = (11.87)
Intensive Margin (Volume) Extensive Margin (Participation)

A. Proof of Algebraic Equivalence Knowing that the derivative of the truncated
mean is fi[1 — d(w;)] and the derivative of the probability is ¢(wi)%’“:

Intensive Margin = ®(w;)Bk[1 — Mw;)(w; + Mw;))] = Be®(w;) — Brd(w;) (w; + A(w;))
Extensive Margin = [x;3 + aA(wi)]qb(wi)ik = Brd(w;)(w; + A(w;))
(11.88)

The sum of the margins results exactly in [,®(w;), proving the consistency of the
decomposition.

B. Structural Limitations and Extensions The decomposition reveals that the two
margins are governed by the same 3. To circumvent this:

« Heckman Model (Type 2 Tobit): Separates the selection equation (d; =
1(zlv 4+ v; > 0)) from the outcome equation.

o« Powell’s CLAD Estimator: Semiparametric estimation based on the median,
robust to heteroskedasticity and non-normality.

Advanced Perspectives and Critical Dialogue with the Literature

A. Parametric Fragility (Hayashi) The Maximum Likelihood (MLE) estimator of
the Tobit is highly sensitive to violations of normality and homoskedasticity. Under
heteroskedasticity (o = h(x;)), the MLE estimator becomes inconsistent, since the scores
lose their zero conditional expectation:

alnLl
E[ -

Tests such as Pagan-Vella (based on generalized residuals) and Bera-Jarque-Lee are
essential for detection.

Xi] £0 if o®+# constant (11.89)

B. Wooldridge’s View: Corner Solutions vs. Censoring In Data Censoring, the
focus is on the parameters of y*. In Corner Solutions, y* does not exist in the real world;
the focus should be exclusively on the observable CEFs (Ely | x] and Efy | y > 0,x]) and
the McDonald-Moffitt decomposition for public policy analysis.

C. The Bridge to Maximum Likelihood Estimation The log-likelihood function
is additively divided into a Probit component (for zeros) and a Classical Regression
component (for positives):

InL(B,0%) = yzzoln ll — P <X§ﬁ)] + 3 {—; lln(27r) +lno?+ (y_’:ﬁy]} (11.90)

o y; >0 g
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Due to non-linearity, optimization requires algorithms such as Newton-Raphson or BHHH.
Olsen’s (1978) reparametrization (@ = 3/0 and v = 1/0) guarantees the strict global
concavity of the log-likelihood, ensuring convergence to the global maximum.

Verdict and Synthesis of the Section

The Type 1 Tobit model constitutes the true watershed in the econometrics of limited
dependent variables. It performs the fundamental transition between abstract math-
ematical statistics and structured applied econometrics. The understanding that the
structural coefficients B8 do not directly measure observable effects, and the consequent
need to master the McDonald-Moffitt Decomposition and the Three CEFSs, represent the
threshold of technical maturity of the researcher, enabling them to align the mathematical
specification with the true nature of economic behavior.

11.2.3 Estimation and Inference in the Tobit Model

This section focuses on the formulation of the log-likelihood function under a mixed
measure, the asymptotic properties established by Amemiya (1973), Olsen’s (1978) lin-
earizing reparametrization with the formal proof of global concavity, and the recovery
of the original economic parameters via the Delta Method. Additionally, this version
incorporates the mathematical derivations of the OLS Attenuation Bias (Greene, 1981),
the Goldberger (1981) Rule of Thumb, the proof that discarding censored observations
induces truncation bias, and the exact resolution of Example 19.5 (Quester and Greene,
1982). Theoretical connections are also established with the works of Fumio Hayashi,
Jeffrey Wooldridge, and Lars Peter Hansen.

The Log-Likelihood Function and the Mixed Measure

Consistent estimation of the Type 1 Tobit model requires the Maximum Likelihood (ML)
method. Due to the hybrid nature of the observed dependent variable y; — which exhibits
a point of discontinuity (probability mass) exactly at zero and a strictly positive continuous
density — the density cannot be defined with respect to the usual Lebesgue measure.

Formulation under Mixed Measure Formally, we define the conditional density of
y; | x; with respect to a mixed (discrete/continuous) measure v(dy) = do(dy) + A(dy),
where dy represents the Dirac measure concentrated at the origin and A\ denotes the
Lebesgue measure on the real line:

/ 1(y;=0) / 1(yi>0)
Flyi | xi) = [1 — (’?)] : l1¢ (y_xﬁﬂ (11.91)

o o

Where x; is the K x 1 vector of exogenous regressors, 3 is the K x 1 vector of structural
population parameters, o represents the standard deviation of the homoskedastic normal
error, and ®(-) and ¢(-) are, respectively, the C.D.F. and the p.d.f. of the standard normal.

The Sample Log-Likelihood Function By applying the logarithm to the product of
densities for a sample of independent observations and using the symmetry of the normal,
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1 — ®(2) = &(—=z), we obtain the classic log-likelihood function of the Tobit model:

InL(B,0%)=> In® (—X;'@> + > [—;ln@w) —Ino — (g —xB)” (11.92)

2
o 730 20

This additive structure divides perfectly coherently into two distinct economic and statis-
tical components:

o The Discrete Part (y; = 0): Equivalent exactly to the participation probability
of a binary Probit decision model, where the latent variable lies below the censoring
threshold.

« The Continuous Part (y; > 0): Equivalent to the density of a classic normal linear
regression minimizing squared residuals, with an effective sample size restricted to
the subsample of active participants.

Asymptotic Properties and Regularity (Amemiya, 1973)

Takeshi Amemiya (1973) formally established that, although the likelihood has a non-
standard (mixed) nature, the Maximum Likelihood Estimator (MLE) enjoys all ideal
asymptotic properties:

. 3 p A p
o Consistency: Byvig — Bo and Gy — 0p.

o Asymptotic Normality:
V(Oyis — 6) % N(0,17(6,)) (11.93)

Where 1(6y) = —E[H(6))] represents the population Fisher Information Matrix.

« Asymptotic Efficiency: The estimator asymptotically attains the lower bound
established by the Cramér-Rao Bound.

Amemiya’s Strict Regularity Conditions The validity of these asymptotic properties
rests strictly on the following regularity hypotheses:

1. Exogeneity and Full Rank: The moment matrix of the regressors, %X’ X, con-
verges in probability to a finite, non-singular positive definite limit matrix (Q) as
n — oo.

2. Interior Parameters: The vector of true parameters 6y = (8, 0p)’ lies in the
interior of a compact parameter space ©.

3. Support Independence: The censoring point zero is fixed and strictly exogenous,
ensuring that the support of the distribution of y; does not depend on the parameters
to be estimated.

4. Strict Homoskedasticity and Normality: The conditional distribution of the
idiosyncratic error ¢; | x; must be strictly normal and homoskedastic. If the errors
are non-normal or heteroskedastic, the Tobit maximum likelihood estimator becomes
inconsistent and severely biased.
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Estimators of the Asymptotic Covariance Matrix For practical inference, the
asymptotic covariance matrix can be consistently estimated by three classic approximations
at the optimum point:

N L 9% £:(0) _
Vg = Z 2000 ] (Observed Hessian)
NSO
Ve=|-E (> g2l (Expected Fisher Information) (11.94)
— 0006
- A\ 71
Voo |5 (81nf1 )) (alnajgl(e)) (BHHEH)
=1

Practical Note: Although asymptotically equivalent under correct specification, the
Observed Hessian (\A/' 1) is preferred in applied microeconometrics in finite samples, due to
its better numerical performance and because it does not require the analytical integration
of the expected second derivatives.

Olsen’s (1978) Reparametrization and the Proof of Global Concavity

The numerical optimization of the original log-likelihood in the parameter scale (3, 0)
presents severe convergence obstacles. Since the original likelihood surface is not globally
concave, algorithms such as the Newton-Raphson method are highly unstable. To solve
this obstacle, Olsen (1978) proposed a linearizing reparametrization, defining the new

structural parameters:

1
0 = s and = — (11.95)
o o

Substituting this transformation into the previous equation, the reparametrized log-
likelihood function assumes the globally concave form:

InL(6,7)=> In®(—x;0)+ > {—; In(27) +Iny — ;(’Yyi — x,0)? (11.96)

yi=0 yi>0

The Score Vector (Analytical Gradient) Differentiating the reparametrized log-
likelihood analytically with respect to 8 and v, we obtain the individual score vector

S (07 /7)
For uncensored observations (y; > 0):

Oln Lz ,
Oln Lz
O

(11.97)

For censored observations (y; = 0):

8111 LZ

00
8 In Lz

vy

(11.98)
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Where \(—x.0) = g((:ij?) represents the Inverse Mills Ratio calculated at the censored
cutoff point. Note that observations censored at the origin do not provide direct marginal
information for the estimation of the scale parameter ~.

Analytical and Rigorous Proof of Global Concavity To prove that the
reparametrized log-likelihood is globally concave, it suffices to demonstrate that the
complete sample Hessian matrix H(0,~) = > H;(0, ) is strictly negative definite for
any point in the parameter space.

1. Uncensored Regime (y; > 0):

i 0 0
Hi,uncensored<077) - - [fy} {X; _yz} — [ I((;;K 1] (1199)

The first term is the negative of the outer product of a vector with itself, being a negative
semidefinite matrix of rank 1. The second term has only one non-zero element in the
position of the scale parameter. Since v > 0, the term % > (0 makes the subtracted matrix
negative semidefinite of rank 1. The sum results in a negative semidefinite matrix.

.\/2

2. Censored Regime (y; = 0):

(11.100)

'
Hi,Censored(e, ’y) = )\’(_Xée) [XZXZ 0‘|

o0 0
Where XN (z) = —A(2)[z + A(2)]. Since the standard normal is strictly log-concave, its
C.D.F. ®(z) implies that the second derivative of the log-CDF is strictly less than zero:
N(z) <0 for all z € R. Since the data matrix is positive semidefinite, its multiplication by
a strictly negative scalar X'(—x.60) makes the Hessian contribution of censored observations
negative semidefinite.

3. Complete Sample Aggregation: Adding the contributions of all sample observations
and given that the complete data matrix X’X has full rank K, the sample sum results in
a strictly negative definite matrix over the entire parameter space (6,7):

H(60,v) is strictly negative definite V(0,~) (11.101)

This establishes the global and strict concavity of the reparametrized log-likelihood,
guaranteeing that numerical optimization algorithms will converge quickly and stably to
a single global maximum point.

Recovery of the Original Parameters and the Delta Method

A

After convergence of the algorithm in the reparametrized scale, obtaining (6,%), the
original economic parameters (3, ) are recovered through the inverse bijection:

.0 1
Y Y

To calculate the consistent asymptotic covariance matrix in the original structural scale,
we apply the Delta Method:

. _ &
Where J represents the Jacobian matrix of the inverse transformation:
o8 98
9 v oly —op
J= [%?, g;] = [ o _02] (11.104)
90" Oy
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The OLS Bias and the Empirical “Golden Rule” (Greene-Goldberger)

The OLS Attenuation Bias If we estimate the model y; = x,3 4 ¢; by OLS on the
complete sample (including observations equal to zero), the estimated coefficients will be
inconsistent and severely attenuated. Conceptually, OLS attempts to fit a linear line over
a conditional expectation function (CEF) that is inherently non-linear and flattened in
the left tail.

Analytical Proof of the Rule of Thumb (Greene, 1981) Theorem (Greene,
1981): Let the latent variable model be yf = o + x8 + ¢; with homoskedastic normal
error and censoring rule y; = max(0,y}). If the regressors x; follow a multivariate normal
distribution in the population, then the probability limit of the OLS slope coefficient (the
Best Linear Predictor, BLP) is given by:

Bep=0-(1—7)=0-Py, > 0) (11.105)
Where m = P(y; = 0) represents the population censoring probability.

Analytical Proof: By the definition of the Best Linear Predictor: Bprp = E[xx'| "' E[xy].
Since y; = max(0, y;), the expectation of xy depends only on the regime where y; = y; > 0:

Elxy] = Exy* | y* > 0] - P(y* > 0) (11.106)

Using the linear projection under multivariate normality of x with respect to y*, we can
express X as:
x = E[xy*lo,2(y" — E[y]) + u (11.107)

Where u is an orthogonal projection error term independent of y*. Taking the expectation
conditioned on y* > 0 and multiplying by y*:

Elxy" |y* > 0] = Elxy|o,2E[(y* — Ely’])y" | y* > 0] = Elxy’] (11.108)
Substituting back:
E[xy] = E[xy*] - P(y* > 0) = E[xy*] - (1 — 7) (11.109)
Since 3 = E[xx'] "' E[xy*|, we substitute into Bprp:
Berp = Exx| ' Exy*](1-m)=8-(1—-7) H (11.110)

This proof establishes the mathematical foundation for the Goldberger (1981) Rule of
Thumb: R
BoLs

P(y; > 0) (11.111)

BOLS&ﬁ'P<yi>O> — Bue &

The Methodological Error of Discarding Zeros: Truncation Bias Discarding
observations equal to zero and running OLS only on the truncated subsample (y; > 0)
does not eliminate the bias; it merely replaces censoring bias with truncation bias.

Analytical Proof of Inconsistency due to Truncation: By restricting the sample to
y; > 0, the conditional expectation of the dependent variable becomes:
x!
Ely; | xi,y; > 0] =x;8+ o\ <’ﬂ> (11.112)

g
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If we estimate the regression y; = x,3 + u; by OLS using only the positive observations,
the effective error term is u; = ¢; | &; > —x;3. The conditional expectation of this new
error is:

Elu; | xi] = o) <X§ﬁ> £0 (11.113)

o

Since the Inverse Mills Ratio A(2) is a non-linear decreasing function of the index z; =
X3/, the error of the truncated regression is systematically correlated with the regressors
x;. The omission of the non-linear term directly violates the strict exogeneity hypothesis,
generating inconsistent and severely biased estimates.

Empirical Application: The Divorce “Hedge” (Example 19.5)

Example 19.5 (Quester and Greene, 1982) illustrates the application of the Tobit model
in the analysis of the labor supply of married women.

Economic Logic of the Model The economic hypothesis investigates whether married
women facing a higher statistical probability of divorce react by increasing their labor
supply in the formal market. This increase in hours worked acts as a self-insurance
strategy (hedge) against the future loss of household income.

Sample Analysis and Statistical Necessity of the Tobit The database is segmented
into two distinct demographic groups:

o White Wives: N = 7,459, where the proportion of working women is only 29%.
This implies that 71% of the sample has zero work hours.

e Black Wives: N = 2,798, where the proportion of working women is 46%. This
implies that 54% of the sample has zero hours.

This gigantic proportion of observations censored at the origin completely invalidates the
use of linear regression by OLS on the complete sample.

Estimation Results Greene’s Table 19.2 summarizes the structural coefficients esti-
mated by ML of the Tobit (effect on y*) and the Slopes (unconditional marginal effect on

Ely | x]):
For White Wives (P(y > 0) = 0.29):

o Mean Divorce Probability: Tobit coefficient = 417.39 (¢t = 6.52); Partial effect
(slope) = 121.58.

« High Divorce Probability: Tobit coefficient = 670.22 (¢ = 8.40); Partial effect (slope)
= 195.22.

o Scale parameter: ¢ = 1,559.
For Black Wives (P(y > 0) = 0.46):

e Mean Divorce Probability: Tobit coefficient = 481.02 (¢ = 5.28); Partial effect
(slope) = 219.75.

« High Divorce Probability: Tobit coefficient = 578.66 (¢ = 5.33); Partial effect (slope)
= 264.36.
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e Scale parameter: o = 1,511.

Crucial Lessons and Interpretation Validation of the Rule of Thumb: For
White Wives (P(y > 0) = 0.29), the partial effect for high divorce probability is predicted
by:

Slope ~ 670.22 x 0.29 = 194.36  (Exact value: 195.22) (11.114)

For Black Wives (P(y > 0) = 0.46):

Slope & 578.66 x 0.46 = 266.18 (Exact value: 264.36) (11.115)

The Meaning of o: The estimated standard deviation (1,559 and 1,511) does NOT
represent the standard deviation of the observed hours y. It is, strictly, the standard
deviation of the error of the unobservable latent variable ;. The actual standard deviation
of y is drastically smaller, since censoring compresses the left tail of the distribution.

Economic Results: The probability of divorce exhibits a positive and robust impact on
hours worked. For white women, being in the high-probability group increases annual
hours by 195.22 hours. For black women, the effect is 264.36 hours. This confirms the
hedge hypothesis.

Advanced Perspectives and Dialogue with Modern Literature

The Tobit Formulation via GMM Lars Peter Hansen (1982) illustrates that the first-
order conditions of the likelihood can be interpreted as moment orthogonality conditions
for GMM estimation. Defining the vector of individual moments based on Olsen’s scores:

(1= Di)(yy: — xi0)x; — Dz‘A(—Xée)Xi] (11.116)

gi(0,7) = [ (1-D,) H — (vyi — Xée)yz}

The maximum likelihood estimator is equivalent to the exactly identified GMM estimator
that solves E[g;(6,7)] = 0. The GMM formulation opens the way for semiparametric
estimation or estimation with heteroskedasticity correction.

The Critique of Parametric Fragility (Hayashi and Wooldridge) While in
the classic linear model deviations from normality and homoskedasticity affect only
efficiency, in the Tobit maximum likelihood model the consistency properties collapse
completely under non-normality or heteroskedasticity. If 07 = 0% exp(z;cx), the conditional
expectation of the score ceases to be zero, violating Fisher’s identity and making the
estimators inconsistent. This justifies the preference for rigorous specification tests or
Powell’s CLAD estimator.

Verdict and Synthesis of the Section

This section closes the fundamental cycle of the Tobit censored regression model. It
performs the crucial transition between the algebra of the log-likelihood and practical
empirical implications. The joint mastery of Olsen’s reparametrization, the Delta Method,
the exact understanding of the OLS attenuation bias, and the correct interpretation of
the parameter o constitute the true watershed in applied microeconometrics.
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11.2.4 Two-Part Models and Corner Solutions

This section expands the conceptual and mathematical framework of the two-part model,
proving the fundamental log-likelihood identity that enables the Fin and Schmidt (1984)
Likelihood Ratio (LR) Test, strictly establishes the Amemiya (1985) classification of Tobit
models (Types I to V), details the Murphy-Topel (2002) framework for the Heckman
(Heckit) two-step estimator, and introduces a deep discussion on visual specification
diagnostics and the empirical application of extramarital affairs (Fair, 1977 vs. Fair, 1978).
The conceptual dialogue is enriched with contributions from Jeffrey Wooldridge (2010),
Bruce Hansen (2022), Fumio Hayashi (2000), and Mostly Harmless Econometrics (2009).

The Implicit Restriction of the Type 1 Tobit and the Economic Motivation

As established previously, the Type 1 Tobit model imposes an extremely rigid parametric
structure on the behavior of economic agents. Under this specification, the observed
dependent variable is y; = max(0,y;), where the latent variable is y; = x;3 + ¢; with
E; | X; ~ N(O,O’2).

The fundamental limitation of the Type 1 Tobit lies in the fact that a single parameter
vector B governs simultaneously the participation decision (extensive margin) and the
consumption intensity decision (intensive margin). Strictly, the two partial derivatives
(marginal effects) with respect to a continuous regressor z;;, are expressed by:

Marginal Effect on the Extensive Margin (Participation):

OP(y: > 0[x;) _ ¢(wi)
- - S, (11.117)

Where w; = X;"rﬁ is the normalized index and ¢(-) > 0 is the p.d.f. of the standard normal.
Since o > 0, the sign of this derivative is strictly identical to the sign of .

Marginal Effect on the Conditional Mean (Intensity):

OEly; | yi > 0,x;]

G = B[l — d(wy) (11.118)

Where d(w;) = Aw;)[A(w;)+w;] is the truncated variance scale factor (with 0 < d(w;) < 1)
and A(+) is the Inverse Mills Ratio. Since 1 — d(w;) > 0, the sign of this derivative is also
strictly determined by the sign of [.

Restrictive Implications and Economic Counterexamples This dependence on a
single parameter (5 generates two severe and implausible behavioral restrictions in applied
economics:

1. Unified Sign Restriction: If a regressor x; increases the probability of an
individual entering the market (participation), it must obligatorily increase the
quantity consumed or hours worked by that individual (volume). It is impossible to
model a factor that stimulates entry but discourages subsequent consumption.

2. Strict Proportionality Restriction (Scale Sufficiency): For any two continuous
regressors x; and xj, the ratio between their marginal effects on participation is
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exactly equal to the ratio of their effects on intensity, collapsing into the ratio of
their structural coefficients:

OP(y>0|x)/0z; OFE[y|y>0,x]/0x; &

Classic Counterexamples in the Literature:

o Charitable Donations: The Age of the individual may positively affect the
decision to make a donation (extensive margin). However, conditional on donating,
age may have a negative effect on the volume donated (intensive margin), due to
income decline after retirement.

+ Monetary Fire Damage (Fin & Schmidt, 1984): Building age has opposite
effects on the two margins. Older buildings have a higher probability of suffering a
fire (positive effect on the probability of loss). However, new buildings, having a
higher incorporated market value, suffer much larger monetary damages when a fire
occurs.

« Female Labor Supply: The presence of small school-age children in the household
may not significantly impact the mother’s decision to participate in the labor market,
but drastically reduce the number of hours worked conditional on participation.

The Cragg (1971) Two-Part Model: Truncated Normal Hurdle Model

To break the parametric rigidity of the Tobit, John Cragg (1971) proposed the truncated
tail Hurdle model, formulating two distinct behavioral equations under the assumption of
conditional independence between the errors of the two regimes.

Mathematical Structure of the Two Parts Part 1: Participation Equation
(Binary Probit Regime): Let s; € {0,1} be the indicator of non-zero observation
(s; = 1(y; > 0)). The participation probability is governed by a parameter vector ~y:

P(si =1|x;) = ®(xjy)

P(s; =0|x;) =1—O(x}) (11.120)

Part 2: Intensity Equation (Positive Consumption Regime): Conditional on
participation (y; > 0), the dependent variable follows a normal distribution truncated from
the left at zero, governed by an independent parameter vector 3 and standard deviation

o: 5
1 Yi—X;
d ),
x,8
@ (%)
The Complete Unconditional Probability Density Function Multiplying the

conditional probabilities, the unconditional mixed p.d.f. of y; | x; under the Cragg model
is expressed by:

fily >0,%x;) = (11.121)

D (xi7y) (11.122)

1. (yi—x.B8\ 7 1(%:i>0)
Folyi | ) = [1 = d(xy)] "= g

(%)
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The Fin and Schmidt (1984) Specification Test and the Log-Likelihood Identity

Proof of the Algebraic Identity The algebraic beauty of the relationship between
the Type 1 Tobit model and the Cragg model lies in the fact that the Tobit is a direct
parametric restriction of Cragg under the null hypothesis:

Hy:~ :f (11.123)

Let us prove analytically that, under this restriction, the Cragg density collapses exactly
into the Type 1 Tobit density:

« For censored observations (y; = 0): Substituting v = g into the Cragg censoring
probability:

1—d(xly) 21— ("f) (11.124)

Which is identically equal to the discrete term of the Tobit.

« For uncensored observations (y; > 0): Substituting v = g into the Cragg
continuous term:

1 (vi=xB raN Lo (vi=xiB o
(I)(X;’y)aif(xg;)) ﬂ) P (X;/B> ai)((){g;) ) _ i¢ (W) (11.125)

Which simplifies perfectly through the cancellation of the term ®(-), exactly repro-
ducing the continuous p.d.f. of the classic normal linear regression.

Thus, the restricted log-likelihood function of the Tobit is the exact sum of the Probit
and Truncated Regression components when evaluated under the same parametric scale:

In LTobit(ﬁv 02) =In LProbit (7 = f) + In LTruncated(/Ba 02) (11126)

The Likelihood Ratio (LR) Test Since the Cragg model assumes conditional indepen-
dence between the two equations, the unrestricted likelihood is calculated by estimating
the parts separately. The Likelihood Ratio (LR) Test to test the validity of the Tobit
specification is given by:

LR = -2 UH LTobit - (hl LProbit + In LTruncated)] ~ X%{ (11127)

Where K is the number of restrictions imposed by Hj, which is exactly equal to the
dimension of the parameter vector 8 (number of regressors including the intercept, Ky +1).
If the calculated value of LR exceeds the critical value from the % table, we reject Hy,
concluding that the parametric coupling of the Tobit is invalid.

Generalization: Different Regressors and the Five Tobit Models of Amemiya
(1985)

The Cragg (1971) model, although flexible, still imposes that the same regressor vector
x governs both decisions. The generalization of Amemiya (1985) formalizes a robust
framework for censored regressions and sample selection, classifying limited models into
five major categories:
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The Structural Classification of Amemiya (1985)

1. Type I Tobit (Classic Censoring): y; = x,3 +¢;, y; = max(0,y/). The
dependent variable is observed if positive; otherwise, zero is observed.

2. Type II Tobit (Heckman Selection Model): Consists of two equations and a
binary indicator variable structure for participation.

Selection: d} = zy +u;, d;=1(df >0)

11.128
Intensity: ¢ =x.03 +¢; ( )

Observation Rule: y; =y if d; = 1; y; is unobserved (missing) if d; = 0.

3. Type III Tobit (Continuous Censoring as Selection): The selection indicator
is itself an observable censored variable of the Type 1 Tobit type.

4. Type IV Tobit: The selection indicator is a censored variable, and the final
outcome is divided into different continuous observation regimes.

5. Type V Tobit: The selection indicator is a conventional binary Probit choice, but
there are two distinct latent intensity equations.

Conceptual Differentiation: Type II Tobit vs. Heckman Selection Model

« Type Il Tobit (Sample Censoring / Corner Solution): The variable y is
observed for the entire population, accumulating a real point mass at zero. The
regressors X and z are fully observed for all individuals. E.g., Travel expenditures
(those who do not travel report zero expenditure, but their characteristics are
known).

« Heckman Selection Model (Incidental Truncation): The outcome variable y*
is unobserved/missing when the individual chooses not to participate. Zero is not
a real economic value. E.g., The wage of those who do not work simply does not
physically exist in the market.

Type II Estimation: The Heckman Two-Step Method (Heckit)

Rigorous Derivation of the Conditional Expectation Let the bivariate normal
selection structural model with error correlation be:

s; =z +u, s =1(s; >0), wu;~ N(0,1)

i =x\8+e, &~ N(0,0%) (11.129)

Cov(ug,g;) = oye = po
By the classic properties of the bivariate normal distribution, we can linearly decompose
g; with respect to the selection error u;:

_ Cov(e,uy)

= 4 = pou; + 7 11.130
€ Var(ui)qun pou; + 1 ( )

Where 7; is normally distributed with mean zero and independent of u;. Applying the
conditional expectation:

Elei |wi > —ziy] = po Elu; | ui > —zy] (11.131)
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By the classic left-tail normal truncation theorem, using the symmetry of the standard
normal distribution: )
¢ (z;y)

Bl s > ~n] = §275 = Mel (11.132)

Where A(+) is the Inverse Mills Ratio. Substituting:

Elei | si = 1,%5,2,] = poA(zy) (11.133)
Therefore, the conditional expectation of the observed variable is expressed by:

Elyi | si = 1,x;, 2] = ;8 + poA(z;y) (11.134)

Two-Step Algorithm (Heckit)

1. Step 1 (Selection Probit): Estimate the Probit model of s; with respect to z;
for the entire sample (n), obtaining 4. Calculate the estimated Inverse Mills Ratio

~

Ai = Azi).

2. Step 2 (Second-Stage OLS Regression): Estimate by OLS the outcome equation
using only the active observations (n; where s; = 1):

yi = X840\ +e; (11.135)

Where 0 = po is the estimated covariance coefficient.

The Murphy-Topel (2002) Correction for Consistent Standard Errors In the
second stage, the Inverse Mills Ratio \iis a regressor generated in the first stage. Ignoring
the variability of 4 results in severe underestimation of the error. The Murphy-Topel
correction rewrites the estimator as a GMM system to derive the robust asymptotic
covariance matrix:

V; = VQ -+ V2 [CVlc’ - RV1C' - Clel] V2 (11136)
Where the transition and cross-covariance matrices are estimated at the optimum by:

Z 6521'(/87 éa /7)

C pu—

. oy

i€{s;=1} X ’Z (11137)
R= Y :(8,0,9) s1(9)

iG{SiZI}

Visual Diagnostics: Real Censoring vs. Corner Solution

The theoretical distinction between data censoring and corner solution is accompanied
by a very clear empirical visual signature when we plot the distribution of the observed
dependent variable y.

o Corner Solution: Large cluster accumulated at the economic zero by utility choice.
The positive distribution (y > 0) is continuous and smooth, with no apparent sign
of truncation. There is no artificial accumulation of observations immediately above
zZero.
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o Censored Data: Large artificial cluster at the cutoff point imposed by the sampling
design. The positive distribution is clearly “cut” or abruptly sliced at the censoring
point. There is dense and abnormal accumulation of observations adjacent to the
censoring point.

Greene’s Warning: The Physics of Specification Error. When we force the Tobit
on Corner Solution data, the ML algorithm is forced to “flatten” the slope of the regression
line and artificially inflate the estimated standard deviation (&) to compensate for the lack
of positive observations near zero, resulting in severe attenuation bias of the structural
coefficients B

Empirical Application: Extramarital Affairs (Fair, 1977 vs. Fair, 1978)

The study on time devoted to extramarital affairs conducted by Ray Fair illustrates the
failure of the Tobit and the victory of two-part models. The Redbook Magazine database
(Fair, 1977) contains N = 6,366 observations of married women (4,313 zeros, i.e., 68%
censoring rate).

Critical Analysis of the Comparison Models

o OLS: Suffers from severe attenuation bias and drastically underestimates the
standard deviation of the errors.

o Type 1 Tobit: Collapses by imposing the proportionality and sign equality restric-
tion.

« Truncated Regression: Discarding 68% of the sample results in extreme numerical
instability. The coefficient of “years married” reverses sign.

o Cragg Hurdle / Two-Part: Estimates the decisions separately, freeing the
parameters from scale and sign restrictions.

Mathematical Proof: Rejection of the Tobit Restriction via LR Test From the
reported maximum log-likelihoods:

In Lpopi = —7, 804.38
In Lproic = —3,463.71 (11.138)
In Lvancated = —3, 469.58

We construct the Likelihood Ratio (LR) Test statistic:
LR = 2[—3,463.71 + (—3,469.58) — (—7,804.38)] = 2[871.09] = 1,742.18  (11.139)

The obtained value of LR = 1,742.18 is astronomically higher than the critical value
of the chi-square distribution with 9 degrees of freedom (X359 = 16.92). The Tobit
restriction is overwhelmingly rejected.

The Victory of the Hurdle: Heterogeneity and Sign Reversal The Hurdle model
reveals a rich behavioral reality that the Tobit concealed. The coefficient of the variable
“years married” exhibits opposite effects in each stage:
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o In the Participation Equation (Probit): The coefficient is strictly negative
(—0.168). The probability of initiating an affair decreases with marriage duration.

o In the Intensity Equation (Truncated): The coefficient is strongly positive
(+0.140). For those who have already decided to participate, the time devoted
increases as the marriage is older.

In the standard Tobit model, this richness was compressed into a single positive coefficient
of +0.128, concealing the real dynamics.

Synthesis and Methodological Comparison

The methodological comparison between the main limited dependent variable models can
be summarized as follows:

Type 1 Tobit: Participation is rigid (governed by 3); Intensity (y > 0) follows a
truncated normal; error correlation is unified; the exclusion restriction is not applicable;
predictions are non-negative; covariance correction is not applicable.

Cragg Hurdle: Participation is free (governed by «); Intensity follows a free truncated
normal; errors are independent; the exclusion restriction is not applicable; predictions are
non-negative; covariance correction is not applicable.

Hurdle Lognormal: Participation is free (governed by -y); Intensity follows a lognormal
distribution; errors are independent; the exclusion restriction is not applicable; predictions
are non-negative; covariance correction is not applicable.

Type II Tobit (ET2T): Participation is free (governed by -); Intensity follows a corrected
lognormal; errors are correlated (po); the exclusion restriction is strictly necessarys;
predictions are non-negative; covariance correction requires Murphy-Topel (2002).

Verdict and Conclusion

This section consolidates the definitive abandonment of the blind and purely mechanical
application of the Type 1 Tobit model in modern applied microeconometrics. Mastery
of the McDonald-Moffitt Decomposition and the Empirical Analysis of Extramarital
Affairs proves that participation and intensity decisions are distinct behavioral phenomena
governed by frequently opposing economic forces.

By mastering the Cragg (1971) Model, the Hurdle Lognormal (Duan et al., 1984), and the
Amemiya (1985) generalizations, the researcher is empowered to model each margin with
total theoretical independence and statistical precision. Finally, the critical understanding
brought by Jeffrey Wooldridge regarding the need for solid exclusion restrictions and the
limitations of the Type II Tobit at extreme levels protects the econometrician from the
pitfalls of functional multicollinearity and incoherent negative predictions at the origin,
raising empirical analysis to the highest standards of rigor and scientific relevance.

11.2.5 Applications in Panel Data

This section presents a structured, rigorous, and logically chained review of panel data
applications, maintaining the standard of academic excellence and dialogue with modern
literature established in the previous sections. The analysis addresses the extension of the
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Tobit model to panel data, the fixed effects enigma, Greene’s (2004a) surprising discovery,
the analogy with linear regression, and semiparametric and dynamic approaches.
Motivation and Extension of the Tobit to Panel Data

The extension of the Tobit model to panel data follows the same logic as discrete choice
models (Probit/Logit). The basic structure incorporates unobserved individual effects
(cv;), which capture the unobserved heterogeneity specific to each cross-sectional unit.

Latent Model with Individual Effects The latent variable is specified as:

i = i + X8 +ei, €~ N(0,0%) (11.140)

Observation Mechanism (Left Censoring at Zero) The observed variable is gener-
ated by the standard censoring mechanism:

yir = max(0, y;;) (11.141)

The fundamental challenge lies in how to treat «;: as fixed parameters to be estimated
(fixed effects) or as random variables correlated or not with x;; (random effects).

Random Effects Models: Standard Approach
For random effects models, the strategy is analogous to the Probit with random effects.

Specification [t is assumed that the individual effects are random variables independent

of the regressors:
a; ~ N(0,02), a; L x4 (11.142)

Likelihood Function The individual likelihood integrates over the distribution of «:
T

L= /H (i | @iy xie, B,0) - g(i) de; (11.143)
t=1

Computational Challenge The multidimensional integral has no closed form. The
standard solutions are:

1. Gaussian Quadrature: Numerical approximation of the integral (efficient for
small 7).

2. Simulation (Simulated Maximum Likelihood — SML): Uses Monte Carlo
simulation to approximate the integral (more flexible, but computationally intensive).

The Mundlak (1978) Correction To accommodate correlation between «; and x;
without losing the random effects structure, the Mundlak correction is applied:

o =Xy iy M N(O,crf]) (11.144)

Where x; = % Zle x;; are the time means of the regressors. This allows «; to be correlated
with x;; in a systematic way, preserving the efficiency of the random effects estimator.
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The Fixed Effects Enigma in the Tobit

The theoretical literature has focused intensely on the problem of fixed effects in the
Tobit. The natural approach would be the Maximum Likelihood (ML) estimator for the
model with fixed effects.

Model with Fixed Effects The specification is:

i = i +x,08 + i (11.145)

A

The ML estimator simultaneously estimates (&1, ..., &y, 3,6).

The Incidental Parameters Problem (Neyman-Scott, 1948) When N — oo with
T fixed, the number of parameters to estimate grows with the sample size (N individual
effects a;). This classically leads to inconsistent estimators, as demonstrated in the Probit
with fixed effects (where @ is biased away from zero — reverse attenuation bias).

Greene’s (2004a) Surprising Discovery

Contrary to the intuition based on the Probit, Greene (2004a) discovered in extensive
Monte Carlo experiments that the ML estimator of the Tobit with fixed effects does not
present substantial bias in 3.

The Empirical Result
. B is approximately consistent (small or zero bias).
» 7 is severely biased downward, persistently and substantially.
Why Is This Surprising? In the Probit with fixed effects, the estimator of 3 is

inconsistently biased away from zero (reverse attenuation bias). The same was expected
in the Tobit, but this is not the case.

The Intuition Behind the Result Greene argues that the behavior of the Tobit with
fixed effects resembles more that of the linear regression with fixed effects than the
Probit. This analogy is fundamental to understanding the apparent contradiction.

The Analogy with Linear Regression and Its Implications

To understand why B is consistent but & is biased, Greene makes a revealing analogy
with the classic linear model.

Linear Model with Fixed Effects (LSDV) The specification is:
Yit = i + X8+ i (11.146)

The ML estimator is the Least Squares Dummy Variables (LSDV) or within-groups
estimator:

N T T
Brspv = ZZ Xit — X;) (Xt — X;)/ Z Z Xt — X;) (Yir — Yi) (11.147)

i=1t=1 i=11t=1

-1
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Properties of LSDV
« Brspy is unbiased and consistent (even with T fixed and N — c0).
e The ML estimator of the error variance is:

bispy = NT Z Zé?n (11.148)

i=1t=1

This estimator is biased downward by a factor of (T'— 1)/T, since it does not
correct for the degrees of freedom lost in estimating the N fixed effects «;.

The Connection with the Tobit Greene argues that the Tobit with fixed effects
behaves analogously:

« 3 is consistent (as in LSDV).

 § is biased downward (as in LSDV), because the estimation of the N incidental
parameters «; “consumes” degrees of freedom.

Implications for Statistical Inference Although B is consistent, the bias in &
contaminates the standard errors and hypothesis tests. Since the partial effects
in the Tobit depend on ¢ (via ®(x'3/c) and A\(x'8/c)), inference on marginal effects is
compromised.

The Impossibility of Conditional Transformations

In the linear model with fixed effects, the incidental parameters problem is solved by the
within transformation (subtraction of individual means y;), which eliminates «;:

Uit — Ui = (X — X3)' B+ (€t — &;) (11.149)

Why Does This Not Work in the Tobit? The latent variable v}, is censored before
observation. We do not observe y;, but only v;; = max(0, y},). Therefore:

 First-differencing: y;; —v,;—1 does not eliminate o in a useful way, since censoring
makes the difference non-linear and non-additive.

o Within-transformation: y;; — y; also does not preserve the model structure, since
the mean y; is a non-linear function of «a;, x;;, and €.

Conclusion: There is no simple conditional estimator for 3 in the Tobit with fixed effects,
unlike the linear model.

Semiparametric Estimators and Dynamic Models

Given the impossibility of conditional transformations, the theoretical literature has
developed alternative approaches.
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Semiparametric Estimators

e Honoré and Kyriazidou (2000): Develop semiparametric estimators for the
Tobit with fixed effects that do not require specifying the distribution of ¢; nor
knowledge of 0. These estimators exploit temporal variation within individuals to
identify 3 consistently, even with small 7.

o Advantage: Consistency without requiring normality or homoskedasticity.

o Disadvantage: Computational complexity and loss of efficiency relative to the
parametric ML (if the parametric assumptions are valid).

Dynamic Models When the lagged dependent variable is included as a regressor:

Yir = QG + YYieo1 + X0+ q (11.150)

Greene’s (2004a) benign result is lost. The combination of:
1. Fixed effects (o),
2. Lagged dependent variable (y;;-1), and
3. Censoring (y; = max(0,y},))

generates a problem of severe endogeneity: y; ;1 is correlated with «; and with e, (via
censoring).

Theoretical Contributions

« Arellano (2001): General results on the estimation of dynamic models with fixed
effects and limited variables.

« Hahn and Kuersteiner (2004): Characterize the bias of the ML estimator in
dynamic binary choice and censored regression models, and propose bias reduction
methods based on asymptotic expansions.

Verdict and Synthesis of the Section

This section consolidates the extension of the Tobit model to the panel data context,
revealing profound theoretical nuances that distinguish panel analysis from cross-sectional
analysis. Greene’s (2004a) discovery — that the ML estimator of the Tobit with fixed
effects produces ,é approximately consistent but & severely biased — represents a rupture
with the intuition based on the Probit and establishes a fundamental analogy with the
LSDV estimator of the classic linear regression.

The impossibility of simple conditional transformations (such as the within transformation)
in the Tobit, due to the non-linear nature of censoring, has driven the development of
sophisticated semiparametric estimators (Honoré and Kyriazidou, 2000) and bias correction
methods for dynamic models (Hahn and Kuersteiner, 2004). For the applied researcher,
mastery of these subtleties is essential: the choice between fixed effects, random effects
(with the Mundlak correction), and semiparametric approaches should be guided by the
nature of the unobserved heterogeneity, the time horizon 7', and the presence or absence
of dynamic dependence. Inference on marginal effects, in particular, requires redoubled
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caution, since the bias in ¢ directly contaminates the measures of economic impact derived
from the model.

11.3 Sample Selection

11.3.1 Fundamental Concepts: Direct vs. Incidental Truncation

Before formalizing the model, it is indispensable to establish the methodological distinction
between two types of truncation frequently confused in empirical practice:

e Direct Truncation: Occurs when the sample is selected directly based on the
values of the variable of interest y itself. The researcher does not observe any
information (not even the regressors X) for individuals outside the limit.

— Ezample: A study on poverty that selects only families with income up to 1.5
times the poverty level. Direct truncation of y from above flattens the regression
line estimated by OLS, biasing the coefficients toward zero (attenuation effect).

o Incidental Truncation or Sample Selection: Occurs when the observability of
the variable of interest y; depends on the outcome of another selection variable, v
(or s). We observe y; if, and only if, the selection variable crosses a certain threshold.
The truncation of y; is, therefore, a “byproduct” or incidental effect of the selection
that occurred in ys».

— Classic example: In labor economics, the offer wage (y;) is only observed for
individuals who participate in the labor force (s = 1). Since the decision to
work (s) is correlated with skills and unobservable characteristics that also
affect the wage (u;), estimation by OLS on the sample of workers will generate
severely biased and inconsistent estimates.

11.3.2 Mathematical Basis: Moments of the Bivariate Truncated
Normal

To establish the mathematical basis of incidental truncation, we analyze two continuous
random variables, y (of interest) and z (of selection), which follow a bivariate normal
distribution in the population:

(‘z) ~N<<5f’> , <pc‘§az '00;?’2%)) (11.151)

The objective is to determine the mean and variance of y, given that the selection variable
exceeds a specific threshold value: z > a.

The Standardization Process We define the standardized selection variable z* =
=~ N(0,1). The truncation limit z > a is equivalent to z* > a,, where:

a— [,
a, =
0z

(Standardized Truncation Point) (11.152)
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Derivation of the Conditional Mean E[y | z > a] By the properties of the bivariate
normal, we express y as a classic linear projection with respect to z* plus an orthogonal
error term e:

Y = by + poy,zt +e (11.153)

Where e has the following fundamental properties:
e Ele] =0
o Varle] = o7 (1 - p?)

« ¢ is statistically independent of z* (and therefore independent of any truncation
applied to z*).

Applying the conditional expectation with respect to the truncated regime z* > a,:
Ely | z > a] = py + po,E[z* | 2* > a,] + Ele | 2* > a,] (11.154)

Since e is independent of z*, the term E[e | z* > a,] reduces to E[e] = 0. The truncated
expectation term of the standard normal is given exactly by the Inverse Mills Ratio A(a,):

E[2* | 2* > a.] = Aa,) = % (11.155)

Where ¢(-) is the p.d.f. and ®(-) is the C.D.F. of the standard normal. Substituting:
Ely | z > a] = p, + poyA(a.) (11.156)

Economic Interpretation: The shift in the conditional mean of y depends crucially on
the sign of the correlation p. If p > 0, truncation of z from below (z > a) shifts the
conditional mean of y upward (E[y | z > a] > p,), indicating positive selection.

Derivation of the Conditional Variance Var[y | z > a] Using the same orthogonal
decomposition and the independence between e and z*:

Varly | z > a] = p2a§\/ar[z* | 2* > a,] + Varle] (11.157)

We know that Var[e] = o7 (1 — p*) and the variance of a standard normal truncated from
the left at a, is:
Var[z* | 2* > a,] =1 —d(a,) (11.158)

Where 6(a,) = A(a.)[A(a,) — a.] is the variance decay factor. Substituting:
Varly | z > a] = p*o;[1 — 0(a.)] 4+ op(1 — p°) = 0. [L — p*6(az)] (11.159)

Interpretation: Since 0 < p?6(a,) < 1, incidental truncation always reduces the variance
of the variable of interest relative to its untruncated population variance.

11.3.3 The Heckman Selection Model (Type II Tobit)
Economic Motivation: The Labor Supply Model

The contemporary econometric formulation of sample selection dates back to the classic
labor supply model of Gronau (1974) and Heckman (1974). The offer wage (w) is only
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observed for individuals who participate in the labor force (z = 1). The participation
decision occurs if the market wage exceeds the reservation wage (w*):

z2=1 4= w>w" (11.160)

The selection bias arises because the unobserved variables that determine the market wage
(ability, motivation) are correlated with the unobserved factors that affect the decision to
work (preference for leisure, household productivity).

General Structure of the Model

The system is structured as a model of triangular simultaneous equations with correlated
erTors:

« Equation of Interest (Outcome): y =2/ +e, Ele|z]=0
» Selection Equation (Participation): z* = w'y +u, z=1[z" > 0]

Strict exogeneity of the regressors with respect to the errors is assumed, but with funda-
mental stochastic dependence: Cov(e,u) = g, # 0. Under joint bivariate normality:

(Z) N ((8) | (p:iu pa(fgu)) (11.161)

The Selection Bias Problem

If we estimate the equation of interest by OLS using only the selected observations (z = 1),
the conditional expectation of the error in the selected subsample is not zero:

Ely | z,z=1]=2'8+Ele | z,u > —w'y] (11.162)

By the orthogonal linear projection, e = pocu® + 1, where u* = -t ~ N(0,1). Applying
the conditional expectation in the selected sample:

E [e | > —“W] = oA <w7> (11.163)

Oy Oy

The corrected regression equation becomes:

/
y|2*>0=2'8+ po.A <w7> +v (11.164)
o

u

The omission of the Inverse Mills Ratio (A) in the regression generates a classic omitted
variable bias, where OLS confounds the direct causal effect of the regressors x with changes
in the selection probability.

Inherent Heteroskedasticity

The conditional variance of the error in the selected sample is:

Varly | z,w, z* > 0] = 02[1 — p*§(c)], where ¢ = v 7, 5(c) = Ae)[Me) +¢] (11.165)

Oy

This proves the structural heteroskedasticity of the model, requiring correction of the
covariance matrix for valid inference.
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Partial Effects: Decomposition into Two Components

If x;, also appears in the selection equation, the total partial effect is:

aE[y | z > 07[[',11)] — ﬁk o (Pae7k> 5 <w7> (11166)
Ou

al’k Oy

The total effect decomposes into the Direct Causal Effect (5;) and the Indirect
Selection Effect, which alters the composition of unobserved characteristics of the
sample.

The Critical Role of the Exclusion Restriction

The formal identification of the model requires that the vector w contains at least one
variable that affects the selection probability but has no causal effect on y (being excluded
from z). Without this restriction, identification occurs only through the non-linearity
of A(+), which generates extreme multicollinearity, inflating standard errors and making
estimates unstable.

11.3.4 Estimation Methods
The Heckman Two-Stage Procedure (Heckit)

The Heckman (1979) two-stage estimator was developed as a computationally simple and
consistent alternative to FIML.

Step 1: Estimation of the Selection Equation The observability process is modeled
using the complete sample:

zF =w.G +u;,  u; ~N(0,1) (11.167)

G is estimated by Probit (Maximum Likelihood). From the estimates G, we calculate for
each selected observation (z; = 1):

« Estimated Inverse Mills Ratio: )\; = z((zl,g))

« Variance Decay Factor: §; = S\Z(S\l + wz’é)

Step 2: Corrected OLS Regression The equation of interest is estimated by OLS
only on the selected sample, including \; as an additional regressor:

yi = 2B + B + 7 (11.168)

Where 5\ = po. and n; satisfies E[n; | z;, w;, z; = 1] = 0.

Recovery of the Structural Parameters The residual variance of the second stage

(67) is not consistent for o?. From Theorem 19.5:

plim 67 = o2(1 — p*0) (11.169)
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Given that plim 3)2\ = p®0?, we construct the consistent estimator:

A9 6,6 = ’\2
62 = — 406,32 (11.170)
n

The correlation coefficient is recovered by:

Q>‘§>

(11.171)

>
I

e

Note: Since the Heckit estimator recovers p indirectly and non-linearly, p is not mathe-
matically restricted to [—1,1]. Values |p| > 1 indicate model misspecification.

Full Information Maximum Likelihood (FIML) Estimation

The FIML estimator simultaneously estimates all structural parameters (B, G, o., p) by
maximizing the joint log-likelihood function.

Derivation of the Joint Log-Likelihood The sample is divided into two mutually
exclusive observable regimes:

Regime 1: Non-Selected Observations (z; = 0)

P(z =0 w;) = ®(—w)G) (11.172)

Regime 2: Selected Observations (z; = 1) The joint density is f(y;, 2 =1 | x;, w;) =
fyi | ;) P(zi = 1| y;, x;, w;), where:

. f(yz|332): i¢(%tfﬁ>

€

By the bivariate normal, u; | e; ~ N (fei, 1-— p2), therefore:

WG+ £y - a:;B>> .

The Complete Log-Likelihood Function

VI=7F

G+ £(y; —xiB ; :
InL(B,G,0.,p) = Y. In®(—wG)+ > [111(1)(“% Ly —x )>_1n0e+ln¢<y

iE{ZiZO} ’ie{Zi:1}

(11.174)

Numerical Implementation and Reparametrization To ensure numerical stability,
two reparametrizations are applied:

1. Correlation Restriction (p € (—1,1)): Fisher transformation 7 = atanh(p) =
+In (%ﬁ), optimizing 7 € (—00, 00) and recovering p = tanh(7).

2. Variance Positivity: Reparametrize w = In(o,), ensuring o, = e* > 0.

' B

(]

Oe

)
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Consolidated Comparison: Heckit vs. FIML

Asymptotic Consistency: Heckit is consistent under bivariate normality and linear
projection; FIML is consistent under strict joint bivariate normality.

Asymptotic Efficiency: Heckit is inefficient (uses only 1st-order moments); FIML is
fully efficient (attains Cramér-Rao).

Robustness to Specification: Heckit is highly robust (marginal normality of u and
linear projection suffice); FIML is very low (sensitive to any deviation).

Estimation of p: Heckit is indirect, not restricted to [—1, 1]; FIML is direct, restricted
to (—1,1).

Numerical Stability: Heckit is excellent (concave Probit + linear OLS); FIML is
problematic (non-concave likelihood).

Standard Errors: Heckit requires complex corrections (Greene or bootstrap); FIML is
direct (inversion of the Hessian).

Reparametrizations: Heckit requires none; FIML requires mandatory reparametriza-
tions (7 = atanh(p), w = In(o,)).

Exclusion Restriction: Heckit requires it vitally for precision; FIML requires it critically
for convergence.

Outlier Treatment: Heckit is relatively stable; FIML is highly sensitive.

Practical Use: Heckit is the dominant standard; FIML is reserved for large samples.

11.3.5 Inference and Variance Correction
Corrected Asymptotic Covariance Matrix (Greene, 1981)

Valid inference in the second stage of Heckit requires dealing with two simultaneous
problems that invalidate conventional OLS standard errors:

1. Inherent Heteroskedasticity: The conditional error has non-constant variance,
depending on the index w.G through the factor d;.

2. Error Propagation from Generated Regressors: Since i is estimated in the

first stage, it introduces additional sampling variability ignored by conventional
OLS.

Matrix Formulation Greene (1981) derived the correct asymptotic covariance matrix:
Var,y[B, ] = 62(X7X™) 71 [ X(I = p*A) X" + Q| (X7 X") ™! (11.175)
Where:
« X* =X, ) is the augmented second-stage regressor matrix (nq x (K 4 1)).
e A= diag(sl, da, ... ,3n1) contains the variance decay factors.

e () is the generated regressor correction matrix:

—

Q = p*(X7AW)Var[G](W'AX¥) (11.176)
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—

Where W is the selection equation regressor matrix and Var[é] is the covariance
matrix of the Probit coefficients.

Theoretical Connection: The Murphy-Topel (1985) Theorem

The Heckit estimator is a classic application of the two-step procedures formalized by
Murphy and Topel (1985). The corrected asymptotic variance of 0 is:

Ve =Vo+ V3 [CViC" — RVIC' — CViR |V, (11.177)
Where V; and V5 are the covariance matrices of stages 1 and 2, C' is the cross-sensitivity
matrix, and R is the contemporaneous covariance between the score functions.

Proof of Score Orthogonality (R = 0): In the selection model, the second-stage score
is go; = aim; and the first-stage score is g;; = w;AY". By conditional orthogonality
E[n; | x;, w;, z; = 1] = 0, applying the Law of Iterated Expectations:

R =Elgsi - g3;] = E{&;wN" - E[n; | xj,wi, 2 =1]} =0 (11.178)

The formula collapses to V5" = V; + VoC'ViC'V,, which results exactly in the Greene (1981)
formulation.

The Exception under the Null Hypothesis

Under Hy : By = 0 <= p = 0, the heteroskedasticity and generated regressor terms
vanish (p?A = 0 and Q = 0). Consequently, the Greene matrix collapses to the classic
OLS formula:

Var[B, ] = o2(X*X*)~! (11.179)

Practical Implication: The conventional t-test on BA,\ is asymptotically valid under the
null to test for the presence of selection bias. If Hj is rejected, the Greene correction or
bootstrap are mandatory.

Contemporary Alternatives

o Control Function Estimator: Heckit is classified as a control function estimator,
where \; acts as a control variable to capture endogeneity (residual inclusion method).

o Bootstrap Approach: Must be executed completely in two stages. For each
replication, re-estimate the Probit, recalculate \;, and re-estimate the regression.
Bootstrapping only the second stage is a serious methodological error.

11.3.6 Parametric Limitations and Alternatives
Limitations of Bivariate Normality

The assumption of joint bivariate normality is the pillar of the classic estimators, but also
their main vulnerability:

e Inconsistency under Deviations from Normality: Unlike the classic linear
model, in models with incidental truncation, the breakdown of normality destroys
the consistency of both Heckit and FIML.



324 CHAPTER 11. LIMITED VARIABLE MODELS

« Extreme Sensitivity to Heteroskedasticity: The derivation of the IMR assumes
02 = 1. Heteroskedasticity invalidates the linearized correction.

« Dependence on the Correlation Parametrization: The model is extremely
fragile with respect to the estimate of p, sensitive to outliers.

Semiparametric and Non-Parametric Estimators

Heckman and Singer (1984) / Gallant and Nychka (1987) Sieve Estimator
Relaxes the normality assumption by approximating the unknown joint density with a
flexible polynomial expansion:

JIn

B (u) = {:{:quﬂ] B(u) (11.180)

The estimator is consistent and asymptotically normal for a wide range of smooth
distributions.

Ahn and Powell (1993) Estimator Dispenses with parametric assumptions by
replacing the Probit with local non-parametric methods:

o Flirst Stage: Non-parametrically estimate the propensity score p(Z;) = P(z; = 1| Z;)
via Kernel.

o Second Stage: Estimate B by weighted least squares applied to paired differences
of individuals with identical propensities (p(Z;) ~ p(Z;)), eliminating the selection
term.

Copula Function Approach (Smith, 2003; Trivedi and Zimmer, 2007)

Sklar’s (1973) Theorem Any joint distribution Fi2(yi,y2) can be expressed by a
copula C' evaluated at the marginals:

Fia(yr,12) = C (Fi(y1), Fa(y2); 0) (11.181)

The joint density is fia(y1,y2) = c(Fi(y1), F2(y2);0) - fi(y1) - fo(y2), where ¢ is the copula
density.

Application to Selection Models It allows specifying arbitrary marginal distributions
(e.g., Student-t, logistic) and choosing a copula to capture dependence:

u1=Fe(€i)7U2=Fu(w§G)) ]

(11.182)

0C (uy, ug; 0)

InL = Z In[l — F,(—w.G)] + Z In f.(e;) +In ( 9

Z5 =0 Z,L':l

Common Copula Families
o Gaussian Copula: Returns the classic bivariate normal structure.

« Clayton Copula: C(uy,uy;0) = [u7? +uy? — 1]71/% for > 0. Models asymmetric
dependence in the left tail.
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o Frank Copula: Symmetric dependence, suitable when association occurs equally
in both tails.

o Plackett Copula: Based on the odds ratio of dependence, allowing robust linear
correlations.

11.3.7 Classic Empirical Applications
Example 1: Female Labor Supply (Mroz, 1987)

Mroz’s (1987) work is a milestone in empirical econometrics, investigating the sensitivity
of the labor supply model of married women.

Dataset Structure
o Sample: 753 white married women (30-60 years) from the 1975 PSID.

428 with active participation (z = 1) and 325 with zero hours (z = 0).

Equation of Interest (Wage Rate)

In(Wage,) = 81 + BoExper; + fsExper; + S4Educ; + e; (11.183)

Selection Equation The vector w includes the variables of interest plus the exclusion
restrictions: husband’s income (nwifeinc), age (age), number of children under 6 years
(kidslt6) and between 6 and 18 years (kidsge6 ).

Numerical Results

« Estimate of p: Heckit: p = 0.049 (s.e. = 0.182); FIML: p = 0.027 (s.e. = 0.134).
Both fail to reject Hy : p = 0.

o FEducation Coefficients (£4): OLS: 0.1075; Heckit: 0.1067; FIML: 0.1082.

Conclusion: The estimates are practically identical. When the selection bias is zero
(p ~ 0), conventional OLS is consistent and provides a robust approximation.

Example 2: Mover-Stayer Migration Model (Nakosteen and Zimmer, 1980)

Extends the Heckman model to choices with distinct outcomes in each decision branch
(Roy Model).

Theoretical Structure
o Selection Equation: M} = wiy+ u;, with z; = 1[M; > 0].
o Equation of Interest 1 (Migrant): I,; = x' ;1 + €1, observed if z; = 1.
o FEquation of Interest 2 (Non-Migrant): Io; = x50 + €, observed if z; = 0.
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Double Truncation Problem The income of migrants is truncated from the left
(u; > —w}y) and that of non-migrants from the right (u; < —w.7). The corrections are:

Ell; | z = 1] = 21,6 + prui i (wiy),  Aile) = f;((i)) (11.184)
E[lo; | z = 0] = 20,80 + poucoro(wiy),  Ao(c) = jg&) (11.185)

Note that the IMR assumes a negative sign for the upper-truncated tail.

Selection Variables Self-employment, state employment growth (AEMP), per capita
income growth (APCI), industry change (ASIC), and demographic characteristics.

11.3.8 Applications in Panel Data and the Attrition Problem

This section presents a deep theoretical, conceptually expanded, and mathematically
rigorous review of the extension of sample selection models to the panel data context and
the treatment of the attrition problem. The content integrates the classic developments of
William Greene, Jeffrey Wooldridge, Manuel Arellano and Bo Honoré, Badi Baltagi, and
the seminal contributions of Kyriazidou (1997), Zabel (1992), and Hausman and Wise
(1979).

Methodological Challenges in the Extension to Panel Data

The transition from cross-sectional sample selectivity models to panel data enriches the
identification possibilities, allowing control for the presence of unobserved individual
heterogeneity (fixed/random effects) that interacts simultaneously with the selection
mechanism and the equation of interest. However, the temporal structure imposes the
need to carefully distinguish the nature of the selection process:

o Initial Sample Selection: The selection mechanism operates once, typically in the
baseline period (¢t = 1) or immediately before the start of follow-up. Once selected
to participate, the individual is followed over all subsequent periods (panel balanced
conditional on entry).

o Sample Attrition: The selection process occurs continuously and dynamically over
time. Attrition is characterized as an absorbing state: if an individual decides to
leave the survey, moves out of the geographic coverage area, or dies in period ¢, they
are permanently lost for subsequent periods (s =0 = s;444 = 0 for all £ > 0).
When attrition is correlated with the contemporaneous idiosyncratic error terms of
the equation of interest, the exclusion of individuals who leave the panel induces a
non-random attrition bias that destroys the consistency of conventional estimators.

Parametric Models with Common Effects: Zabel (1992)

The first attempts to model selectivity in panel data faced serious specification asymmetry
problems. Verbeek (1990) formulated a hybrid specification that included random effects
in the selection equation and fixed effects in the outcome equation. Zabel (1992) pointed
out that this asymmetry was conceptually inconsistent and proposed a symmetric model
with individual effects in both equations, resolving the correlation between unobserved
effects and regressors through the Mundlak (1978) linear projection.
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Mathematical Structure of the Zabel Model The system of simultaneous equations
in levels is specified for:=1,..., Nand t=1,...,T":

 Outcome Equation: y; = n; + 23,0 + €, Yir = Y5y - diy
+ Selection Equation: dj, = u; + 2,0 + vy, dy = 1[d}; > 0]

The idiosyncratic error terms follow a bivariate normal distribution:

Qs e

Mundlak Projection for Fixed Effects To circumvent the inconsistency problem
arising from treating (1;,u;) as unstructured fixed effects (incidental parameters problem
with short T'), Zabel projects the individual effects onto the time means of all regressors:

n = T+ Tw;,  w; ~N(0,02) (11.187)

u; = 2,0 +vvg, v ~ N(0,02) (11.188)

Computational Challenge Maximum Likelihood estimation requires the evaluation
of the joint density conditioned on selectivity. The log-likelihood function requires solving
a bivariate integral for each individual, corresponding to the projected random effects
(wj,v;). Assuming independence between w; and v;, the double integral can be factored
into the product of two univariate integrals, calculated efficiently by Simulated Maximum
Likelihood (SML) with the GHK simulator or by Gauss-Hermite quadrature.

The Wooldridge (1995a) Selection Test and Correction

Wooldridge (1995a) developed an extremely influential parametric procedure to test and
correct for panel selection bias without requiring the complex bivariate integration of the
Zabel model. The strategy extends the Chamberlain (1980, 1984) projection to the Probit
selection equation.

Chamberlain Projection in the Selection Equation Let the individual effect u; of

the selection equation be projected unrestrictedly onto the complete history of exogenous

regressors z; = (20, 2hgy -+, 2ip):

u; = ¢ + 21 + 2ipha + - + Zipdr + a; = do + Zi + a; (11.189)

Where a; ~ N(0,02) is independent of z; and v;. Dividing the selection equation by
owt = /02 + 1, we obtain the identified Probit formulation:

Pdy =11 2) = @ (507 + 7¢%7) (11.190)

The Selectivity Test Under H : p = 0, the idiosyncratic errors are independent with
respect to the selection rule, and the conventional Fixed Effects (Within) estimator is
consistent.

Test Procedure:
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1. First Step: For each period t = 1,...,T, estimate a cross-sectional Probit of d;
against z; and Zz;, obtaining the estimated Inverse Mills Ratios:

O(24, 65 + 25)
(I)(Zz/‘tdf + E{be)

Aip = (11.191)

2. Second Step: Estimate the equation of interest using the Within estimator on the
selected sample (d; = 1), including A\;; as an additional regressor:

Yit = @+ 2B+ YA + e (11.192)

3. Decision Criterion: Perform a t-test (with cluster-robust standard errors) on 4.
Under Hy : v = 0, the test is asymptotically valid. If we reject Hy, there is active
selectivity bias.

Why the Within Estimator FAILS in Correction (when v # 0) A chronic
methodological error is to use the test equation to correct the bias and report the
coefficients 5. If Hy is rejected (7 # 0), the Within estimator with IMR becomes
INCONSISTENT.

Analytical Justification: The consistency of Within requires strict exogeneity conditioned
on selection: Eley | 4, ¢;, d;1, - . ., dip] = 0. However, if there is contemporaneous selectivity

(P 7"é 0)7 ]E[eit \ T, Gy diy = 1] = pae)\it-

When we apply the Within transformation (temporal demeaning):
it — Ui = (@i — T5)' B +7(Nit — \i) + (e — &) (11.193)

The transformed error term contains e; = % > ses; €is- Olnce ey is contemporaneously
correlated with dj;, the error of one period s will be correlated with the selection of other
periods. Thus:

E[eit —éz | $i,Ci,Si1,...,SiT} 7é 0 (11194)

The Within transformation contaminates the error term of all observed periods with the
average of the errors that determined the selection, violating strict exogeneity.

The Consistent Correction Procedure To correct consistently without incurring the
contamination bias of the Within transformation, Wooldridge proposes explicitly modeling
the fixed effect a; in levels through the Chamberlain projection:

The specification in levels for the observed sample becomes:
Elyi | v, di = 1] = 2,8+ Zim + pA(2h0f + Z.¢5) (11.196)

Steps of Consistent Estimation:

1. 1st Step (Probit): Estimate the selection Probit for each period ¢ and calculate
Ait-
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2. 2nd Step (Pooled OLS in Levels): Estimate the equation in levels by Pooled
OLS including z;;, x;, and \;; interacted with time dummies:

Yir = 0 + B + T + Yo his + Vi (11.197)

This estimator is consistent, since the fixed effect was controlled via z; and selectivity
was purged by ;.

3. Inference: It is mandatory to apply a cluster-robust covariance matrix (at the
individual level 7).

The Kyriazidou (1997) Semiparametric Estimator

Kyriazidou (1997) proposed a pioneering semiparametric estimator that corrects for
selection bias and attrition in panel data without imposing a specific functional form for
the distribution of idiosyncratic errors or for the individual effects.

Causal Intuition and Elimination of the Fixed Effect Consider the model with
two periods (7' = 2), where y is observed only if d;; = d;» = 1. Applying First Differences:

Ay, = AziB + Ae; (11.198)
Taking the conditional expectation in the doubly selected sample:
E[Ayl | Ty Ziy dil = dig = ]_] = AIL‘;B —|— E[eig — €51 | Tiy %y dil = dig = ]_] (11199)

The selection bias is Aj2 — 1.

The Exchangeability Hypothesis Kyriazidou introduces the conditional temporal
exchangeability hypothesis: conditioned on the regressors and the fixed effect, the joint
distribution of (e;1,vi1, €:2, vi2) is identical to that of (e, v, €1, vi1)-

Under this distributional symmetry, if the latent selection indices are identical (2};a = z}ya),
then \;» = A\;; and the bias vanishes:

If zja = zipa = Nig = A =0 (11.200)
In this subset, the First Differences estimator is consistent without parametric modeling:

E[Ay; | x5, 2zi,di = dip = 1, zjya = 2jpa] = Az (11.201)

Operationalization by Kernel-Weighted Least Squares In practice, the probability
that 2/, = 2/, is zero for continuous variables. Kyriazidou proposes estimating by WLS

with Kernel-based weights:
&= K <W> (11.202)
hn
Where K (-) is a symmetric Kernel function (e.g., Gaussian) and hy is the bandwidth that
converges to zero. The estimator is:
. N -1/ N
i=1 i=1
Advantage: Consistent and asymptotically normal without distributional assumptions.

Disadvantage: Slower convergence rate than /N and requires excluding observations
without selection in both periods.
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The Sample Attrition Problem

Sample attrition constitutes one of the most severe challenges in longitudinal research.
It occurs when individuals who participate in the initial wave systematically leave the
panel in subsequent periods. When this process is correlated with unobservable factors
that determine the variable of interest, estimation by conventional panel models becomes
inconsistent.

Distinction of Scenarios Attrition can be classified under two paradigms:

+ Selection on Unobservables (Endogenous Attrition): Attrition is contem-
poraneously correlated with the idiosyncratic errors ey, even after controlling for
the history of regressors and fixed effects. It requires parametric Heckman-type
corrections.

« Selection on Observables (Ignorable Attrition): Conditioned on variables
observed in the past, attrition is independent of contemporaneous errors. Ideal for
Inverse Probability Weighting (IPW) methods.

The Hausman and Wise (1979) Parametric Model Hausman and Wise (1979)
developed the seminal parametric modeling for attrition in two periods (7" = 2). The
decision to remain in period 2 is governed by:

Sio = 0Yiz + 0 + Wigy + Vi (11.204)
Substituting y;2 = x50 + €0 + u;:
Sty = Tip(08 4+ 0) + wiyy + €2 (11.205)

Where €;5 = §(u; + €;2) + v;2. The covariance between the error of the equation of interest
and the selection error is:

Cov(u; + e, €2) = 6(a2 +02) A0 if §#0 (11.206)
This proves that attrition is intrinsically non-random and induces severe selection bias.
Estimation Methods:

o FIML: Under joint multivariate normality, the complete log-likelihood integrates
the joint density over the observability domains.

o Two-Stage with Murphy-Topel: Estimate the selection Probit and correct by
OLS with IMR. The Murphy-Topel (1985) correction matrix or complete bootstrap
is mandatory for valid inference.

Inverse Probability Weighting (IPW) When the panel has multiple waves and
complex non-linear structures, parametric estimation by FIML becomes numerically
infeasible. Contemporary econometrics adopts the IPW estimator.

The Ignorability of Attrition Assumption: Conditioned on covariates observed in
the initial period (z;1), the attrition indicator is independent of the errors:

P(Sit =1 | Yit, Tit, Zil) = P(Sz’t =1 | 22‘1) = pt(zil) (11-207)

Two-Stage IPW (Wooldridge, 2002):
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1. 1st Step: For each period t, estimate a Probit for s; against z;;, obtaining
Dit = P(2i1%)-
2. 2nd Step: Estimate the equation of interest by weighted M-estimation:

pEE

i=1t=1

S
ﬁt> gt (wie; B) (11.208)
it

The weight w;; = ;{ re-balances the surviving sample. Individuals with low probabil-

ity of remaining but who in fact remain receive high weights, representing themselves
and those who dropped out.

Sequential IPW with Multiplicative Attrition (Robins, Rotnitzky and Zhao,
1995): To allow the attrition probability to depend on contemporary or lagged variables,
RRZ (1995) model the cumulative probability as the product of conditional transition
probabilities:

pit(01) = pia(72) - pis(ys) - -+ - pit() (11.209)

Where each component is p;s(vs) = P(Sis = 1| Sis—1 = 1,2i5-1)-

Inconsistency Warning: Moffitt, Fitzgerald and Gottschalk (1999) proposed using only
the inverse of the contemporary probability (1/p5). Wooldridge (2010) demonstrates that
this procedure is inconsistent. Only weighting by the multiplicative cumulative probability
guarantees that the expected value of the weighted criterion converges to the unrestricted
population expectation.

Valid Inference under IPW Hypothesis testing requires two corrections:

» Heteroskedasticity and Serial Correlation: Weighting introduces structural
heteroskedasticity and there is serial correlation in the errors. It is mandatory to
use a cluster-robust covariance matrix (at the individual level).

o Generated Regressors: The weights p;; are estimated, introducing additional
sampling uncertainty. One must use the Wooldridge (2007) correction or complete
panel bootstrap (resampling individuals, re-estimating Probits, and recalculating
weights in each replication).

Comparative Synthesis: Attrition Correction in Panel Data

Dimension 1: Selection Assumption. Mills Correction (Heckman in FD): Selection on
Unobservables (errors e;; and vy correlated). IPW: Selection on Observables / Ignorability
(attrition determined by z;).

Dimension 2: Distributional Assumption. Mills Correction: Strictly Parametric
(joint bivariate normality). IPW: Semiparametric (requires only correct specification of
the attrition probability).

Dimension 3: Treatment of Fixed Effect. Mills Correction: Removed via First
Differences (FD). IPW: Controlled via Mundlak means or Chamberlain projection in
levels.

Dimension 4: Sample Composition. Mills Correction: Restricted to individuals
present in consecutive periods. IPW: Uses the entire observed sample via individual
re-weighting.
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Dimension 5: Use of Exclusion Variable. Mills Correction: Strongly recommended
(requires an instrument that affects attrition but not the outcome). IPW: Not necessary

(relies on the predictive capacity of z;;—; on attrition).



Chapter 12

Introduction to Quasiexperimental
Methods

12.1 The Potential Outcome Model

The foundation of modern causal inference rests on the Potential Outcomes Framework,
formalized by Donald Rubin. Unlike structural approaches that model the data generating
process directly, the RCM defines causality through the lens of hypothetical interventions.

12.1.1 Notation and the Switching Equation

Definition 12.1.1 (Potential Outcomes). Let ¢ € {1,..., N} denote a unit drawn from a
population and let D; € {0,1} be the binary treatment indicator, where D; = 1 denotes
exposure to treatment and D; = 0 denotes control. For each unit, there exists a pair of
potential outcomes:

« Y;(1) € R: the outcome that would be observed if unit ¢ receives the treatment.

« Y;(0) € R: the outcome that would be observed if unit ¢ does not receive the
treatment.

The individual causal effect is defined as:
Bi = Yi(1) = Y;i(0). (12.1)
The relationship between potential outcomes and the realized (observed) outcome is
governed by the Rubin switching equation:
Y: =D;Y;(1)+ (1 — D;) Yi(0). (12.2)
Let P = Pr(D; = 1) = E[D;] denote the unconditional probability of treatment assignment
in the population.

Remark 12.1.1 (The Fundamental Problem of Causal Inference). For any given unit i, we
observe only one realized outcome:

Yobs . K(l) lf l)Z == 1, (12 3)
1 vi(0) if D; =0. '

333
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Causal inference is therefore fundamentally a missing data problem: for any treated unit
(D; = 1), the counterfactual Y;(0) remains strictly latent, and vice versa.

Definition 12.1.2 (Structural Conditional Means). To enable rigorous algebraic decom-
position of estimators, we define the four population conditional means of the potential
outcomes:

Ey =E[Y;(1) | D; = 1] (observed mean of the treated),

Eo = E[Y;(0) | D; =0] (observed mean of the controls), (12.4)
Ey 0 = E[Y;(0) | D; =1] (latent counterfactual of the treated), ’
Eypn =E[Yi(1) | D; =0] (latent counterfactual of the controls).

12.1.2 Aggregate Causal Parameters

Since individual effects (3; are not identifiable, we focus on population-level causal param-
eters.

Definition 12.1.3 (ATE, ATT, and ATU).

ATE = E[Y;(1) — Y;(0)] = E[3i],
ATU = E[Y,(1) - Y:(0) | D; = 0]

Remark 12.1.2 (LIE Decomposition of the ATE). Applying the Law of Iterated Expecta-
tions (LIE) over the partition generated by D; € {0, 1}:

ATE = E[E[Y;(1) - Y;(0) | Di]| (by LIE) (12.6)

=E[Y;(1)-Y;(0) | D, =1]- P+E[Y;(1) - Y;(0) | D; =0]-(1—P) (discrete expectation)
(12.7)

= ATT - P+ ATU - (1 — P). (by linearity) (12.8)

The ATE is thus a population-weighted average of the ATT and the ATU.

12.1.3 Decomposition of the Naive Estimator

Definition 12.1.4 (Naive Estimator). The naive (simple difference-in-means) estimator
compares the observed outcomes of the treated and control groups:

R=E[Y;|D;=1] - E[Y; | D; = 0]. (12.9)

Substituting the switching equation (12.2) into each conditional expectation:

R =E[D,Y;(1) + (1 — D,)Y;(0) | D; = 1] — E[D;Y;(1) + (1 — D;)Y;(0) | D; = 0] (substitution)

=E[Yi(1) | D; = 1] — E[Y;(0) | D; =0] (evaluating D; at its conditioned value)

= Ell — Eoo. (by deﬁnition)
(12.10)
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Remark 12.1.3 (Decomposition I: ATT and Selection Bias). Adding and subtracting the
latent counterfactual o = E[Y;(0) | D; = 1] (neutral additive zero):

R = (Ell - E10> + {Elo - EOO} . (1211)
—_———— -
ATT Selection Bias V/

The selection bias V' = E[Y;(0) | D; = 1] — E[Y;(0) | D; = 0] captures systematic baseline
differences between those who self-select into treatment and those who do not. If more

motivated or productive individuals select into treatment, then V' > 0 and R overstates
the ATT.

Remark 12.1.4 (Decomposition II: Heckman’s Sorting Gain). Following Heckman (2007),
we isolate treatment effect heterogeneity by adding and subtracting the unconditional
ATE within Decomposition 12.1.3:

R = ATE + (ATT — ATE) + (Eyp — Eqo) (12.12)
Average - -
Return Saming Sl e

Expanding the sorting gain in full:
Sorting Gain = E[Y;(1) — Y;(0) | D; = 1] — E[Yi(1) — Y;(0)]. (12.13)

This term is nonzero when individuals who self-select into treatment possess systematically
higher (or lower) marginal returns than the population average—a phenomenon known as
essential heterogeneity or correlated random coefficients.

12.1.4 The SUTVA Hypothesis

The Stable Unit Treatment Value Assumption (SUTVA), formalized by Rubin (1980),
constitutes the axiomatic barrier separating classical descriptive statistics from rigorous
causal inference. Without SUTVA, the search for counterfactuals becomes mathematically
intractable due to the exponential proliferation of latent potential outcomes.

Definition 12.1.5 (SUTVA: Formal Statement). Let D = (D;, ..., Dy)" € {0,1}" denote
the population treatment assignment vector, describing simultaneously the treatment
status of all N units in the sample. The potential outcome of any unit ¢ is, in its most
general form, a function of the complete assignment vector: Y;(D). SUTVA requires that
for any two assignment vectors D, D’:

Y,(D) =Yy(D') if D;=D. (12.14)

This axiom decomposes into two indispensable sub-assumptions:

« No Interference (No Spillovers): Partition the assignment vector as (d,D_;),
where d € {0, 1} is the treatment of unit ¢ and D_; is the (N — 1) x 1 column vector
containing the allocation of all other units. No interference postulates:

Yi(d,D_;) =Y;(d,D" ;) =Yi(d) vD_;,D", e {01}V (12.15)

This guarantees that the outcome of unit ¢ is completely invariant to the treatment
decisions or assignments made for neighboring or competing units. Historically,
in agronomic experiments, this isolation was physically enforced through guard
rows—unfertilized strips of land preventing nutrient runoff between test plots.
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« No Hidden Variations of Treatment: For each nominal treatment level d €
{0, 1}, there exists only one homogeneous version of the intervention available to all
units. Formally, if there are different ways to administer the treatment (represented
by additional parameters ¢; and t5), SUTVA requires:

Yi(d, t1) = Yi(d, t2) = Yi(d). (12.16)

This operates as an exclusion restriction, preventing unobserved variations in
dosage, application rigor, or administration method (e.g., whether an individual
received medication impositively or voluntarily) from generating alternative potential
outcomes under the same treatment label.

Remark 12.1.5 (The Algebra of Dimensional Collapse: Without SUTVA). To appreciate the
mathematical necessity of SUTVA, consider the combinatorial explosion that occurs in its
absence. Let the population of interest comprise N individuals, indexed by i € {1,..., N}.
The population treatment assignment vector is:

D = (D1, Dy,...,Dy) € {0, 1}". (12.17)

Without SUTVA, the potential outcome of any individual ¢ can be influenced by the
treatment assignment of any other unit in the sample (presence of spillovers, externalities,
or general equilibrium effects). Thus, the potential outcome of individual ¢ must be
modeled as a function of the complete vector D:

The domain of the potential outcome function for individual 4 is the discrete space {0, 1}¥,
corresponding to an N-dimensional hypercube. Since each of the N elements of D is
binary, there are exactly 2V possible configurations of population treatment assignment
(i.e., 2"V possible paths for society). Consequently, for each individual i, nature defines
a potential outcome for each of these paths. Each individual possesses 2V possible
potential outcomes:

{Yi(d) }aeqoyn- (12.19)

Since we have N individuals in the sample and each reacts potentially uniquely to each
configuration of group treatment, the researcher faces a system containing an astronomical
number of latent parameters (potential worlds):

Total Latent Parameters = N x 2. (12.20)

Numerical Illustration of Mathematical Collapse:

« Sample of N = 10 individuals (a tiny focus group):
Latent Parameters = 10 x 2'° = 10 x 1,024 = 10,240. (12.21)

For a sample of only 10 people, there are 10,240 possible potential outcomes in
the population structure. However, in practice, we observe exactly 1 realized
outcome per individual in the sample. This means we would have only 10 observa-
tions to estimate a system with 10,240 latent unknowns. The problem is strictly
underidentified.
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« Sample of N = 100 individuals (a small clinical trial):
Latent Parameters = 100 x 2'° ~ 1.26 x 1032 (12.22)

The number of parameters to be estimated far exceeds the processing capacity of any
machine. Any causal or counterfactual inference becomes mathematically impossible
without imposing restrictions.

Remark 12.1.6 (The Algebra of Dimensional Collapse: With SUTVA). The SUTVA
hypothesis acts to impose restrictions that force the collapse of this otherwise intractable
exponential dimensionality. Under the two sub-assumptions above, the potential outcome
function of each unit ¢ simplifies to a simple binary-domain mapping:

Yi(-): {0,1} = R. (12.23)

Now, instead of 2V potential outcomes per individual, each unit possesses only 2 latent
potential outcomes:

e Y;(1): The outcome that would be observed if individual i were treated.
« Y;(0): The outcome that would be observed if individual ¢ were kept in control.

For the complete sample of size N, the total number of latent parameters drops drastically
to:
Total Latent Parameters =2 x N = 2\V. (12.24)

Remark 12.1.7 (Direct Comparison of Structures). The dimensional reduction achieved by
SUTVA can be summarized across the following metrics. Without SUTVA, the functional
form of the potential outcome is Y;(Dy, Do, ..., Dy), with input domain {0, 1} (the
N-dimensional hypercube), yielding 2V potential outcomes per individual and a total of
N x 2% parameters in a sample of size N. The observed data in the sample remains N,
and the missing data problem involves N x (2 — 1) missing data points.

With SUTVA| the functional form collapses to Y;(D;), with input domain {0, 1} (binary
domain), yielding exactly 2 potential outcomes per individual (treated vs. control) and a
total of 2N parameters in a sample of size N. The observed data in the sample remains
N, and the missing data problem reduces to N missing data points (1 counterfactual per
unit).

By the Rubin switching equation, under SUTVA, the observed outcome is given by:
Yi = DiYi(1) + (1 — D;)Yi(0). (12.25)

Since we observe exactly Y; for each individual, we know exactly half of the system’s pa-
rameters (we know N realized outcome values). Our only causal task becomes predicting
or imputing the N unobserved counterfactuals (the value of Y;(0) for those treated
and the value of Y;(1) for those in control). SUTVA therefore mathematically enables
causal inference by transforming a problem with infinitely negative degrees of freedom
into a perfectly tractable missing data problem of dimension V.

Remark 12.1.8 (Violations in Applied Microeconomic Research). In observational or quasi-
experimental data, SUTVA is frequently violated by market forces or social interactions:
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A. General Equilibrium Effects. Occurs when the scale of program implementation
alters relative prices or aggregate market constraints.

Mechanism: Consider evaluating the impact of a professional training program on youth
workers’ productivity and wages. If the program is evaluated on a very small sample
(partial equilibrium), the wage gain reflects only the individual productivity premium.
However, if the policy is adopted at scale (universalization), the aggregate supply of skilled
labor shifts substantially to the right. By the negatively sloped labor demand curve,
equilibrium wages for all skilled workers are forced downward.

Mathematical Violation: The potential wage of individual ¢ under treatment, Y;(1,D_;),
ceases to be invariant. If no other workers are trained (D_; = 0), their potential outcome
is elevated. If all are trained (D_; = 1), their potential outcome is depressed by the
market price decline, violating the no-interference premise:

B. Spillovers, Network Effects, and Contamination. Occurs when knowledge
diffusion, mutual learning, information exchange, or direct physical contagion happens
between treated and control units.

Mechanism: Imagine an agricultural technology adoption or efficient manufacturing
incentive program implemented in a factory or community. The observed control group
(D; = 0) works alongside or socially interacts with treated units (D; = 1). Through
informal conversations or direct observation of others’ behavior (knowledge diffusion),
control individuals absorb and apply part of the innovative technique, experiencing an
indirect productivity gain.

Attenuation Bias on ATT: Let the true average treatment effect on the treated be defined
by the counterfactual of absolute isolation, ¥;(0,0):

ATT = E[Y;(1,D_;) - Y;(0,0) | D; = 1]. (12.27)

However, due to network contamination, the untreated control group achieves a realized
outcome superior to its pure counterfactual:

Y™ [ (Di = 0) = Y;(0,D_; # 0) = Y;(0,0) + 6, (12.28)

where 9; > 0 represents the indirect gain absorbed by network contagion.

When calculating the simple difference in post-matching means or regression, the researcher

estimates:
# = B[ | D, = 1] = B[ | D, = 0]

— E[Y;(1,D_;) | D; = 1] — E[¥;(0,0) + &; | D; = 0.

Under conditional ignorability (CIA), the baseline counterfactual distributions are equiva-
lent between groups, reducing the expression to:

(12.29)

#=ATT — E[5; | D; = 0]. (12.30)

Since E[d; | D; = 0] > 0, the classical estimator suffers attenuation bias, systematically
underestimating the true causal impact of the program and pushing the estimate toward
Zero.
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C. Signaling (Spence). If education acts as a signal rather than human capital, the
social return to educating everyone is zero despite positive private returns. The individual
gain from obtaining a degree (Y;(1) — Y;(0) > 0) stems entirely from differential signaling
in a partially educated population. If D_; = 1 (everyone is educated), the signaling value
vanishes: Y;(1,1) = Y;(0,1).

Remark 12.1.9 (Methodological Solutions to SUTVA Violations). When interference is
expected, researchers frequently redefine the unit of analysis to more aggregate levels
(classrooms, schools, or entire communities) where isolation and mutual non-interference
are plausible. Alternatively, cluster randomization at higher aggregation levels (villages,
municipalities) creates physical or geographic separation between treatment and control
clusters, isolating spillovers. For hidden treatment variations, researchers must explicitly
redefine treatment categories to include all relevant versions (e.g., “no aspirin,” “aspirina-,”
and “aspirina+”) or coarsen the outcome variable (e.g., simplifying health outcome to
“alive” or “dead”).

12.2 Randomized Controlled Trials (RCTs)

12.2.1 Identification under Randomization

Remark 12.2.1 (The Identification Bridge). A critical conceptual distinction underpins all
of causal inference:

« Definition (the theoretical estimand): The ATT is defined as ATT = Ey; — Ejp.
The term FEj, is a population parameter that exists mathematically but is never
directly computable from observed data.

 Identification (the empirical strategy): We seek statistical assumptions under
which Fjy can be replaced by a function of observable quantities, thereby expressing
the causal estimand entirely in terms of the data generating process we can sample
from.

Every quasi-experimental method is a different “bridge” that constructs the unobservable
counterfactual Ejy from the observed control group.

Remark 12.2.2 (Identification under Randomization). Random assignment guarantees
statistical independence between treatment status and potential outcomes:

(¥:(1), Yi(0)) 1L Dx. (12.31)

This implies:
E[Yi(0) | D; = 1] = E[Y;(0) | D; = 0] = E[Y;(0)]. (12.32)
Substituting (12.32) into the ATT definition:
ATT = Ey, —ElY;(0) | D; =1] =E[Y; | D, =1] - E[Y; | D; =0]. (12.33)

= Fpo by (12.32)

Moreover, under (12.31), ATT = ATE = ATU, and the selection bias vanishes identically:
V:EIO_EOO:O~
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Remark 12.2.3 (The OLS Perspective). Consider the linear projection Y; = o + D, + ¢;.
In observational data, self-selection typically implies E[e; | D;] # 0, violating exogeneity.

Under randomization, independence (12.31) forces Ele; | D;] = 0, so OLS recovers
£ = ATE without bias.

12.2.2 Internal and External Validity

Definition 12.2.1 (Internal Validity). A study possesses internal validity when its design
correctly identifies the causal effect of the treatment for the sample under analysis, free
from confounding by observed or unobserved factors. In RCTs, randomization guarantees
internal validity by ensuring that treatment and control groups are statistically equivalent
ex ante in both observable and unobservable characteristics.

Definition 12.2.2 (External Validity). External validity refers to the capacity to gener-
alize or extrapolate the estimated treatment effect beyond the study sample—to other
populations, socioeconomic contexts, or time periods. It requires that the experimental
sample be representative of the target population of interest.

Remark 12.2.4 (The Double Randomization Principle). The randomization that guarantees
external validity does not guarantee internal validity, and vice versa. Achieving both
simultaneously requires a double randomization procedure:

1. Random Sampling: Draw a random subset from the target population. This
ensures external validity (representativeness).

2. Random Assignment: Within the sampled subset, randomly assign treatment
and control. This ensures internal validity (unbiased identification).

Deviations from this ideal produce asymmetric failures:

o Representative sample without random assignment: Potential external validity, but
internal validity is compromised by self-selection bias.

o Random assignment without representative sample: The Sample Average Treatment
Effect (SATE) is consistently estimated (high internal validity), but generalization
to the population is invalid due to sample selection bias.

Remark 12.2.5 (Threats to External Validity in RCTs).  « Applicant Bias: In social
experiments, randomization operates only over volunteers (randomized in/out).
Volunteers differ systematically from the target population in motivation, ability, or
support networks, so the SATE is not a consistent estimator of the population ATE.

« Context Specificity: An evaluation conducted in a single municipality reflects
local socioeconomic and cultural interactions. Extrapolation to a national scale is
methodologically unjustified without evidence of effect homogeneity.

o General Equilibrium and Scale Effects: Small-scale experiments isolate partial
equilibrium impacts. At scale, market forces react (e.g., wages adjust via labor
supply shifts), potentially reversing or amplifying the estimated effect.
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12.2.3 Practical Challenges in Randomized Experiments

Even when randomization guarantees internal validity ex ante, post-randomization behav-
ioral and institutional dynamics can reintroduce selection bias ez post.

12.2.3.1 Non-Compliance: Dropouts and Substitution

Definition 12.2.3 (Intention-to-Treat Effect (ITT)). When treatment assignment Z; €
{0,1} (the randomization lottery) diverges from treatment actually received D; € {0, 1},
the ITT estimates the effect of being offered the treatment:

ITT =E[Y; | Z =1] - E[Y; | Z; = 0]. (12.34)

Since Z; is perfectly random, the I'TT retains internal validity and measures the policy-
relevant impact of offering (not forcing) the program.

Remark 12.2.6 (Dropouts (Non-Compliance of the Treated)). Individuals assigned to
treatment (Z; = 1) who choose not to participate (D; = 0) alter the composition of the
effectively treated group. If dropout is correlated with unobserved ability or motivation,
comparing effective participants to controls produces selection bias.

Remark 12.2.7 (Substitution (Non-Compliance of the Control)). Individuals assigned to
control (Z; = 0) who obtain the treatment or a close substitute (D; = 1) contaminate the
control group mean: E[Y; | Z; = 0] incorporates treatment outcomes for some members,
attenuating the naive difference toward zero.

Theorem 12.2.1 (LATE via Wald Estimator (Imbens and Angrist, 1994)). Under the
assumptions of relevance (Pr(D; =1| Z; =1) # Pr(D;, =1 | Z; =0)), exogeneity
(Z; 1L (Y;(1),Y:(0),D;(1),D;(0))), exclusion restriction (Y;(z,d) = Yi(d) for z €
{0,1}), and monotonicity (D;(1) > D;(0) for all i, ruling out defiers), the Wald
estimator identifies the Local Average Treatment Effect:

ElYi | Zi =1] - E[Y; | Z = 0]

LATE =

= E[Y;(1) — Y;(0) | Complier].
(12.35)

12.2.3.2 Attrition

Remark 12.2.8 (Attrition as Dynamic Selection Bias). In longitudinal experiments, loss
of observations between baseline and follow-up (attrition) ceases to be a mere sample-
size problem when it is non-random (Missing Not at Random). Attrition is typically
asymmetric: controls, frustrated by lottery rejection, are more likely to refuse follow-up
surveys or relocate. If attrition correlates with potential outcomes, the surviving sample
breaks the initial randomization balance.

Diagnostics and corrections:

» Test balance of observable characteristics among survivors using normalized differ-
ences.

« Model the attrition selection equation jointly with the outcome equation (Heckman-
type correction) or use instrumental variables for attrition.
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12.2.3.3 Spillovers and SUTVA Violations in the Field

Remark 12.2.9 (Contamination via Externalities). When treatment of unit i generates
indirect effects on unit j (e.g., deworming reducing parasite transmission among untreated
classmates), SUTVA is violated. The observed control mean absorbs part of the treatment
effect: E[Y;(0) | D; = 0, spillover] > E[Y;(0) | no spillover], severely underestimating the
true impact.

Design solution: Cluster randomization at a higher aggregation level (schools, villages)
creates physical or geographic separation between treatment and control clusters, isolating
spillovers.

12.2.3.4 The Compliance Typology

Remark 12.2.10 (Latent Compliance Groups). Under the LATE framework, the population
is partitioned into four latent behavioral types based on the joint response (D;(0), D;(1)).
The Compliers have D; = 1if Z; = 1 and D; = 0 if Z; = 0; they identify the LATE.
The Always-takers have D; = 1 regardless of Z;; they generate substitution. The
Never-takers have D; = 0 regardless of Z;; they generate dropouts. The Defiers have
D;=0if Z; =1 and D; = 1 if Z; = 0; they are ruled out by monotonicity.

Only the Compliers contribute to the identification of the LATE. The proportions of each
type are not individually point-identified, but the share of Compliers equals the first-stage
coefficient: Pr(Complier) = Pr(D;=1|2Z;=1)—-Pr(D; =11 Z; =0).

12.2.4 Statistical Power and Experimental Design

Definition 12.2.4 (Statistical Power). The power of a hypothesis test is the probability
of rejecting Hy when H, is true:

Power = 1 — 8 = Pr(Reject Hy | Hy is true), (12.36)

where [ is the Type II error rate. In RCTs, power is the probability of detecting a nonzero
treatment effect when one truly exists.

12.2.4.1 Formal Power Function under Normality

Consider testing Hy : 0 = 0 vs. H; : § > 0 with test statistic T(0) = Y/n/o ~ N(0,1)
under H,. At significance level «, the critical value is ¢ = z;_,. Under the alternative,
T(0) =T(0) + 0y/n/o where T(0) ~ N(0,1). The power function is:

(0) = Pr(Z > 2o — T) =1- <I><z1_a - T) : (12.37)

where ®(-) is the standard normal CDF. Power is strictly increasing in |f| and n, and
strictly decreasing in o and z1_,.

12.2.4.2 Determinants of Power in RCTs

Remark 12.2.11 (Key Design Parameters). 1. Minimum  Detectable  Effect
(MDE): The smallest 6 for which the experiment achieves a target power
(conventionally 80%). Smaller MDEs require larger samples.
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2. Significance level («): Tightening « (e.g., from 5% to 0.5%) increases z;_, and
reduces power. The standard convention is a = 0.05.

3. Outcome variance (0?): Higher idiosyncratic dispersion reduces precision and
power.

4. Allocation ratio (P): Let N = Ny + Ny and P = N;/N. Under homoscedasticity:

0.2

Var(Yi =) = -y

(12.38)
Variance is minimized at P = 0.5 (balanced allocation). Asymmetric allocation
(P < 0.5) may be optimal when per-unit treatment costs exceed control costs.

12.2.4.3 Cluster Randomization and Design Effects

Remark 12.2.12 (Intracluster Correlation and Effective Sample Size). When randomization
occurs at the cluster level (schools, municipalities), observations within clusters share
common shocks, violating i.i.d. sampling. The intracluster correlation coefficient (ICC, p)
inflates the variance of the estimator by the design effect:

DE =14 (m—1)p, (12.39)

where m is the number of individuals per cluster. When p is substantial, increasing m
yields negligible precision gains; power is governed primarily by the number of clusters,
not the number of individuals.

Remark 12.2.13 (Stratification, Non-Compliance, and Attrition). o Stratified
(blocked) randomization: Grouping units into homogeneous strata before
randomization removes between-stratum variance from the residual, increasing
power relative to simple randomization.

 Non-compliance: Partial take-up dilutes the first stage, reducing the effective
treatment contrast. The required sample size must be inflated by a factor of 1/FS?,
where F'S is the first-stage compliance rate.

o Attrition: Anticipated sample loss between baseline and follow-up requires ex ante
oversampling to preserve the effective N at endline.

12.3 Matching and Propensity Score Methods

12.3.1 Conditional Ignorability and the Matching Estimator

Remark 12.3.1 (Matching Does Not Resolve SUTVA Violations). A critical conceptual
boundary must be established before proceeding: matching methods (whether by covariates
or propensity score) do not resolve SUTVA violations. SUTVA is an aziomatic prerequisite
for matching to be theoretically viable—it guarantees that exactly two well-defined
potential outcomes Y;(1) and Y;(0) exist for each individual. If spillovers or general
equilibrium effects are present, SUTVA is violated and matching loses its ontological
foundation. Given SUTVA, matching enters with a strict statistical objective: eliminate
selection bias V' under the hypothesis of Selection on Observables by constructing the
counterfactual from control observations sharing the same observed characteristics X;.
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Definition 12.3.1 (Conditional Ignorability (CIA / Unconfoundedness)). Let X; € X C
RE be a vector of pre-treatment observable covariates of dimension K x 1. The ignorability
hypothesis postulates that, once we flexibly control for X;, treatment assignment D;
becomes statistically independent of potential outcomes:

(Yi(1), :(0) 1L D; | X.. (12.40)
For ATT identification, the weaker condition suffices:

E[Y;(0) | D; = 1, X;] = E[Y;(0) [ D; = 0, X;i] = p1o(X;). (12.41)

Definition 12.3.2 (Common Support (Overlap)). For any covariate vector X; = x
observed in the sample, there exists a strictly positive and less-than-one probability of
treatment:

O0<Pr(D;=1|X,=2)<1 Vel (12.42)

For the ATE, the strict bi-lateral condition (12.42) is required. For the ATT, only the
weaker unilateral condition Pr(D; = 1 | X; = z) < 1 is needed, ensuring at least one
potential control match exists for each treated unit.

Under (12.40) and (12.42), the ATT is identified by integrating local effects over the
covariate distribution of the treated:

ATT = [(E[Y; | Di=1,X, = a] = E[Y | Di = 0,X; = 2] ) dFxpoa(0). (124

12.3.1.1 The Mechanics of M-Nearest Neighbor Matching

We wish to estimate the counterfactual Y;(0) for each treated unit i (where D; = 1) using
the M control observations whose characteristics X; are closest to Xj.

Distance Metrics. Define a distance metric || X; — X;||v in the Euclidean space R:

e Standard Euclidean: Assumes covariates share the same scale and are uncorrelated:
X — Xl = \/(Xi - X;)(Xi — Xj).

o Mahalanobis: Corrects for scale and covariance to prevent high-variance regressors
from dominating:

dntana (X, X;) =V (Xi — X,V551 (X, — X)), (12.44)

where Y x is the sample variance-covariance matrix of covariates computed over the
control group.

Matching Set. Let Jy (i) denote the set of indices of the M control observations
minimizing distance to X;:

> H{IIX - Xilly < |1X; — Xillv} < M} : (12.45)
0

lZDl:

Iy (i) = {je {1,...,No}

Imputation Estimator. The imputed counterfactual Y;(0) is the simple arithmetic
mean of observed outcomes of the M control neighbors:

AOEE S (12.46)

JE€JIn(4)
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Substituting into the sample ATT estimator yields the M-Nearest Neighbor Matching
Estimator:

mmatch = ]3[ Z (Y; - ]\14 Z Y;) : (1247)

1 :D;=1 JE€JIn(7)

Remark 12.3.2 (Methodological Trade-offs). A. With vs. Without Replacement.

o With replacement: A single control can serve as the “ideal match” for multiple
treated units. Bias: Low (each treated is compared to the best available control).
Variance: High (reduces the number of unique control observations effectively
used).

o Without replacement: Each control matches at most one treated. Order problem:
Results depend strictly on the sequential order of matching (greedy algorithm);
matching the most difficult units first is recommended. Bias: Higher (as the eligible
control pool depletes, late-treated units are forced to match with progressively
distant controls, generating matching discrepancy bias).

B. Number of Neighbors (/).

e M = 1: Minimizes discrepancy bias but maximizes asymptotic standard error
variance.

e M > 1: Smooths the counterfactual estimate (reducing variance) but introduces
specification bias by including progressively worse controls in the local average.

12.3.1.2 The Curse of Dimensionality: Abadie and Imbens (2006)

Classical covariate matching works perfectly when the dimension K is small. However,
when we condition rigorously on a broad vector of characteristics to make ignorability
plausible, we encounter the Curse of Dimensionality.

Remark 12.3.3 (Asymptotic Bias Decomposition). Abadie and Imbens (2006) analytically
demonstrated that the classical matching estimator with M fixed neighbors exhibits the
following asymptotic convergence rate:

Omater — 0o = Op (N2 4 N7VEK) (12.48)

where K is the number of continuous covariates in X.

« If K = 1: convergence rate is O,(N~/2) (standard asymptotic normality and
efficiency).

o If K > 2: the bias convergence rate becomes slower than the square root of sample
size (N~YK). The classical matching estimator suffers from a non-negligible
asymptotic bias that prevents direct application of conventional bootstrap for
standard errors, unless a parametric bias correction via local regression in the second
stage is applied.

Since the volume of a K-dimensional hypercube grows exponentially with K, the sample
density of data in any sub-region of X collapses to zero. Finding a “close” control in
multidimensional space becomes impossible, violating common support in finite samples.
This mathematical barrier necessitated finding a one-dimensional balancing function that
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resolves dimensionality without violating ignorability—the Propensity Score of Rosenbaum

and Rubin (1983).

12.3.2 The Propensity Score Theorem

Definition 12.3.3 (Propensity Score). The propensity score is the scalar function:
e(X;))=Pr(D;=1|X;) =E[D; | X{], (12.49)

mapping RX — (0,1).

Lemma 12.3.1 (Balancing Property). Under the definition of e(X;), conditioned on
e(X;), the covariate vector X; becomes orthogonal to treatment status:

Proof. We must show Pr(D; = 1| X;,e(X;)) =Pr(D; = 1] e(X;)).

Left-hand side: Since e(X;) is a deterministic function of X;, conditioning on both is
redundant:

Pr(D; =1| X;,e(X;)) =Pr(D; =1 X;) = e(X;). (12.51)
Right-hand side: By the Law of Iterated Expectations (LIE), evaluated at a generic
support point where e(X;) = e:
Pr(D; =1]e(X;) =e) = E[D; | e(X;) = €]
[E[D; | Xi,e(X;) =] | e(X;) =¢| (LIE)
[]E [D; |X |e ) = e} (redundancy of e(X;)) (12.52)
(

E
E
E

e(X =e } (definition)

e.(projection property)

By transitivity, both sides equal e(X;), proving D; 1L X; | e(X;).

Economic intuition: If we group individuals sharing the same propensity score e(X;) =
0.35, the distribution of the complex covariate vector X; (gender, age, income, capital
endowment) will be statistically identical between treated and controls. The score
reconstructs the observable endowment balance characteristic of an RCT for that subgroup.

[]

Theorem 12.3.1 (Rosenbaum and Rubin, 1983). If conditional ignorability (12.40) holds
given X;, then it remains strictly valid conditional only on the one-dimensional scalar
projection e(X;):
(Vi(1), Yi(0)) 1L D; | e(Xy). (12.53)
Proof. We show E[D; | Yi(d),e(X;)] = E[D; | e(X;)] for d € {0,1}.
By LIE, conditioning on the larger information set {Y;(d), X;, e(X;)}:
E[D; | Yi(d), e(X,)] = E[E[D; | Yi(d), X, e(X))] | Yi(d), e(X)) ]

=E|E[D; | Yi(d), X,] | Yi(d),e(X;) |.  (redundancy of e(X;))
(12.54)
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By CIA (12.40), (Yi(1),Yi(0)) 1L D; | X;, so the potential outcome Y;(d) provides no
additional information about treatment probability once X; is controlled:

E[D; | Yi(d), Xi] = E[D; | X;] = e(X)). (12.55)

Therefore:

E[D; | Yi(d), e(X;)] = E[e(X,) | Yi(d), e(X;) | = e(X5). (12.56)
Since Pr(D; = 1 | e(X;)) = e(X;) (from the Balancing Lemma), we conclude:

Pr(D; = 1| Yi(d),e(X;)) = e(X;) = Pr(D; = 1 | e(Xy)), (12.57)
proving (Y;(1),Y;(0)) 1L D; | e(X;) almost surely. O

Remark 12.3.4 (Coarseness Property and Dimensionality Resolution). The propensity score
is the coarsest balancing score: any other balancing score b(X;) such that D; 1L X; | b(X;)
must be a finer partition than e(X;), meaning e(X;) is a deterministic function of b(Xj;).
This makes e(X;) the optimal dimensionality reduction for removing selection bias.

This theorem brilliantly resolves the nonparametric estimation problem identified by
Abadie and Imbens (2006). If the researcher has K = 30 continuous covariates, classical
cell-based or Fuclidean-distance matching becomes numerically impossible due to the
absence of common support in finite samples. Rosenbaum and Rubin (1983) prove there
is no loss of causal information in collapsing K dimensions into a single dimension
e(X;). If selection on observables is valid controlling for X;, matching or reweighting based
strictly on the scalar e(X;) guarantees consistent and asymptotically unbiased estimation
of ATT and ATE.

12.3.3 First Stage: Parametric Modeling of the Propensity Score

In the first stage of a selection-on-observables design, the researcher estimates the condi-
tional probability of treatment given pre-treatment covariates:

e(X,) = Pr(D; = 1| X,) = E[D; | Xi]. (12.58)

Since D; € {0, 1} is strictly binary, we model the conditional probability through a
nonlinear cumulative distribution function (CDF) F(-), ensuring estimates remain in the
unit probability interval. Let X; be the K x 1 covariate vector and v the coefficient vector:

e(X;) = F(X]v). (12.59)
e Probit: F(-) = ®(-), the standard normal CDF: ®(X/vy) = ffffj ée‘ﬁ/z dz.

« Logit: F(-) = A(+), the logistic CDF: A(X/y) = =p(X;7)

T+exp(X/7y) "
Remark 12.3.5 (Maximum Likelihood Estimation). For an i.i.d. sample of size N, the
log-likelihood function under independent Bernoulli trials is:

In L(7) = Z{Di In F(X/7) + (1 — D) In[1 — F(Xh)]}. (12.60)

=1
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The First-Order Conditions (score equations) for Ay g are:

_OlL(y) & D; — F(X{y)
s(v) = oy 2 {F(Xh)[l — F(X{v)]

i=1

f(Xh)Xl} —0,  (1261)

where f(z) = dF(z)/dz is the associated probability density function (standard normal
¢(z) for Probit, logistic A(z) = e*/(1 + €*)? for Logit).

Geometric intuition: Under the consistent estimator 4y g, the treatment prediction
residual e; = D; — é(X;), weighted by the inverse of the conditional Bernoulli variance
and the local density f(X/4), is orthogonal to the space spanned by covariates Xj.

Remark 12.3.6 (Why the Linear Probability Model (LPM) Fails for Stage I). Although
the LPM (D; = X/~ + v;) offers easy coefficient interpretation, it systematically fails as a
propensity score generator due to three mathematical pathologies:

1. Common support violation: The LPM does not restrict predictions to [0, 1].
Obtaining é(X;) < 0 or é(X;) > 1 renders IPW estimators mathematically invalid
(negative or undefined weights).

2. Intrinsic heteroskedasticity: The error variance is structurally dependent on Xj:
Var(v; | X;) = e(X;)(1 —e(X;)). Although correctable by WLS, variance approaches
zero near the tails, invalidating conventional OLS inference.

3. Linear marginal effects at tails: The LPM forces constant marginal effects for
any X}, transition. In Logit/Probit, as Xy — oo, the marginal effect de(X;)/0X} =
J(X!~)yk converges smoothly to zero, realistically mimicking discrete choice behavior
under budget or eligibility constraints.

12.3.4 Diagnostics: Balance and Common Support

Once é(X;) is estimated and matching (or reweighting) performed, the researcher must
verify whether the algorithm actually restored pre-treatment balance between treatment
and control groups.

Remark 12.3.7 (The Paradox of Classical t-tests). Historically, researchers reported t-tests
of mean differences for each covariate pre- and post-matching to “prove” balance:

(12.62)

The critical methodological error: the statistic t; is a direct inverse function of v/ NV,
generating a dual statistical paradox:

« Large samples: Even with near-perfect overlap (irrelevant mean differences), high
N drives the t-statistic denominator toward zero, rejecting the null of equal means
(p < 0.05), falsely suggesting balance failure.

o Small samples: The t-test has low power. It fails to reject the null even with
severe distributional imbalances, inducing a false sense of security.
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Definition 12.3.4 (Normalized Differences (Imbens and Rubin, 2015)). To eliminate the
spurious interference of sample size, the normalized difference for each covariate k is:

 Xug — Xog
E )
5§,k+sg,k
2

where X j, Xox are sample means and s?,, s3, are sample variances estimated indepen-
dently for treated and controls.

Ay (12.63)

Mathematical properties:

» Scale and sample invariance: A, quantifies mean discrepancy in units of average
standard deviation. Since N does not enter the equation, A, remains constant even
as N — oo.

« Rule of thumb: Balance is considered statistically adequate if and only if |Ag| <
0.25. Values exceeding 0.25 indicate excessively severe linear discrepancy; subsequent
second-stage estimates will be dangerously sensitive to parametric specification
choices.

Remark 12.3.8 (Common Support Diagnostics and Trimming). Balance validation is
mathematically consistent only if strict common support holds in the sample.

Visual diagnostics: Plot mirrored Kernel density histograms of é(X;) between treated
and controls, identifying failure zones where treated units have é(X;) ~ 1 (no comparable
controls) and controls have é(X;) ~ 0 (no comparable treated).

Crump, Hotz, Imbens, and Mitnik (2009) Trimming Rule: When overlap is weak
at boundaries, classical IPW estimators face numerical instability (infinite variance) due
to weights collapsing from near-zero divisions. The authors propose systematic discarding
of observations outside the optimal support interval A:

A={rzeX|a<e(x)<1-—a}. (12.64)

Under arbitrary covariate distributions, Crump et al. (2009) prove the cutoff o minimizing
the asymptotic variance of the treatment effect estimator is:

a = 0.10. (12.65)

This formally restricts empirical analysis to the propensity score interval é(X;) €
[0.10,0.90]. Units outside this interval are discarded, and the treatment estimator is
interpreted as the causal effect on the subpopulation with stable common support.

12.3.5 Inverse Probability Weighting (IPW)

[PW is a semiparametric method using the Stage I propensity score to reweight observations
and mimic an experimental scenario. Under CIA and common support, IPW corrects
selection bias by reweighting each unit by the inverse of the probability of actually receiving
the treatment it received.
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12.3.5.1 Identification of ATE via IPW

Theorem 12.3.2 (IPW-ATE Identification). Under CIA (12.40) and strict common
support, the Horvitz-Thompson IPW estimator identifies the ATE:

(12.66)

- [DY:  (1-Dyy,
ATE=F [G(Xi) 1 —e(X;) 1

Proof. Part A: Identifying E[Y;(1)]. Consider the observable weighted expectation:

E LZ();)] . (12.67)

Substituting the Rubin switching equation Y; = D;Y;(1) + (1 — D;)Y;(0) and applying
binary algebra (D? = D;, D;(1 — D;) = 0):

E [De(})/((;)] . (12.68)

By LIE conditioning on X;, and since e(X;) is deterministic in X:

1
_E [e(Xi)E[Di)Q(l) | Xi]] . (12.69)

By CIA, Y;(1) 1L D; | X;, so the conditional expectation factors:
E[D;Y;(1) | Xi] = E[D; | X;] - E[Y;(1) | Xi] = e(X;) - E[Yi(1) | X]. (12.70)
Substituting back and canceling e(X;) under strict support (e(X;) > 0):

=E[E[vi(1) | Xi] | =E[v;(1)). (12.71)
Part B: Identifying E[Y;(0)]. By exact symmetry:

(1-D)Yi] o
E [1 —%) ] — E[Y;(0)]. (12.72)

By linearity of expectation, combining Parts A and B yields the ATE identification. [

12.3.5.2 Identification of ATT via IPW

Theorem 12.3.3 (IPW-ATT Identification). Under CIA and common support, the ATT
is identified by:

ATT:E[ (D; — e(X;))Y; ]

(1—e(X;)) - E[D;] (12.73)

Proof. For ATT, we need E[Y;(0) | D; = 1]. Consider the reweighted observable:

. [e()?)_(lelei?;)ii] ‘ (12.74)
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Substituting the switching equation under D; = 0 and applying LIE conditioning on Xj:

— | OB - DY) X (12.75)
— | (- N0 | X)| = BleCORNO) | X1 (1276)

Substituting e(X;) = E[D; | X;] and reconverting by CIA:

= E[E[D;Y;(0) | X;]| = E[D;Y;(0)]. (12.77)
By LIE over the discrete partition of D;:

E[D:Y;(0)] = E[Y;(0) | D; = 1] P, (12.78)
where P = Pr(D; = 1) = E[D,]. Isolating the counterfactual:

e(X;)(1— Di)Y;]
(1 —e(Xi)P

E[Y;(0) | D;=1]=E [ (12.79)
Combining with E[Y; | D; = 1] = E[D,Y;]/P and simplifying the numerator algebraically
to (D; —e(X;))/(1 — e(X;)) yields the result. O

Remark 12.3.9 (The Hajek Normalized Estimator). The Horvitz-Thompson sample analog
presents numerical instability in finite samples: units with é(.X;) near 0 or 1 generate
excessively large weights, dramatically inflating variance. Additionally, nothing guarantees
that >°; D;/é(X;) = N.

The Hajek estimator forces weight sums to collapse strictly to unity within each
treatment group through internal reweighting:

e DY /e(X; (1 =Dy)Y: /(1 —e(X;

AT — = 2/ EX) )i/ (1 = &(Xs)) (12.80)

XiDife(Xq) X1 —Di)/(1 - (X))

By normalizing weights by their effective sample sums, the Hajek estimator considerably
smooths the impact of extreme propensity scores in distributional tails, substantially
reducing finite-sample mean squared error (MSE).

12.3.6 The Doubly Robust Estimator (AIPW)

The Augmented Inverse Probability Weighting (AIPW) estimator, proposed by Robins,
Rotnitzky, and Zhao (1995), resolves key limitations of purely regression-based or purely
IPW-based estimators. It combines both strategies in a unified moment condition,
guaranteeing consistency and asymptotic unbiasedness if at least one of the two models is
correctly specified.

Definition 12.3.5 (AIPW Estimator). Let e*(X;) be the true propensity score and
wi(X;) = E[Y;(1) | X;] the true outcome regression under treatment. The AIPW estimator
for py = E[Y;(1)] is:

ﬂDR:li Y Di —e(X)
N &= (X)) e(Xi)

i (X5)] - (12.81)
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Equivalently, the AIPW estimator for the ATE unifies treatment and control components:

R 1

ATE = i\f: fir (X3) — fuo(Xi) + Dil; = (X)) (1= Di)(¥i — fioX5))

(X)) 1—&(X))

=|

(12.82)

Theorem 12.3.4 (Double Robustness). The estimator iP® is consistent for uy, = E[Y;(1)]
if either:

o The propensity score model is correctly specified: plim é(X;) = e*(X;), or
o The outcome regression model is correctly specified: plim fi;(X;) = pi(X5).

Proof. Let e*(X;) = plimé(X;) and pj(X;) = plim fi;(X;). The probability limit is:

m=E e(X)) e(X,)

i (Xa) | (12.83)

where e(X;) and p;(X;) denote the probability limits of the estimated models (not
necessarily the true functions).

Case A: Propensity score correct (e(X;) = e*(X;)), outcome regression incorrect
(p1(X;) # pi(X;)). By LIE conditioning on X;, and noting D;Y; = D;Y;(1) by the
switching equation:

. E[D;Y;(1) | Xi] E[D;| Xi] —e*(X)
p =E [ 6*(X1) o 6*(Xz) :ul(Xi>]
. [e();zé?gx) B e*(XZ(T)(f;(Xi)MI(Xi>1 (by CIA) (12.84)

= E[uj(X;) = 0] = E[u(X;)] = E[Y;(1)].
The second term vanishes identically because e*(X;) — e*(X;) = 0, even though p;(X;) is

incorrect.

Case B: Outcome regression correct (u;(X;) = ui(X;)), propensity score incor-
rect (e(X;) # e*(X;)).

oo | e (XD pi(X0) (X)) —e(Xh) Lo
pp =E (X (X)) Ml(Xl)]
_ vy [(€1(X) —e'(XG) + e(Xh)
=K |17(X;) ( o(X) )] (12.85)

—E [1i(x) - 50| = Bbax0] = B

The algebraic simplification inside the parentheses yields exactly 1, regardless of the
incorrect e(X;), as long as strict common support holds (e(X;) > 0). O

Remark 12.3.10 (Semiparametric Efficiency and Neyman Orthogonality). Hahn (1998)
derived the semiparametric efficiency bound for ATE estimation under CIA and overlap:

Hahn __ U%(Xi) ‘7(2)(Xi) % " 2
vV =E [6*(XZ) + 1_ 6*(XZ) + (Ml(Xz‘) - [LO(XZ-) — 7') ‘| , (12.86)
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where 03(X;) = Var(Y;(d) | X;) and 7 = ATE.

When both models are correctly specified, the AIPW estimator achieves this bound (attains
the semiparametric Cramér-Rao lower bound). Under double correct specification, the
estimator also possesses Neyman orthogonality: first-stage approximation errors in gen-
erated regressors do not contaminate the v/N-convergence rate of the second-stage causal
parameter. This property makes AIPW ideal for joint application with high-dimensional
machine learning algorithms (Double/Debiased Machine Learning, Chernozhukov et al.,
2018).

12.4 Difference-in-Differences

12.4.1 The Classical Two-Period DID

Definition 12.4.1 (Setup and Notation). Let ¢ € {0,1} denote pre- and post-treatment
periods. Let D; € {0,1} be the time-invariant treatment group indicator. The observed
outcome is:

Yie = diYie(1) + (1 = dit) it (0) (12.87)
where dy; = D; x I{t = 1} is the contemporaneous treatment indicator.

Definition 12.4.2 (Parallel Trends Assumption). In the absence of treatment, the average
change in the outcome would be identical between treated and control groups:

E[Y;1(0) — Yio(0) | Di = 1] = E[Y;1(0) — Yo(0) | D; = 0] (12.88)

Theorem 12.4.1 (Identification of ATT). Under parallel trends and SUTVA:
ATT = (E[Y; | Di = 1] = E[Yjo | Di = 1]) = (E[Y1 | D; = 0] = E[Yyo | D; = 0]) (12.89)
Proof. The DID estimand equals:

DID = E[AY; | D; = 1] — E[AY; | D; = 0]
(12.90)

= E[Yi (1) = Yi(0) | Di = 1] = E[Yi1(0) = Y30(0) | D; = 0]

By parallel trends, E[Y;;(0) — Y;o(0) | D; = 0] = E[Y;1(0) — Yi(0) | D; = 1]. Substituting:

DID = E[Y;:(1)
= E[Yii (1)

Yio(0) [ D; = 1] = E[Yi1(0) — Yi0(0) | D; = 1]
Yi(0) | D; = 1] = ATT

(12.91)

[]

Remark 12.4.1 (TWFE Representation). The DID estimator is equivalent to the coefficient
0 in the Two-Way Fixed Effects regression:

}/;t = q; + >\t + let + €t (1292)

where «; absorbs time-invariant unit heterogeneity and A; absorbs common time shocks.
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12.4.2 Covariates in DID: Conditional Parallel Trends

Definition 12.4.3 (Conditional Parallel Trends). When unconditional parallel trends
fails, we assume that trends are parallel conditional on a vector of pre-treatment covariates
XZ‘I

E[Y;1(0) — Yio(0) | D; = 1, X;] = E[Y;1(0) — Yio(0) | D; = 0,X,] q.c. (12.93)

Remark 12.4.2 (Why NOT to Include Time-Varying Covariates X;;). Although controlling
for time-varying covariates may seem intuitive to rescue conditional parallel trends,
including variables that change over time generates severe structural problems in DiD
designs:

A. Bad Controls (Channel Blocking and Active Stratification). The golden rule
of causal specification is that one must never include variables that could have
been affected by the treatment itself. If a time-varying covariate (e.g., income,
employment status) changes as a consequence of the policy under study, including it as
a control removes the treatment effect that operates through that channel. Moreover,
conditioning on a post-treatment realized variable forces comparison between treated
and control individuals who reached the same level of that variable—pairing units with
intrinsically different baseline characteristics, reintroducing selection bias and breaking
common support.

B. Violation of Strict Exogeneity. For traditional panel estimators (fixed effects or
first-differences) to be consistent, explanatory variables must satisfy strict exogeneity:
Elew | Xi1,..., Xir] = 0. If any temporal feedback exists—where today’s unobserved
outcome shock (g;) affects tomorrow’s covariate value (X;;1)—strict exogeneity is
violated. When the time-varying covariate is not strictly exogenous, first-difference or
fixed-effects estimation becomes inconsistent, and this inconsistency is not mitigated by
increasing the number of time periods.

C. Sample Composition Changes. In repeated cross-section designs, one assumes
that the composition of observable and unobservable characteristics remains stable over
time. Systematic changes in time-varying covariates post-treatment indicate that sample
composition is dynamically shifting (e.g., selective attrition or policy-induced mi-
gration). If this instability occurs, the DiD estimator captures composition differences
between periods as if they were the causal impact of treatment, biasing results.

D. Anticipation Behavior. Time-varying covariates may suffer from endogeneity due
to treatment anticipation. If individuals know they will be treated in the future and
make decisions that alter their covariates before policy implementation, the counterfactual
parallel relationship is destroyed, invalidating identification.

Methodological Recommendation: Use strictly baseline covariates (X; measured
at t =0 or g — 1) or characteristics inherently invariant to treatment (e.g., gender, race),
interacting them with time trends to capture differentiated trajectories without generating
dynamic endogeneity.

Remark 12.4.3 (The Naive Regression Problem). Including pre-treatment covariates X;
linearly in TWFE:

Yii = o + N\ + 0diyy + Xy + et (12.94)
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fails because first-differencing eliminates X7 entirely:

Yir — Yo = (ai + A\ +0D; + Xjy +ea) — (i + Ao + 0+ X[y + i)

12.95
AY; = N+ 0D, + Ag, ( )

The covariates only control for level differences (already absorbed by «;), not for trend
differences. Equation (12.95) shows that X/~ cancels out completely, leaving the estimator
identical to the unconditional DiD.

Remark 12.4.4 (Solution 1: Interacting Time-Invariant Covariates with Time). To allow
X, to determine the slope of the trend, we interact the baseline covariate with time
dummies or linear trends:

Yie = o + A+ 0dip + (X x I{t = 1})'y + 5 (12.96)

Why this works: Although X; is constant for each individual (and would be perfectly
collinear with «;), the interaction term X; x I{t = 1} varies over time for each unit. This
allows the fixed-effects model to estimate how the outcome trajectory differs over time
according to that invariant characteristic (e.g., permitting different growth trajectories for
men and women, or for different regions).

First-differencing yields:

Now X; survives the transformation and controls for differential trends across groups with
different baseline characteristics.

Remark 12.4.5 (Solution 2: Freezing Time-Varying Covariates at Baseline). When the
researcher possesses time-varying covariates X;; that could serve as useful controls but
risk being bad controls if used in their time-varying form, the solution is to transform
them into baseline-stratified variables:

1. Isolate the pre-treatment value: For each individual or cohort g, take the
covariate value measured strictly in the period immediately prior to treatment
adoption (¢ —1): X, 1.

2. Freeze the value: This value X, ,_; is treated as a constant individual char-
acteristic for all subsequent panel periods (it no longer varies over time after
freezing).

3. Apply Solution 1: Interact this “frozen” pre-treatment value with time dummies:
Xi,g—l X ]I{t}

Why this works: Since the covariate was measured before treatment began, it is by
definition immune to anticipation effects and free from treatment contamination.
At the same time, by interacting its baseline value with time, the researcher allows the
control group to be reweighted or adjusted to dynamically mimic the trajectories of treated
units, cleanly satisfying conditional parallel trends (12.93).

Example: In staggered adoption designs (e.g., Callaway and Sant’Anna, 2021), the
propensity score p,(X) = Pr(Gy =1| X,G,+ C = 1) uses covariates measured at g — 1
precisely to avoid bad controls while allowing conditional parallel trends to hold.

Remark 12.4.6 (Limitations of Linear Interaction). Despite its elegance, the linear interac-
tion approach (12.96) has three fundamental limitations:
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o Functional form rigidity: Assumes X; affects trends linearly and homogeneously.
If the true relationship is nonlinear (e.g., quadratic in income), the model mis-
specifies the counterfactual trend.

« Extrapolation outside support: If treated and control occupy disjoint regions of
X, the model extrapolates counterfactual trends beyond the data support, generating
unreliable estimates.

» Variance weighting distortion: OLS weights units by the conditional variance of
treatment, distorting ATT estimation under heterogeneous effects. This is precisely
the pathology that motivated semiparametric alternatives like IPW-DID (Abadie,
2005) and doubly robust estimators.

12.4.3 The IPW-DID Estimator (Abadie, 2005)
Theorem 12.4.2 (Abadie, 2005). Under conditional parallel trends and strict support
(p(X;) < 1 for treated units), the ATT is identified by:
D; — p(X;)
P(D; =1)- (1 =p(X;))

ATT =R [ -AYi] (12.98)

Proof. Decompose the numerator: D; — p(X;) = D;(1 — p(X;)) — (1 — D;)p(X;). The

moment condition becomes:

p(Xi)(1 - D;)
P(D,=1) E[DiAz/i} —E [H?(Xi)AY;] (12.99)

Term B
Term A: Since D; =1 = Y, = Yj(1):
E[DAY;] = P(D; = 1) - E[Yu (1) - Yo(0) | Di = 1] (12.100)
Term B: By LIE conditioning on X;, then on D;:
p(Xi)(1 = D)

Y I (C.O R . _0.X
1— p(X;) AY’]—E[ (1 —p(Xi))E[AY;(0) | D 0>Xz]]

1 —p(X;)
= E[p(X;)E[AY;(0) | D; =1,X;]] (by conditional parallel trends)
E[D;AY;(0)] (since p(X;) = E[D; | Xi])
= P(D; =1) - E[Y;;(0) — Yio(0) | D; = 1]

(12.101)
Substituting and canceling P(D; = 1):
ATT = EYa (1) = Yo(0)| Dy = 1| ~ED2 @) =Yo) [ D= 1]
= E[Yii(1) = Yau(0) | D; = 1] '
O
Remark 12.4.7 (Implementation). The sample analog is:
) L5 p(Xi)(1 = Dy)
biowpip = — S~ (D, — AY; 12.1
IPW-DID = 7 2 ( 1 — p(X) (12.103)

Since p(X;) is a generated regressor, standard errors must account for first-stage estimation
uncertainty via Abadie’s corrected variance formula or a full two-stage block bootstrap.
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12.4.4 Event Studies and Dynamic Effects

Definition 12.4.4 (Event Study Specification). Let F; be the treatment onset period for
unit 7. Define relative time dummies D% = I{t — E; = k}. The dynamic model is:

Yi=ai+X+ Y. BiDi+ex (12.104)
kel k#£—1

where k = —1 is omitted for identification.

Theorem 12.4.3 (Event Study Identification). Under parallel trends and no anticipation
Br=0 Vk<O0 (placebo validation)

12.105
Proof. For k < 0, no anticipation implies Y;; = Y;;(0). Under parallel trends:

Comparing with the regression specification E[Y; | E;, t] = a; + A + B for k < 0, we
obtain gy = 0. O]

Remark 12.4.8 (Necessity of Normalization). Omitting £ = —1 is required to avoid perfect
multicollinearity. The sum of all event dummies equals one for each (i, ), creating a linear
dependency with the unit fixed effects o; (which sum to one across units). This implies
det(X'X) = 0, preventing inversion. Normalizing 3_; = 0 restores full rank.

Remark 12.4.9 (Long Differences vs. Short Gaps in Event Studies). The choice of baseline
period fundamentally affects the interpretation of pre-treatment coefficients used to
validate parallel trends.

Long Differences (Fixed Baseline): All coefficients—both pre- and post-treatment—

are computed relative to a single fixed reference period, typically t = —1. For any period
T
sLons — (E[Y |D=1,7]-E[Y | D=1, —1]) — (E[Y | D=0,7]-E[Y | D= 0,—1])
(12.107)

Short Gaps (Rolling Baseline): Each pre-treatment period is compared only to its
immediate predecessor:

oot _ <E[Y |D=1,7]-E[y | D= 1,7—1]) - (E[Y |D=0,7]-E[Y | D= 0,7—1])
(12.108)

Diagnostic Rule: Classical TWFE/OLS only estimates Long Differences (it requires
omitting exactly one period dummy to avoid multicollinearity). Modern robust estimators
(CS, dCDH) can compute both. If the post-treatment estimand accumulates effects
relative to a fixed baseline, the pre-treatment falsification test must adopt the same Long
Differences design for logical consistency. Short Gaps can mask cumulative pre-trends
by displaying only marginal period-to-period growth rates, potentially showing “stable”
coefficients even when baseline levels are severely diverging.

Implementation: In Stata csdid, use option long2; in R did, set base_period =
"universal" (not "rolling").
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12.4.5 Serial Correlation and Valid Inference

Remark 12.4.10 (Bertrand, Duflo, and Mullainathan (2004)). Standard OLS standard
errors assume ¢;; are i.i.d. In applied DID, errors follow persistent processes (e.g., AR(1)):

Eigt = PEigt—1 + Uigt with |p| <1 (12109)

This implies Cov(eig, €igs) = pl*l02 # 0. Since the treatment dummy D;; is highly
persistent (once treated, always treated), the true variance X’QQX > 02X’'X, causing
conventional standard errors to severely underestimate sampling variability. This leads to
over-rejection rates up to 45% instead of the nominal 5%.

Definition 12.4.5 (Cluster-Robust Variance Estimator (CRVE)). Group residuals by
cluster g (e.g., state):

g
Varcryp(8) = (X'X)™! (Z X;égé’gx,,) (X'X)™ (12.110)

g=1
This admits arbitrary autocorrelation and heteroskedasticity within clusters.

Remark 12.4.11 (Small Number of Clusters). CRVE consistency requires G — oco. With
few clusters (G < 50), residuals are compressed toward zero due to fixed effects overfitting,
causing downward bias. The solution is the Wild Cluster Bootstrap (Cameron, Gelbach,
and Miller, 2008):

1. Estimate the restricted model under Hy : 3, = 0, obtaining restricted residuals €&,.

2. Generate bootstrap data: Y7, = X{gtﬁ + €igt X &, where £, € {—1,+1} with equal

probability (Rademacher distribution).

3. Re-estimate and construct the empirical distribution of ¢-statistics.

12.4.6 The TWFE Problem Under Staggered Adoption

The discovery that the classical Two-Way Fixed Effects (TWFE) estimator can
exhibit severe failures under staggered adoption designs revolutionized contemporary
microeconometrics between the late 2010s and early 2020s. The work of Goodman-Bacon
(2021) was a landmark in this movement, opening the “black box” of the static TWFE
estimator and analytically demonstrating what it actually computes under heterogeneous
treatment timing.

12.4.6.1 The Frisch-Waugh-Lovell Decomposition

Historically, researchers assumed that estimating the classical multi-period TWFE regres-
sion:
Yii=a;+ N+ "Dy + ey (12.111)

would provide a reasonable average of treatment effects, even if the policy were adopted
at different times across units.

Applying the Frisch-Waugh-Lovell (FWL) Theorem, Goodman-Bacon removed unit
(o) and time () fixed effects through double demeaning, projecting the estimator as

a simple regression between residualized outcome (Yj;) and residualized treatment (D;;).
The fundamental result of this mechanical decomposition revealed:
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Remark 12.4.12 (The TWFE Decomposition Theorem). The estimator STWEFE does not
compute a simple, egalitarian average of impacts. It is numerically equivalent to a weighted
average of all possible simple 2 x 2 sub-experiments within the sample, where weights are
determined by each subgroup’s size and the variance of treatment status over time.

12.4.6.2 The Four 2 x 2 Sub-Experiments
Consider a sample with three group types:
e Group k (Early): Receives treatment at ¢ = k.
o Group [/ (Late): Receives treatment at later t = [.
e Group U (Untreated): Remains untreated throughout.
Goodman-Bacon (2021) proved that TWFE aggregates four basic 2 x 2 comparisons:

1. Early vs. Untreated (5%2) Standard comparison where U serves as clean control.
(Valid)

2. Late vs. Untreated (62?): Standard comparison evaluated at cutoff ¢ = [,
(Valid)

3. Early vs. Late before Late’s treatment (57?): Evaluates k’s effect using [ (not
yet treated) as temporary control. (Valid)

4. Late vs. Early after Early’s treatment (62%): Evaluates I's effect using k

(already treated) as control. The “Forbidden Comparison.”

Remark 12.4.13 (The Mechanical Decomposition Formula).

OTWIE = N 022 + 3N {Skmgzlw’k + suadp > (12.112)
kAU kAU Ik

where weights sy, Suk, and s;; are all strictly positive and sum to 1.

12.4.6.3 The Causal Decomposition: Why “Already-Treated” Generates Bias

While the mechanical decomposition (12.112) is an algebraic identity that always holds
on observed data, the theoretical or causal decomposition substitutes realized means
with potential outcome expectations.

Theorem 12.4.4 (Goodman-Bacon Causal Decomposition). Under parallel trends, the
probability limit of the TWFE estimator is:

phm STWFE = VWATT + VWPT - AATT (12113)

n—o0

where:
o VWarr: Variance-weighted average of the true treatment effect on the treated.

o VWpqp: Term associated with parallel trends (collapses to 0 if the classical hypothesis
holds conditionally).

o Ayrr: The Dynamic Treatment Effect Bias.
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Remark 12.4.14 (The Mechanism of Forbidden Comparison Failure). When estimating the
forbidden comparison, the model subtracts the temporal variation of the (already-treated)
control group k from the temporal variation of the group currently receiving treatment [.

If the treatment effect is dynamic (i.e., impact grows or decays over time since adoption),
the observed trajectory of group k in the post-treatment period incorporates both the
natural time trend and the dynamic growth of its own treatment effect.

o Using k as control, TWFE erroneously assumes k’s dynamic treatment growth is
the common baseline trend.

o This causes k’s accumulated dynamic effect to be subtracted from the final estimator,
generating contamination that pulls the estimate in the opposite direction.

o If dynamic effects are sufficiently large, At can become so severe that the TWFE
estimator’s sign inverts completely, generating false causal conclusions and
negative estimates even when the true effect is strictly positive for all units.

Additionally, OLS variance weights maximize the importance of groups treated exactly at
the midpoint of the panel period (where treatment indicator variance is maximized), at
the expense of groups treated at the beginning or end, which could be more representative.

12.4.6.4 The Negative Weights Problem: de Chaisemartin and D’Haultfceuille
(2020)

Remark 12.4.15 (Reconciling Bacon and dCDH). The apparent conflict between the
Bacon (2021) Decomposition and the de Chaisemartin & D’Haultfeeuille (2020,
dCDH) Decomposition is one of the richest debates in contemporary DiD literature.
Bacon shows TWFE is a weighted average of 2 x 2 comparisons with strictly positive
weights; dCDH proves TWFE can assign negative weights.

The reconciliation lies in the fact that both methods operate at completely different
aggregation levels:

Bacon (Cohort-Time Comparison Level): Decomposes the unified TWFE coefficient
into a linear combination of aggregated 2 x 2 comparisons. The weights (s) applied
to these equations depend on cohort sizes and treatment variance. Since they represent
sample shares and population variances, these cohort weights are structurally always
positive.

dCDH (Individual Unit-Time Level): Operates at a much more granular perspective.
Instead of reweighting aggregated sub-experiments, they decompose TWFE directly over
the individual treatment effects of each treated observation (at unit-time level,
(,t)). Under this microscopic perspective, the unit weights w;; applied to each treated
observation depend on residuals from projecting treatment onto unit and time fixed effects:

Eit

Wy = (12.114)

)

1
NT i D=1 Eit

Since these residuals (g;;) can take negative values (especially for units treated for many
periods or in periods where most of the sample is already treated), the unit weights
w;; can be strictly negative.
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Theorem 12.4.5 (ACDH Unit-Level Decomposition). The TWFE estimator can be
rewritten directly as a linear combination of treatment effects from each treated unit-time
(D; = 1), weighted by weights w; ;:

STWEE | S wi,- ATT,

i,t:D; =1

(12.115)

In staggered designs, several weights w;; take strictly negative values. Unlike a
conventional weighted average (where all weights are positive and sum to 1), the presence of
negative weights causes TWFE to lose the property of being a coherent averaging operator.
If treatment effects are heterogeneous across units or over time, negative weights multiplied
by these heterogeneous effects can cause TWFE to collapse.

12.4.6.5 Formal Proof of Dynamic Contamination

Theorem 12.4.6 (Analytical Derivation of Dynamic Bias). Consider a two-period design
t € {Pre, Post} with two groups:

« Group k (Late Treated): Receives treatment only in Post.

o Group U (Already Treated): Serves as control for k, but was already treated in
both Pre and Post.

The standard DiD estimator is:
3P — (E[Y | Post] ~ E[Yi | Pre]) - (E[Y | Post] ~E[Yy | Pre)  (12.116)
Decomposing group k’s temporal variation by adding and subtracting E[Yyo | Post]:
E[Ys, post] — E[Yi,pre] = ATTi + AYio (12.117)

where ATTy = E[Yy1 | Post] — E[Yyo | Post] and AYyy = E[Yyo | Post] — E[Yxo | Pre].

Decomposing group U’s temporal variation by adding and subtracting counterfactuals
E[Yuo | Post] and E[Yyo | Prel:

E[YU,Post] — ]E[YU,pre] = (ATTU(POSt) - ATTU(P’I”G)) —f—AYUO (12118)

AATTy

Substituting into DiD and reorganizing:

5P — ATT, + (AYkO - AYUO) _AATT, (12.119)

Parallel Trends Bias (PT)

Under parallel trends (PT=0):

oD = ATT,, — AATTy (12.120)

Implications:

o Constant Effect (Homogeneous): If ATTy(Post) = ATTy(Pre), then
AATTy =0 and 6P = ATT;,.
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o Dynamic Effect (Heterogeneous): If impact grows with exposure time
(ATTy(Post) > ATTy(Pre)), then AATTy > 0. Equation (12.120) proves the
DiD estimator subtracts this wvariation from k’s true effect, acting as
downward contamination bias. If dynamic growth in the initial cohort is large
enough, contamination AATTy will exceed the true effect (ATTy), causing artificial
sign inversion and leading to completely erroneous scientific conclusions.

12.4.6.6 The OLS Variance Bias: Debunking Common Myths

Remark 12.4.16 (False Claim 1: “TWFE penalizes tail cohorts because they have smaller
sample sizes (ny).”). Why this is false: Tail penalization (units treated very early or
very late) is not a sample size (n;) problem, but a treatment timing problem.
Mechanically, the weight OLS assigns each 2 x 2 comparison in Bacon’s decomposition is
proportional to the treatment status variance of the cohort:

Var(Dy;) = Dy(1 — Dy,) (12.121)
where Dy, is the fraction of total panel time cohort k remains treated.

o For a cohort treated very early (left tail), the group spends almost all time treated
(Dy, — 1). Its treatment variance collapses: Dy (1 — Dy) — 0.

« For a cohort treated very late (right tail), the group spends almost all time under
control (D — 0). Its treatment variance also collapses.

Even if the late-treated cohort contains the vast majority of sample individuals (high
ng), OLS applies an extremely low weight to it in calculating the unified second-stage
coefficient. Penalization occurs due to scarcity of temporal treatment variation within the
group, not lack of observations.

Remark 12.4.17 (False Claim 2: “TWFE weights are optimal for causal identification
because they prioritize groups with better counterfactuals.”). Why this is false: TWFE
weights are purely mechanical byproducts of OLS mathematical minimization, without
any criterion or concern for causal identification or population representativeness. As
demonstrated by Stoczynski (2022), OLS was designed to maximize predictive fit of
realized outcomes (Y;;), not to impute unobserved counterfactuals (Y;.(0)).

TWFE gives more weight to cohorts at the panel midpoint (where Dj, ~ 0.50, maximizing
variance at 0.25) simply because these observations provide greater statistical leverage for
the regression slope. Econometrically, prioritizing the “panel middle” at the expense of
tails has no justification in internal or external validity; it is a purely arbitrary
bias of OLS projection linear algebra.

Remark 12.4.18 (False Claim 3: “Extending panel length by adding pure pre-treatment
periods is innocuous and only increases precision.”). Why this is false: In conventional
cross-section linear regressions, adding historically clean observations usually increases
precision without altering consistency. In DiD with static TWFE, extending the panel
artificially alters the estimated treatment effect.

By adding, for example, 10 years of pre-treatment data before any unit is treated:
1. You identically alter the treated time fraction (Dy) of all panel cohorts.

2. This mechanically shifts each group’s treatment variance.
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3. Cohorts previously at the variance distribution center (maximum weight) are pushed
to the tails (penalized), and vice versa.

As Goodman-Bacon weights are recalculated over the new temporal support, the estimator
STWFE yndergoes mechanical weight redistribution. If treatment effects are heteroge-
neous across cohorts, this simple addition of baseline periods can alter estimate magnitude
and even cause sign inversion, even if original impact data remain untouched.

Remark 12.4.19 (False Claim 4: “Tail penalization prevents TWFE from suffering the
negative unit weights problem.”). Why this is false: Tail penalization (low variance
weights in Bacon’s decomposition) does not eliminate the negative unit weights
problem mapped by de Chaisemartin and D’Haultfeeuille (2020).

In fact, very early-treated cohorts (left tail), even receiving low variance weights in the
overall estimator, continue perniciously acting as “control group” for late-entering cohorts
(the forbidden comparison). Since these early cohorts have been treated for many periods,
their dynamic treatment effects continue propagating over time.

OLS subtracts this growth trajectory from the global estimator, which translates directly
into negative weights applied to individual unit-time treatment effects. OLS’s
geometric tail penalization does not protect the model from obtaining a coefficient with
incorrect sign under heterogeneous treatment dynamics.

12.4.7 Modern Robust Estimators for Staggered Adoption

The identification of these pathologies motivated the creation of new estimators based
on imputation or semiparametric reweighting strategies that explicitly avoid using
already-treated units as controls.

12.4.7.1 Callaway and Sant’Anna (2021): The Group-Time ATT Framework

The Callaway and Sant’Anna (2021, CS) estimator was developed to fill a critical method-
ological gap identified in the quasi-experimental literature: the inability of the classical
TWFE estimator to robustly handle heterogeneous treatment effects in staggered
adoption scenarios.

Instead of trying to recover a single global average parameter under restrictive homogeneous
effect assumptions (as static TWFE does), the CS method adopts a cellular decomposition
strategy. It estimates the smallest clinically clean fundamental building blocks—known
as group-time effects (ATT(g,t))—and then aggregates them in a weighted and
transparent manner to answer the researcher’s questions of interest.

Definition 12.4.6 (CS Data Structure and Notation). « g (Group or Cohort):
Identifies the exact period when a given group of units first received treatment (e.g.,
g = 1986).

o t (Time): The calendar period when the outcome is evaluated.

e G,: Binary indicator equal to 1 if the unit belongs to the group treated in period g,
0 otherwise.

o (': Control group indicator. The researcher can choose whether the control pool
consists strictly of never-treated units or not-yet-treated units up to the period
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of interest. For units already treated in the past, C' is considered undefined, ensuring
they are discarded from the control group.

Definition 12.4.7 (The Four Identifying Assumptions of CS). 1. Irreversible
Treatment: Once a unit enters treatment, it remains treated until the end of the
panel (treatment cannot be “turned off”).

2. No Anticipation: Treatment generates no effects in periods prior to its physical
implementation (ATT(g,t) =0 for all t < g).

3. Conditional (or Unconditional) Parallel Trends: In the absence of treatment,
the average temporal evolution of treated units’ counterfactual outcome is identical
to the average evolution of control units, conditional on a vector of pre-treatment
covariates X:

E[Y;(0) — Y;_1(0) | X, G, = 1] = E[Y;(0) — Y;_1(0) | X,C = 1] (12.122)

4. Weak Common Support: Ensures that for each treatment group, sufficient
overlap exists in the propensity score distribution of control units, allowing adequate
matching or reweighting.

Definition 12.4.8 (The Group-Time Propensity Score). When the researcher assumes
parallel trends hold only conditionally on a vector of exogenous characteristics X, it
is necessary to model the selection mechanism. The propensity score in CS is defined
specifically for each treated group g:

Py(X)=Pr(Gy=1|X,Gy+C =1) (12.123)

Dynamic nature of the score: Since the eligible control group (C' = 1) changes from
cohort to cohort (because units being treated are eliminated from the control pool), the
propensity score is estimated independently for each group g.

Bad controls: To prevent covariates from being contaminated by the dynamic effects of
treatment itself, vector X must be measured strictly in the period immediately prior to
that group’s treatment, i.e., at ¢ — 1 (the cohort’s baseline endowment).

Theorem 12.4.7 (The IPW Estimator of Callaway and Sant’Anna). The classical version
of the CS estimator incorporates baseline covariates X by applying the following Inverse
Probability Weighting (IPW) scheme to obtain the effect of group g in period t:

o, __tas
E[Gg} - E {ﬁg(X)-C} (Y;% - Y;]_l>

1—pg(X)

ATT(g,t) = E (12.124)

Deconstructing the IPW Formula: Equation (12.124) can be thought of as a structure
of “four weighted means and three subtractions” applied to temporal variation:

o Treatment Term (Left): E%g] itsolates and equally weights observations belonging
to treated cohort g.
pg(X)-C
» Reweighted Control Term (Right): fpj(g)g{)c] acts on control units (C =1),
1-pg(X)
assigning higher weights to those with observable characteristics X most similar to

the treated group.
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« Temporal Difference Operator: (Y; — Y, 1) calculates each unit’s outcome
growth or evolution between the period under analysis (t) and the period immediately
prior to the group’s treatment (g — 1), establishing the counterfactual baseline cleanly.

12.4.7.2 The Double Robustness Property (Sant’Anna and Zhao, 2020)

Definition 12.4.9 (The DR Estimator for ATT(g,t)). Let G, € {0,1} indicate cohort
membership, C' € {0, 1} indicate eligible control group membership, and S, = G, + C
restrict analysis to the subpopulation of interest. Define AY; =Y, —Y,_; as temporal
outcome variation.

The first-stage models are:
« Propensity Score Model (p,(X)): E[G, | X, S, = 1] = p;(X).

¢ Outcome Regression Model (u,:(X)): E[AY; | X,C = 1] = p}(X) =
E[AY;(0) | X,C = 1].

The doubly robust estimator is:

, s
g [1_109()()}

Theorem 12.4.8 (Double Robustness of Sant’Anna and Zhao (2020)). The estimator
6P (g,t) consistently identifies the true ATT(g,t) if either:

o The propensity score model is correctly specified: p,(X) = p;(X), or

o The outcome regression model is correctly specified: pg(X) = p; (X).

Proof. Case A: Propensity Score Correct, Outcome Regression Incorrect.
Premises: p(X) = p;(X) and p1y:(X) # p; ,(X).

Applying LIE conditioning internally on X:

Gy(AY; — pga (X)) py(X)C(AY: — p1ys(X))

E[QDR(g,t)\ngl]:E[E[ ‘X,ngll |Sg=1]

E[Gg] (1- p;(X))]E[Gg]
(12.126)
Analyzing terms containing the incorrect function p,.(X):
Gattgr(X) | Pg(X)Chgs(X) _
e - e | <5
_ pga(X) [ _ Py (X) B )
= RG] ( ElGy | X, 5 =1+ —PZ(X>E[C | X, S, = 1] (12.127)
o ,ug,t(X) * p;(X) « .
=BG, (—pg(X) g —p;(X)(l —pg(X))> =0

The term containing the incorrect regression function collapses to zero almost surely.
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Remaining terms associated with outcome AY;:

G,AY; py(X)CAY; _
E[E[GQ] (1= py(X)E[G,] %5 = 1]

X 9 (12.128)
— ﬁ[c;g] (E[AYt(l) | Gy =1, X] —E[AY(0) | C = 1,X])

Invoking Conditional Parallel Trends: E[AY;(0) | C =1, X| = E[AY,(0) | G, =1, X]:

- ]]’E;[(éi]) ATT(g, | X) (12.129)

Integrating over X distribution via external LIE and applying Bayes’ Theorem:

E[0"%(g,t) | S, = 1] = /ATT(g,t | X)f(X |G, =1)dX = ATT(g,t)  (12.130)

Case B: Outcome Regression Correct, Propensity Score Incorrect. Premises:
fg,t(X) = g, (X) and py(X) # py(X).
Analyzing the second term carrying the incorrect propensity score:
pg(X)C(AYt - MZ,t(X))
(1 = pg(X))E[G]

x5, = 1]

_ Ppy(X) - . B

- —pg(X))E[Gg]E[C | XS = 1] EIAY(0) = g (X) [ €= LX] (19 137
_ Py(X) * * * _

= oo L P (a0 = (0] = 0

=0
The complete term containing the incorrect propensity specification collapses to zero.

Evaluating the remaining first term:

Gy(AY; — i, (X)) Py(X)E[AY,(1) | G, = 1, X] — pi(X)E[AY,(0) | € = 1, X]
E X, 5, =1| =
E[G,] E[G,]
Py(X)
= ATT(g,t | X
EG, )
(12.132)
Integrating over X support via LIE:
E[0°%(g,t) | S, = 1] = ATT(g, t) (12.133)
O

12.4.7.3 Aggregation Schemes: CS vs. TWFE Weights

Remark 12.4.20 (The Three Classical Aggregation Schemes). Once the complete matrix
of fundamental building blocks ATT(g,t) is estimated for all cohorts and viable post-
treatment periods, CS (2021) offers three main aggregation schemes:
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A. Simple ATT: Calculates the simple average of all individual ATT(g, t) across cohorts
g in each post-treatment period t > ¢, weighted by the proportion of treated units in each

group:
sunple ZZ ATT(g, ) (12134)

g t>g

where weight w(g,t) is proportional to the fraction of observations belonging to group g
in period t.

B. Group/Cohort ATT: Aggregates effects at the entry cohort level, revealing whether
units receiving treatment early respond differently from those treated late:

ZATT 9,t),  Ogroup = Zpg ATT(g) (12.135)

ATT
( 7;7 t>g

where 7, is the number of viable post-treatment periods for group g and p, = Ny/ >, Ny

C. Event Study (Dynamic Effects): Organizes ATT(g,t) according to relative time
of exposure to policy: e =t — g:

ATT(e) = > welg)-ATT(g9,9+¢) (12.136)

g:(g+e)<T

This aggregation definitively solves the problem of TWFE dynamic estimates, which suffer
from “tail contamination” and weight spreading across adjacent periods.

Remark 12.4.21 (The Crucial Choice of Weights: CS vs. TWFE). The contrast between
Static TWFE Weights (OLS) and CS (2021) Estimator Weights can be summarized as
follows. In terms of Weight Origin, TWFE weights are Mechanical and Implicit,
determined strictly by OLS projection algebra (FWL Theorem); CS weights are Ex-
plicit and Postulated, defined directly by the researcher based on the estimand of
interest. In terms of Weighting Criterion, TWFE performs Variance Maximization,
assigning disproportionately higher weights to groups whose treatment occurs at the
panel midpoint (where D;; dummy variance is highest); CS performs Population
Representativeness, with weights based strictly on the relative sample size (fraction
of units) of each treated cohort. In terms of Weight Sign, TWFE is Potentially
Negative, assigning negative weights to several unit-times and generating false sign
inversions due to heterogeneity and dynamic effects; CS is Strictly Non-Negative, with
weights structurally restricted to be positive or null, guaranteeing a coherent averaging
operator. Regarding Control Treatment, TWFE uses already-treated cohorts as control
(forbidden comparisons), generating contamination and bias, while CS excludes already-
treated groups from the control pool, keeping control weights restricted to untreated or
not-yet-treated units.

Epistemological Implication: In classical OLS, there is no guarantee the estimated
coefficient represents impact for the “average individual” in the sample, since OLS
prioritizes statistical variance endowment. In CS, if you want to estimate the effect on
the average Brazilian municipality, aggregation weights exactly reproduce the density of
treated municipalities in the sample.

12.4.7.4 The Treatment Irreversibility Restriction

Remark 12.4.22 (Why CS Requires Irreversibility). The treatment irreversibility
restriction is one of the most important—and simultaneously most limiting—simplifying
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assumptions of modern DiD models under staggered adoption, such as CS (2021).
Mathematically, if the treatment indicator is D;; € {0,1}:
Dy=1= D;s=1 Vs>t (12.137)

This configures what the microeconometrics literature calls a stopping time model.
Treatment is non-recurrent: units are not allowed to enter, exit, and reactivate the policy
dynamically over time.

A. Unambiguous Cohort Definition: The CS estimator is based on calculating
group-time effects ATT(g,t), where g is the cohort defined by the exact period when
treatment began. Under irreversibility, group g is a mutable but stable partition: we
know exactly when treatment started and that it will remain active.

If units could turn treatment on and off, the definition of “group” would collapse. A unit
treated at t = 3, turned off at ¢ = 4, and reactivated at ¢ = 6 would belong to which
cohort? Group taxonomy would cease to be one-dimensional (based only on entry time g)
and would depend on complex treatment trajectories (treatment history sequences).

B. Common Support Collapse: If we allow treatment to switch on and off, the
number of possible treatment trajectories in a 7-period panel becomes 27. With so
many possible sequences, the common support (overlap) hypothesis fails drastically. It
would be virtually impossible to find control units in the donor pool sharing exactly the
same history of observable endowments X; and prior treatment history, invalidating any
propensity score matching or reweighting.

Remark 12.4.23 (The dCDH Solution and the “No Carryover” Cost). To fill this gap
and allow estimating causal effects in environments where units freely enter and exit
treatment, de Chaisemartin and D’Haultfeeuille (ICDH) proposed flexible estimators
(such as DIDyy).

However, to relinquish the irreversibility restriction, the dCDH model requires a heavy
theoretical counterpart: the no carryover assumption.

What No Carryover Assumes: Postulates that the unit’s current outcome depends
exclusively on its current treatment status (whether on or off in period t), being
completely independent of past treatment history. This allows interpreting the causal
effect as an instantaneous change.

The Econometric Trade-off: This hypothesis is extremely restrictive and unrealistic for
most economic applications. If a school reinforcement policy or technological innovation
subsidy is turned off, it is natural to expect treatment effects have accumulated in the form
of human capital or learning (carryover or lagged effects). In the presence of cumulative
effects, the no carryover premise is violated, and the reversibility estimator loses its causal
validity.

Researcher’s Choice:

o If treatment is irreversible (or can be reasonably approximated as such), Callaway
and Sant’Anna (2021) is the gold standard, as it freely tolerates heterogeneity
and dynamic effects accumulated over time.

o If treatment dynamically switches on and off, de Chaisemartin and
D’Haultfoeuille (2020) estimators are the only ones capable of calculating impact,
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but at the cost of assuming the policy’s past leaves no traces on individuals’ present
behavior (no carryover hypothesis).

12.4.8 Advanced Extensions
12.4.8.1 Difference-in-Difference-in-Differences (DDD)

When group-specific shocks violate parallel trends, introduce a second control group. For
example, if a state policy targets elderly (A; = 1) in treated states (G; = 1):

Yigp = 0(G; x Ay x T;) + lower-order terms + €;4 (12.138)

DDD requires parallel differences in differences: the gap between elderly and young evolves
identically in treated and control states.

12.4.8.2 Changes-in-Changes (Athey and Imbens, 2006)

The CiC model is scale-invariant and identifies distributional effects. The counterfactual
is:

Yie(0) = h(U;, 1) (12.139)

where U; is unobserved heterogeneity and h(-,t) is strictly increasing. This allows identifi-
cation of quantile treatment effects without distributional assumptions.

12.4.8.3 Synthetic DID (Arkhangelsky et al., 2021)

SDID combines DID with synthetic control by estimating unit weights w; and time weights

)\ti
N

T
gnﬂilgz > (Yie — a; — By — 0Dy wiPPATPIP (12.140)
=1 t=1

1=

Unit weights align pre-treatment levels and trends; time weights emphasize periods most
representative of the post-treatment trajectory.

Remark 12.4.24 (Summary of Key Diagnostics). o Pre-trends test: All 5, = 0 for
k < 0 in event studies (using Long Differences design).

« Common support: Normalized differences |Ax,| < 0.25; histogram overlap of
propensity scores.

o Inference: Cluster-robust standard errors at the level of treatment assignment;
wild bootstrap if G < 50.

« No anticipation: Verify _, is not significantly different from zero; if violated,
redefine treatment onset.

» Negative weights diagnostic: Under staggered adoption, report the fraction of
observations receiving negative weights (dCDH algorithm) before interpreting static
TWFE estimates.

o Estimator choice: If treatment is irreversible and effects are dynamic, prefer CS
(2021); if treatment switches on/off and carryover effects are negligible, prefer dCDH
(2020).
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12.5 Regression Discontinuity Design (RDD)

The Regression Discontinuity Design (RDD) is widely regarded as the quasi-experimental
method closest to a randomized controlled trial. Unlike selection-on-observables approaches
that require global ignorability, RDD exploits an institutional eligibility rule based on
a continuous running variable to identify causal effects through a local comparison at a
known cutoff.

12.5.1 Sharp RDD: Setup and Identification

Definition 12.5.1 (Assignment Rule and Running Variable). Let Z; € R denote the
running variable (also called forcing variable or assignment score)—a continuous ob-
servable that governs treatment eligibility through a known institutional threshold ¢ € R.
In the Sharp RDD, treatment assignment is a deterministic function of Z;:

Dy =1{Z; > c}. (12.141)
The population is partitioned into:
« Treated group (D; = 1): All units with Z; > ¢, obligatorily receiving treatment.
« Control group (D; = 0): All units with Z; < ¢, strictly ineligible.

Remark 12.5.1 (The Dual Role of the Running Variable). Structurally, Z; plays a dual
causal role:

1. Smooth direct effect: Z; exerts a continuous, smooth influence on the outcome
Y; through underlying ability, socioeconomic status, or other confounding channels.

2. Discontinuous indirect effect: Z; induces an abrupt change in treatment status
D; exactly at ¢, creating a vertical jump in the observed outcome.

The identification strategy consists in analytically separating the smooth trajectory of Z;
from the discrete jump provoked by treatment at the cutoff.

Remark 12.5.2 (The Pioneer Example: Thistlethwaite and Campbell (1960)). The first
formal application of RDD in the scientific literature evaluated the impact of receiving a
prestigious National Merit Scholarship on high-school students’ career plans and graduate
school intentions. The scholarship was assigned strictly based on PSAT exam scores (the
running variable Z;) relative to a fixed cutoff ¢. Students scoring above the threshold
received the award (D; = 1); those below were disqualified (D; = 0).

Although students with higher academic performance naturally exhibit greater propensity
to pursue graduate studies, this continuous relationship can be controlled through smooth
regression adjustment. Since students located immediately above and below the eligibility
threshold differ only by infinitesimal score fractions—equivalent to pure random fluctua-
tions or “luck” on exam day—they constitute perfect comparison groups. Any vertical
discontinuity (jump) observed in post-treatment success rates at ¢ is cleanly interpreted
as the causal effect of treatment for individuals at the margin.

12.5.2 The Continuity Hypothesis

Definition 12.5.2 (Conditional Expectation Functions). Let Y;(1) and Y;(0) denote
potential outcomes under treatment and control. Define the conditional expectation
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functions of potential outcomes given the running variable:

(12.142)

Definition 12.5.3 (Continuity Hypothesis (H1)). The continuity hypothesis postulates
that the conditional expectation functions m;(z) and mg(z) are strictly continuous in
z at the cutoff point z = ¢:

limm(z) =mi(c) and limmg(z) = me(c). (12.143)

zle zte

Remark 12.5.3 (Economic Intuition and Identification Role). The continuity hypothesis
guarantees that, in the absence of treatment, individuals located immediately above the
cutoff would have, on average, the same behavior as those immediately below.

In traditional selection-on-observables designs, inference requires the overlap hypothesis:
for any covariate vector X, there exists a strictly positive probability of observing both
treated and control units (0 < Pr(D; = 1| X;) < 1). In Sharp RDD, the assignment rule
is deterministic (D; = I{Z; > ¢}), which causes an absolute violation of common
support:

e« Forallz>c: Pr(D;=1]2;,=2)=1.
e Forall z<c: Pr(D; =12, =2)=0.

Consequently, we never observe the control outcome Y;(0) for values to the right of ¢, nor
the treatment outcome Y;(1) for values to the left.

Continuity acts as the mathematical substitute for common support. Under the
premise that curves my(z) and mg(z) evolve smoothly and without abrupt jumps around c,
it is statistically legitimate to extrapolate the limiting behavior of groups from each
side to obtain the unobserved counterfactual exactly at the cutoff. Thus, the one-sided

limits of the realized outcome Y; reconstruct the potential outcome expectations at the

threshold:
Yt =lmE[Y; | Z; = c+¢] = E[Y;(1) | Z; = (],
el0
. (12.144)
YT = lmEY; | Z = c— ¢ = EY(0) | Z =
The vertical difference between these two limits identifies the Local Average Treatment
Effect (LATE) in the neighborhood of ¢:

mop =Y =Y =E[Y;(1) - Yi(0) | Z; = d]. (12.145)

Remark 12.5.4 (The Danger of Counterfactual Discontinuity). If the continuity hypothesis
is violated, Sharp RDD collapses, as it becomes impossible to distinguish the true policy
effect from other confounding factors.

Mathematically, if we allow the counterfactual control function mg(z) to suffer a discrete
jump of magnitude Ay at z = ¢, the observed discontinuity in the realized outcome
becomes:

Y+ -Y = TRDD + Ao. (12146)



372 CHAPTER 12. INTRODUCTION TO QUASIEXPERIMENTAL METHODS

The RDD estimator inherits a counterfactual discontinuity bias (4), invalidating
causal identification. In applied practice, this violation occurs primarily through two
channels:

A. Coexistence of Multiple Rules (Competing Policies). If other public policies,
tax criteria, or institutional benefits use the same cutoff ¢ on the running variable, units
suffer simultaneous jumps in multiple potential outcomes. For example, if eligibility for
an educational subsidy and allocation of funds for school infrastructure both occur under
the same poverty threshold of 25%, the observed jump in student scores reflects the joint
impact of both interventions, violating the continuity of the isolated control potential
outcome.

B. Systematic Manipulation (Perfect Self-Selection). Continuity is violated if
agents possess perfect control over the running variable Z; and use this control to
intentionally position themselves on the more advantageous side of threshold c. If only the
most motivated, wealthy, or well-informed individuals manage to manipulate their scores
to surpass the cutoff, there will be an abrupt change in the composition of observable and
unobservable characteristics of samples around c¢. This generates an artificial jump in
mo(z) at point ¢, breaking the local quasi-randomization premise.

12.5.3 Local Ignorability and Lee (2008)

Remark 12.5.5 (From Global to Local Ignorability). In classical selection-on-observables
methods (linear regression, matching), one assumes the Global Ignorability Hypothesis
(Unconfoundedness): conditioning on a covariate vector X;, treatment assignment D;
is independent of potential outcomes:

(¥i(0), Y;(1)) 1L D, | X.. (12.147)

In Sharp RDD, since treatment is a deterministic function of Z; (i.e., D; = I{Z; > ¢}),
the ignorability hypothesis conditional on Z; is trivially satisfied: there is no treatment
variation for the same value of Z;. For any value z, treatment status is perfectly known (1
or 0).

However, Sharp RDD absolutely violates the overlap hypothesis, as it is impossible
to observe treated and control units with the same value of Z;. Here enters local
ignorability.

Instead of requiring overlap over the entire support, we restrict analysis to an infinitesimal
neighborhood around the cutoff ¢. The local ignorability hypothesis postulates that,
around Z; = ¢, treatment assignment is statistically independent of potential outcomes:

(Y:(0),Y;(1)) L D; | Z; € [c—¢e,c+e] ase— 0. (12.148)

Under this premise, individuals whose running variable scores place them immediately
above or below the threshold constitute equivalent comparison groups. The treatment
status of an individual at the margin of the cutoff is determined in a quasi-random
manner, mimicking a real experiment.

Theorem 12.5.1 (Lee (2008): Imperfect Sorting and Local Randomization). The theo-
retical justification for local ignorability was formalized by David Lee (2008) and is based
on the impossibility of perfect manipulation or sorting around the cutoff.



12.5. REGRESSION DISCONTINUITY DESIGN (RDD) 373

The premise is intuitive: economic agents may have incentives and even capacity to
influence or manipulate their running variable Z; (e.g., students who study harder to pass
an exam, or municipalities that alter administrative data to receive funds). However,
causal identification of RDD remains perfectly valid as long as this manipulation is
imperfect.

Manipulation is considered imperfect when, even exerting maximum possible effort, the
agent lacks absolute and millimetric control over the final realized value
of their score Z;. Mathematically, each individual’s observed score is composed of a
deterministic effort/choice component plus an exogenous and unpredictable random shock
(measurement noise, luck on exam day, punctual weather variation, etc.):

where W; represents observed and unobserved characteristics determining effort, and e; is
the stochastic error.

Since agents do not control the stochastic error e;, the probability distribution of Z;
conditional on their characteristics is continuous. Consequently, for a student who scored
c+e (approved by one point) and another who scored ¢ — e (failed by one point), treatment
assignment in the immediate neighborhood of ¢ is governed strictly by chance.

Remark 12.5.6 (Implications for Internal and External Validity). A. Maximum In-
ternal Validity (Balance of Unobservables). The great advantage of RDD over
other selection-on-observables designs (classical regressions, matching) is its impact on
unobservable characteristics (such as motivation, resilience, or intrinsic ability).

In an RCT, randomization balances both observed and unobserved variables between
treatment and control groups. In Sharp RDD, local ignorability guarantees exactly the
same property asymptotically in the neighborhood of the cutoff. Since treatment assign-
ment at the margin is random, the distribution of all pre-treatment characteristics
(observable and unobservable) is perfectly continuous and balanced at point c.
There are no confounding variables systematically jumping at the cutoff.

B. The External Validity Trade-off. The mathematical price paid for this internal
robustness is the loss of generalizability (external validity):

o Sharp RDD identifies the average treatment effect (ATE) exclusively for the
subpopulation located exactly at the cutoff (Z; = ¢).

o Attempting to extrapolate the estimated effect to individuals far from the cutoff
constitutes a risky functional specification exercise. RDD estimates the marginal
impact of policy at the threshold, which may be irrelevant for individuals in the
tails of the running variable distribution.

12.5.4 RDD as the Limit Form of Matching

Remark 12.5.7 (The Overlap Paradox). In classical conditional matching models on ob-
servables, identification of ATE or ATT requires two fundamental hypotheses: ignorability
(unconfoundedness) and the overlap hypothesis (common support).

The overlap hypothesis postulates that the probability of receiving treatment (the propen-
sity score), conditional on covariates Z;, must be strictly contained in the open interval
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between 0 and 1:
0<Pr(D;=1|%Z;=2) <1 (12.150)

This premise guarantees that, for any observed value of the characteristic vector Z;, there
exist both treated and control units in the sample, enabling direct comparison (matching)
between individuals with the same covariate values.

In Sharp RDD, the overlap hypothesis is absolutely violated by design. Since
the treatment allocation rule is a deterministic and discontinuous function of the running
variable (D; = I{Z; > ¢}), the propensity score conditional on Z; assumes only polar
values:
Pr(D;=1|Z;=2)=1 Vz2>cg,
Pr(D;=1|2,=2)=0 Vz<ec

Consequently, there exists no value of Z; at which it is possible to simultaneously
observe treated and control units. Treated units are all concentrated to the right of
cutoff ¢ and controls to the left. From the perspective of traditional global matching, causal
identification would be completely impossible due to the absence of common support.

(12.151)

Remark 12.5.8 (Mathematical Resolution: The Limit Around a Single Point). Sharp
RDD resolves this common support collapse by substituting the requirement of global
overlap with the hypothesis of continuity of conditional expectation functions of
potential outcomes at point c.

Instead of trying to find perfect controls for treated units across the entire support of the
running variable, we restrict analysis to an infinitesimal neighborhood around the
cutoff.

Let € > 0 be a distance parameter. We can analyze the observed expectations of outcome
Y; for individuals located just above and just below cutoff ¢:

Yt = limE[Yi | Z; = c+e¢],

(12.152)
Y™ =lmE[Y; | Z, =c—¢].
el0
Under the hypothesis that counterfactual outcome functions E[Y;(1) | Z; = z]| and

E[Yi(0) | Z; = z] extend smoothly and continuously on each side of the cutoff, the
one-sided limits above exactly reconstruct the potential outcome expectations at the

cutoff:
YT =E[Y;(1)| Zi=c and Y~ =E[Y;(0)] Z; =] (12.153)

This formulation reveals that Sharp RDD operates as the ideal limit form of matching
that occurs around a single point (Z; = ¢). As the observation window around
¢ approaches zero (i.e., ¢ — 0), the difference in the running variable between treated
individuals at ¢+¢ and controls at ¢ —e becomes mathematically negligible. At the margin,
observable and unobservable characteristics of individuals on both sides are perfectly
balanced (perfect local common support) due to local ignorability.

Remark 12.5.9 (The Methodological Cost: The Validity Trade-off). Interpreting Sharp
RDD as the limit form of matching evidences the fundamental validity trade-off governing
this research design:

« Maximum Internal Validity (Advantage): Unlike global matching, which
frequently suffers from dimensionality bias when we add many variables to rescue
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ignorability, Sharp RDD achieves local consistency without needing to model a high-
dimensional regression function. In the immediate neighborhood of ¢, treatment sta-
tus simulates a purely random allocation, functioning as a perfect quasi-experiment.

e Minimum External Validity (Disadvantage): In conventional matching with
broad common support, we can estimate the treatment effect for a representative
portion of the population. In Sharp RDD, since matching occurs strictly at the
limit boundary of a single point, the estimated effect (7 = Y™ — Y ™) identifies the
causal impact exclusively for the marginal subpopulation located exactly
at cutoff c. Any generalization of this impact to units distant from the threshold
constitutes arbitrary functional extrapolation.

12.5.5 Empirical Validation of Continuity

Remark 12.5.10 (Indirect Diagnostic Tests). Although continuity of potential outcomes at
the cutoff is a directly untestable hypothesis (since counterfactuals are unobservable),
applied econometrics has developed indirect robustness diagnostic tests to evaluate its
plausibility:

1. Baseline Covariate Continuity Test (Balance Tests). Estimate the RDD model
substituting the outcome variable Y; with baseline covariates (X;) that were not affected
by treatment. If the design is valid, one expects no statistically significant jumps
in these characteristics at the cutoff (E[X | Z; = ¢t] = E[X | Z; = ¢7]), confirming that
groups are locally balanced.

2. McCrary Density Test (2008). Evaluate the continuity of the probability density
function of Z; around c. A disproportionate accumulation or “step” in density just above
(or below) the cutoff constitutes strong evidence of active manipulation and breaks the
premise of continuity of potential outcomes.

12.5.6 Fuzzy RDD and Equivalence with Instrumental Variables

The equivalence between the Fuzzy Regression Discontinuity Design (Fuzzy RDD)
and the classical Instrumental Variables (IV) model of Imbens and Angrist

(1994) represents one of the most important milestones in applied microeconometrics,
formalized by Hahn, Todd, and Van der Klaauw (2001).

Under this perspective, Fuzzy discontinuity ceases to be viewed merely as an adjustment
of smoothed curves and begins to be treated as an incentive experiment with partial
compliance, where the eligibility threshold acts as a local exogenous instrument.

12.5.6.1 The Causal Analogy: Cutoff as a Wald Instrument

Definition 12.5.4 (Fuzzy Assignment Rule). In the Fuzzy RDD, the realized treatment
status (D; € {0,1}) is endogenous because individuals near the cutoff may exercise active
selection over participation. The institutional eligibility indicator, defined by:

T, =1{Z; > ¢}, (12.154)

functions analytically as a binary exogenous instrument.
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Since instrument 7 is determined strictly by the running variable Z; relative to cutoff
¢, in the immediate neighborhood of ¢ the allocation of T} is governed by chance (lo-
cal ignorability), satisfying the exogenous independence condition required of a good
instrument.

12.5.6.2 Local Compliance Structure

Remark 12.5.11 (Three Latent Compliance Strata). Following the Imbens and Angrist
(1994) framework based on potential outcomes and treatments, define D;(1) as the
treatment status if the individual is allocated above the cutoff (Z; > ¢) and D;(0) if
allocated below (Z; < ¢). At the margin of discontinuity (Z; ~ ¢), the population is
divided into three latent compliance strata:

1. Local Compliers (7): Individuals who strictly comply with the cutoff guideline
(D;(1) =1 and D;(0) = 0). They only receive treatment if they cross the
eligibility threshold.

2. Local Always-Takers (7,): Individuals who obtain treatment even below the
cutoff (D;(1) =1 and D;(0) = 1), bypassing initial eligibility.

3. Local Never-Takers (7,;): Individuals who refuse or lack access to treatment
even above the cutoff (D;(1) = 0 and D;(0) = 0).

Under the hypothesis of local monotonicity, one assumes the non-existence of Local
Defiers (D;(1) = 0 and D;(0) = 1), i.e., no one does the exact opposite of the marginal
cutoff incentive.

12.5.6.3 Identifying Hypotheses of LATE in Fuzzy RDD

Definition 12.5.5 (Local IV Hypotheses at ¢). For the discontinuity to identify the Local
Average Treatment Effect (LATE) for local compliers, the classical IV hypotheses
must be satisfied locally at c:

« Local Relevance (Discontinuous First Stage): The probability of realized
treatment must give an abrupt vertical jump at the cutoft:

lii(r)l Pr(D;=1|2Z,=c+e¢) # 11{51 Pr(D;=1|Z,=c—¢). (12.155)

+ Local Independence and Exclusion (Exclusion Restriction): The cutoff T;
does not directly affect outcome Y;, except through the channel of effective treatment
D;. This is mathematically guaranteed by the continuity of potential outcome
expectations E[Y;(0) | Z;] and E[Y;(1) | Z;] around point c¢. Without counterfactual
jumps, the exclusion restriction is preserved locally.

» Local Monotonicity: Excludes the presence of local defiers in the neighborhood of
¢, ensuring that crossing the eligibility threshold does not decrease the probability
of treatment for any individual.

12.5.6.4 The Local Wald Estimator

Theorem 12.5.2 (Fuzzy RDD Identification (Hahn, Todd, and Van der Klaauw, 2001)).
When the local IV hypotheses are satisfied, the Fuzzy RDD estimator reduces analytically
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to the local Wald ratio:

Y* -V~ lim, ElY; | Zi = 2] - lim E[Y; | Z; = 2]
P+ —P-  lim. E[D; | Z = 2] — lim.+E[D; | Z; = 2]’

TFRD = (12.156)
According to the LATE Theorem, this estimator identifies the causal effect of the policy
exclusively for local compliers located exactly at the boundary:

trrp = E[Y;(1) = Yi(0) | Di(1) > Dy(0), Z; = c]. (12.157)

This parameter is considered “local twice”:

1. Local in the running variable support: Refers only to individuals whose scores
are restricted to the immediate neighborhood of c.

2. Local in compliance: Identifies the effect only for the subpopulation that actively
reacts to the cutoff incentive. It provides no information about the average gain of
always-takers or never-takers.

12.5.6.5 Local Monotonicity and Exclusion of Defiers

Definition 12.5.6 (Local Monotonicity Hypothesis). In the potential outcomes framework
adapted to local instrumental variables, the Local Monotonicity Hypothesis postulates
that, for all units ¢ whose running variable Z; is located in an infinitesimal neighborhood
around cutoff ¢, the instrument affects treatment status strictly in the same direction:

hi% D;(c+¢) > Dij(c—¢) Vi or,equivalently, D;(1)> D;(0) Vi. (12.158)

This premise guarantees that crossing the eligibility threshold from left to right can induce
individuals to initiate treatment (or maintain it), but will never cause any unit to
interrupt or refuse treatment as a direct consequence of having become eligible.

Remark 12.5.12 (Compliance Structure and Defiers Exclusion). Under the monotonicity
hypothesis, the population located at the boundary around c is cleanly segmented into
three latent compliance subgroups:

« Local Compliers (7,): Units that strictly respond to the cutoff incentive, so that
D;(1) =1 and D;(0) = 0. These are individuals who only take treatment if they
cross the threshold.

« Local Always-Takers (7, ): Units that take treatment regardless of which side of
the cutoff they are on, exhibiting D;(1) =1 and D;(0) = 1.

« Local Never-Takers (7, ): Units that refuse or do not access treatment under
any circumstances, maintaining D;(1) = 0 and D;(0) = 0.

The fourth theoretically possible group is that of Local Defiers, characterized by doing
the exact opposite of the institutional rule: D;(1) = 0 and D;(0) = 1 (they would
participate if below the cutoff, but refuse if they cross the threshold).

The monotonicity hypothesis eliminates by design the existence of defiers in the
neighborhood of ¢, establishing that their probability of occurrence in the marginal

population is zero:
Pr(D;(1) < D;(0) | Z; =¢) = 0. (12.159)
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In public policy evaluation, the elimination of defiers is highly plausible. In programs such
as government subsidies or school scholarships based on cutoff scores, the cutoff functions
purely as a facilitator of access or cost reduction, making it implausible that granting a
benefit acts as a perverse disincentive leading an agent to abandon the program.

Theorem 12.5.3 (Mathematical Destructiveness of Monotonicity Violation). Without the
monotonicity hypothesis, the causal interpretation of the local Wald ratio collapses severely.
To demonstrate this algebraic pathology, we analyze the mathematical decomposition of the
two limiting discontinuities that compose the Fuzzy RDD estimator.

A. The First Stage (Denominator). The jump in treatment probability at the cutoff
(P — P~ ) is the denominator of the estimator. Ezpanding this difference in terms of
latent compliance subgroups:

Pr(D;=1|Z;=c") =T+ Tar (at the right limit, compliers and always-takers are treated),

Pr(D;=1|Z;,=c ) =mg +ma (at the left limit, defiers and always-takers are treated).
(12.160)

Subtracting the two limits:
Pt — P~ = (7eo + Tar) — (Tap + Tat) = Teo — Tay- (12.161)

Thus, in the presence of defiers (mqr > 0), the magnitude of the first-stage jump ceases to
simply reflect the proportion of local adherents, instead representing the net difference
between the proportions of compliers and defiers. If the two forces equalize
(Teo = Ta), the first stage will be null, even with strong local adherence to the rule.

B. The Intent-to-Treat Effect (Numerator). Analogously, under the hypotheses

of local exclusion and independence, the observed discontinuity in the realized outcome

(YT =Y ™) expands algebraically as the weighted sum of treatment effects on responsive

groups:

YT —Y~ =E[Y;(1) - Yi(0) | Compliers, Z; = c|m., — E[Yi(1) — Y;(0) | Defiers, Z; = c|my.
(12.162)

C. The Collapse of the Wald Ratio. Dividing the numerator by the denomina-
tor under monotonicity violation, the estimator recovers the following non-identifiable
ETPTESSLON.:

E[Y;(1) = Y;(0) | Compliers, Z; = c|n., — E[Y;(1) — Yi(0) | Defiers, Z; = c|mgs

Teo — Todf

TFRD =

(12.163)

This equation reveals two serious pathologies:

1. Sign and Magnitude Bias: The negative sign in the numerator and denominator
destroys the LATE identification theorem. It is mathematically possible that the
treatment effect is strictly positive for all individuals in the population and yet the
Fuzzy RDD estimator reports a null or negative effect due to the algebraic
cancellation provoked by opposite flows of compliers and defiers.

2. Weights Outside Support: Since the weights associated with the two treatment
effects do not sum to 1 with strictly positive signs (the defier weight enters sub-
tracting), the Wald estimator ceases to be a conventional weighted average of local
treatment effects. It can generate estimates that lie completely outside the support
of real causal effects of individuals.
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By aziomatically imposing that mg = 0, the monotonicity hypothesis restores the clean
interpretability of the estimator. The defier term disappears from both components of the
fraction, and the local Wald ratio collapses exactly onto the Local Average Treatment
Effect (LATE) for local compliers at the margin of discontinuity:

EY:(1) -Y; ers, J; =
TPRD = [ 1( ) 1(0) | COWLplZ@?“S, i C]’/Tco _ ]E[Y;(l) o Y;(O) | Compliers, 7, = C].

ﬂ—CO
(12.164)

12.5.7 Implementation: Local Linear Regression

Remark 12.5.13 (Centering at the Cutoff). In applied econometric practice, RDD estima-
tion relies on approximating the conditional expectation functions of potential outcomes,
E[Y;(0) | Z;] and E[Y;(1) | Z;], in a restricted neighborhood around the cutoff ¢. Although
the classical Nadaraya-Watson estimator (local constant) is conceptually simple, the
statistical and econometric literature demonstrates that it suffers from serious boundary
bias when attempting to estimate one-sided limits at extreme support points. For this
reason, Local Linear Regression (LLR) has become the standard and preferred method
for RDD estimation.

The algorithmic implementation of LLR requires a crucial transformation of the running
variable: centering at the cutoff (Z;, — ¢).

In a conventional linear regression of Y; against Z;, the estimated intercept analytically
represents the expected value of the outcome when the explanatory variable equals zero
(E[Y; | Z; = 0]). However, in almost all practical RDD applications, the institutional cutoff
c differs from zero (e.g., a cutoff score of 50 on an exam, or a family income eligibility
limit of R$ 1,000).

If we estimate the model without adjusting the scale of Z;, the intercept projections will
estimate the outcome behavior at a point distant from the cutoff (where Z; = 0), requiring
a long and severely biased linear extrapolation.

By systematically subtracting the cutoff point from each observation, defining the centered
variable as:

Zi =27 —c, (12.165)

we shift the origin of the abscissa axis exactly to the eligibility threshold. Under this new
scale:

« Observations located exactly at the cutoff have Z; = 0.
« Observations to the left (control group) have negative values (Z; < 0).
« Observations to the right (treatment group) have positive values (Z; > 0).

As a direct consequence of this geometric translation, the estimates of the left and right
intercepts automatically and exactly represent the mathematical one-sided limits of
the conditional regression curves exactly at the cutoff boundary.

Remark 12.5.14 (Separate Local Regressions). An intuitive way to operationalize LLR
consists of estimating two independent ordinary least squares linear regressions, using
only observations contained within a window of width h (where h > 0 is the bandwidth):
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A. Left Side (Control): Fit a line for observations below the cutoff within the neigh-
borhood ¢ — h:
Yi=a+06-(Zi—c)+e ifc—h<Z <c. (12.166)

When the running variable approaches the cutoff from the left (Z; 1 ¢), the conditional
term (Z; — ¢) converges to zero. Thus, the left limit of the realized outcome (Y ) is
captured directly by the estimated intercept:

liglE[Yi | Z; = 2] = . (12.167)

B. Right Side (Treatment): Fit a line for eligible observations located within the
post-cutoff neighborhood ¢ + h:

Yi=a,+06.-(Zi—c)+e ifte<Z;<c+h. (12.168)

Analogously, when approaching the cutoff from the right (Z; | ¢), the term (Z; — ¢) zeroes
out, so the intercept estimates the right limit (Y1):

liinE[Y; | Z; = 2] = a. (12.169)

In Sharp RDD, the local average treatment effect (7) is obtained directly by the simple
arithmetic difference between the two estimated intercepts:

T=a—q. (12.170)

Definition 12.5.7 (Unified Regression Specification). For statistical inference purposes
(calculation of robust standard errors, hypothesis tests, and covariance matrices), the
applied literature has consolidated LLR estimation into a single integrated regression
equation. This is done by combining both sides through interactive terms with the
treatment indicator T; = I{Z; > c}:

Yi=a+7-Ti+06-(Zi—c)+~v- T, (Zi—c)+e ifc—h<Z;<c+h (12.171)

In this unified specification:

e (y is the intercept estimating the counterfactual control value at the left boundary
¥Y).

o 7 is the coefficient associated with the eligibility dummy 7}, capturing the vertical
jump (discontinuity) at the cutoff, which directly represents the treatment
effect.

o [ is the local slope of the regression line estimated for the control group.

e v = (B, — ) is the interaction term capturing the change in slope of the line when
crossing the cutoff, allowing the trajectory of the conditional outcome to behave
asymmetrically on each side of the threshold.

The main analytical advantage of this unified specification is that the local average
treatment effect (7) and its associated robust standard error are estimated
directly in a single regression, without the need for algebraic post-processing or Delta
Method for the difference of intercepts from separate regressions.
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The flexibility provided by the interactive term v - T; - (Z; — ¢) is of vital econometric
importance: if the model omitted this interaction (forcing v = 0), any change in the
actual slope of the function E[Y; | Z;] around ¢ would be incorrectly projected as a vertical
discontinuity 7, introducing severe functional specification bias.

Remark 12.5.15 (Estimation via Weighted Least Squares and Kernels). The estimation of
the unified model above is operationalized by Weighted Least Squares (WLS), where
the weight assigned to each observation is determined by a Kernel function K(-) that
penalizes observations distant from c:

Z; —

w; = K ( C) . (12.172)
h

If we use the Rectangular Kernel (uniform weight w; = 1 for all observations within

the window h), WLS estimation is equivalent to estimating a regression by conventional

Ordinary Least Squares (OLS) strictly restricted to the subsample limited by the interval

[c — h,c+ hl.

In summary, centering at the cutoff (Z; — ¢) is an indispensable mathematical transforma-
tion that simplifies the local identification problem of RDD, allowing estimation of the
causal impact of the program and obtaining its statistical significance directly, without
the need for additional calculations of extrapolated limits of curves.

12.5.7.1 Fuzzy RDD via Two-Stage Least Squares (2SLS)

Remark 12.5.16 (2SLS Implementation for Fuzzy RDD). In the Fuzzy Regression
Discontinuity Design (Fuzzy RDD), the presence of non-compliance causes the
effectively received treatment status (denoted by 7;) to differ from the eligibility indicator
(denoted by D;, where D; = I{Z; > ¢}). Since individuals self-select into or out of the
program based on unobservable characteristics, the realized treatment 7; becomes
endogenous, invalidating estimation by direct Ordinary Least Squares (OLS).

To overcome this local endogeneity problem, Fuzzy RDD is estimated equivalently as a
Two-Stage Least Squares (2SLS) model, using the eligibility dummy D; as a local
exogenous instrument for treatment 7; within a window h around the cutoff:

1. The First Stage. Model the conditional probability of receiving effective treatment
as a function of the exogenous cutoff indicator D;, flexibly controlling for the running
variable on both sides of the threshold:

where parameter 0 identifies the jump in the probability of realized treatment
exactly at the cutoff. From this model, obtain the projected (predicted) value of realized
treatment: T;.

2. The Second Stage. Estimate the structural outcome equation substituting the
endogenous realized treatment 7; with the exogenous predicted value T; obtained in the
first stage:

Yi=ag+7p-Ti+ B0 (Zi—c)+ By - Ti - (Zi — ¢) + & (12.174)

where 7¢p consistently identifies the Local Average Treatment Effect (LATE) ex-
clusively for the subpopulation of local compliers located at the margin of the
cutoff.
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Wald Equivalence. If the researcher uses the same window width A to estimate the
first and second stage equations, the 2SLS estimator for mwp is numerically identical to
the local Wald ratio, which divides the observed jump in the outcome by the observed
jump in treatment probability at the cutoff:

Y* —Y~  Discontinuity of Y at ¢
T+ —T-  Discontinuity of T at ¢’

fop = (12.175)

Operationalization under the 2SLS framework considerably simplifies statistical inference,
allowing standard econometric software to calculate robust standard errors and test
statistics directly and asymptotically correctly in the presence of the estimated first stage.

12.5.7.2 Rejection of High-Order Global Polynomials

Remark 12.5.17 (Econometric Rejection of Global Polynomials). The estimation of the
treatment effect in an RDD constitutes, by definition, a boundary estimation problem
of the running variable support. In traditional applied econometrics, it was common
to use high-order global polynomials (such as quadratic, cubic, or higher-degree terms
fitted to the entire sample) under the argument of flexibly capturing non-linearities and
ensuring robustness of estimates. However, recent theoretical developments in boundary
econometrics—strongly synthesized by Gelman and Imbens (2019)—strongly discourage
this practice.

The main econometric reasons for rejecting the use of high-order global polynomials in
RDD include:

1. Extreme Variance at the Boundary: Series and global polynomial estimators
exhibit excessively high variance in the vicinity of boundary points (support
limits). Since RDD is precisely based on estimating the jump at the cutoff (which
functions as the boundary for the one-sided limits on the left and right), this high
sample variability compromises the precision and reliability of the estimator in the
neighborhood of the cutoff. In contrast, the Local Linear Regression (LLR)
estimator presents much superior statistical properties for boundary estimation,
being the standard and recommended technique in the literature.

2. Numerical Instability and Quasi-Collinearity: As the degree p of the global
polynomial increases, OLS estimation faces severe numerical instability problems.
This occurs because powers of the running variable (X;, X2, X3 ..., X?) become
highly correlated with each other, causing the moment matrix X’X to approach
singularity. In computational practice, this frequently results in rounding errors and
matrix inversion failure messages.

3. Erratic Behavior and Sample Sensitivity: High-order polynomials produce
extremely erratic estimates in the tails, behavior that accentuates as the polynomial
degree increases. The variance of estimation grows very rapidly with the number
of polynomial terms (K), requiring that model complexity be strictly controlled
and limited. Attempting to compensate for non-linearities by arbitrarily raising the
order of the global polynomial introduces artificial fluctuations (spurious jumps and
oscillations) that distort the sign and magnitude of the estimated treatment effect
at the cutoff.
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For these reasons, while alternative estimators such as Nadaraya-Watson (local constant)
suffer from systematic boundary bias, and global polynomials suffer from prohibitive
variance, Local Linear Regression consolidates as the preferred methodological
approach widely used to ensure the internal validity of RDD.

12.5.8 Bandwidth Selection and the Bias-Variance Trade-off

Remark 12.5.18 (Optimal Bandwidth Selection). The choice of bandwidth A embodies
the fundamental bias-variance trade-off of RDD:

o Small h: Reduces bias (units are closer to ¢, approximation to the limit is better)
but increases variance (fewer observations).

« Large h: Reduces variance (more observations) but increases bias (functional form
approximation deteriorates away from c).

Imbens and Kalyanaraman (2012) derive the MSE-optimal bandwidth that balances
these forces. Calonico, Cattaneo, and Titiunik (2014) propose bias-corrected
confidence intervals that account for the estimation error in bandwidth selection, ensuring
valid inference even when the bandwidth is data-driven.

12.5.8.1 The Bias-Variance Trade-off: Formal Decomposition

Remark 12.5.19 (Geometry of Window Margins). The behavior of the local estimator with
respect to the magnitude of h can be decomposed into two operational extremes:

A. Excessively Wide Window (Oversmoothing). When the researcher chooses
an arbitrarily large h, the local regression begins to incorporate observations located
geographically very far from the cutoff point c.

« Advantage (Low Variance): By including a substantial volume of data in the
least squares estimation, the effective sample size (N},) increases significantly. This
drastically reduces the sample variability of the estimator, resulting in very narrow
standard errors and highly stable estimates (high precision).

» Disadvantage (High Bias): The assumption that the conditional expectation
function (CEF) E[Y; | Z;] behaves linearly ceases to be a reasonable approximation as
we move away from the threshold c. If the true structural relationship is curvilinear
(non-linear), imposing a linear adjustment over a wide window will generate severe
specification bias. The global linear model will fail to track the actual curvature
of the data, projecting the distant non-linear slope as if it were a spurious vertical
jump (bias) exactly at the cutoff point.

B. Excessively Narrow Window (Undersmoothing). At the other extreme, restrict-
ing estimation to a very small interval h forces the estimator to compute local means
almost exclusively over observations glued to the boundary of c.

« Advantage (Low Bias): In an infinitesimal neighborhood around the cutoff, any
smooth continuous function behaves in an approximately linear manner. Thus,
approximating local behavior by straight lines becomes a representation almost free
of functional specification bias. This scenario approaches the theoretical ideal of the
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quasi-experiment, where treated and controls at the margin differ only by stochastic

luck.

« Disadvantage (High Variance): By drastically reducing the active sample size
(Ny), the standard error of the RDD estimator explodes. Few data points in
the neighborhood generate highly noisy and erratic estimates, making the causal
coefficient extremely sensitive to fluctuations and random noise from small samples
(high imprecision).

Theorem 12.5.4 (Asymptotic Integrated Mean Squared Error (AIMSE)). To formalize
this balance, we analyze the behavior of the Asymptotic Integrated Mean Squared
Error (AIMSE) of the local RDD estimator (Ogrpp):

AIMSE(h) = Asymptotic Variance + Asymptotic Bias®. (12.176)

Under regularity hypotheses and using a local polynomial of order p = 1 (Local Linear
Regression) with a symmetric Kernel function, the asymptotic decomposition of the error
is expressed by:

1 Rg (o)  o*(c) 4 [Fok IRSE

AIMSE(h) ~ — - h-[ K (AN ot }’
W~ N Flo (f(c+) e )T 5 () = m ()
Asymptotic Variance < O((Nh)~1) Quadratic Asymptotic Bias o< O(h*)

(12.177)

where:

o N is the total sample size, and f(c) is the marginal density of the running variable
at the cutoff point.

o 0%(c") and 0(c™) are the conditional variances of the outcome to the right and left
of the threshold, respectively.

e Rxk = [K*(u)du and ko = [u?*K(u)du are geometric penalization constants
associated with the Kernel function used.

o« m"(c") and m”"(c™) represent the second derivatives (curvatures) of the true
conditional regression function of potential outcomes with respect to the running
variable at the margin of the cutoff.

Analysis of limiting terms:

1. If h — 0: The quadratic bias term, governed by h*, converges rapidly to zero.
Howewver, the variance term explodes at a rate of 1/(Nh), since the local sample
denominator collapses.

2. If h — oo: The sample variance error is minimized at the rate of 1/N, but the
quadratic bias grows exponentially under the force of h*, multiplying the approzima-
tion error if there are sharp curvatures in the counterfactual functions (m”(c) #0).

The theoretical optimal bandwidth (h*) is obtained by deriving the AIMSE loss function
with respect to h and setting it equal to zero, resulting in an optimal window proportional
to the sample rate of N~/5:

Residual Variability 1/5 1
o N5, 12.1
> (Cur’uature [m”(c)]? - N) o Of ) ( 78)
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This relationship formalizes that the ideal window should be narrower in large samples
(where variance can be sacrificed in favor of bias reduction) and when the true regression
function exhibits strong curvature (high second derivatives) near the cutoff.

12.5.8.2 Cross-Validation Bandwidth Selection

Remark 12.5.20 (Leave-One-Out Cross-Validation (LOO-CV)). The determination of the
optimal window (h) in RDD requires data-driven methods to avoid arbitrary choices by
the researcher. The Leave-One-Out (LOO) Cross-Validation algorithm, formalized
for the RDD context by Imbens and Lemieux (2008), stands out as one of the main
non-parametric solutions to optimize this trade-off.

Algorithmic Mechanics. The essence of LOO cross-validation consists of measuring
the out-of-sample predictive capacity of different windows h, estimating successive local
regressions where each observation ¢ is systematically excluded from the estimation step.

For each observation ¢ in the panel of size N, the algorithm executes the following steps:
1. Unit Exclusion: Remove the i-th observation (Y, 7Z;) from the dataset.

2. Definition of Local Neighborhood: For a window of width h, select only
observations j # i that are within the local neighborhood of Z;, i.e., Z; € [Z; —
h, Z; + h].

3. Local Estimation and Prediction: Fit the local regression model (linear or local
constant) using this subset of data of size N — 1. From the estimated coefficients,
compute the predicted value for the omitted observation, denoted by Y, "(Z;).

4. Calculation of Prediction Error: Define the out-of-sample prediction error as:

éi(h) =Y; =Y, 7). (12.179)

Repeating the procedure iteratively for all N observations in the sample, we define the
outcome cross-validation criterion function, represented by the Predictive Mean

Squared Error:
1 X » 2
CV(h) =+ 3 (vi = Y,7(2)) " (12.180)

i=1

In RDD practice, the applied literature frequently restricts the summation in C'Vy (h)
to observations located reasonably close to the cutoff point ¢ (e.g., within a predefined
maximum window), ensuring that the selected bandwidth optimizes local predictive
capacity precisely where the treatment effect will be identified (at the cutoff boundary).

The optimal cross-validation window (h3.) is defined as the argument that minimizes
this predictive loss function:
hy = arg min C'Vy (h), (12.181)
h>hy

where h; > 0 represents a lower limit (minimum window) imposed by the econometrician
to prevent the algorithm from evaluating excessively narrow windows, which would suffer
from local sample degeneration and infinite variance due to lack of sufficient degrees of
freedom to estimate the intercepts.
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Optimization and Numerical Solution. Since the function C'Viy-(h) is typically non-
linear and does not exhibit a closed analytical solution, the global minimum point A3
must be computed through numerical procedures:

e Grid Search: Create a discrete grid of potential values for the window, H =
[h1, ha, ..., hy]. The criterion CVy (h;) is evaluated at each point j, and the lowest
value is selected. The graphical behavior of C'Vi-(h) against h is plotted as an essential
diagnostic to verify convexity and the existence of a unique global minimum.

e Golden-Section Search: An asymptotically faster and computationally more
efficient two-dimensional numerical search algorithm than traditional grid search.

In the asymptotic limit, the cross-validation estimator is an unbiased approximator of
the Integrated Mean Squared Error (IMSE), guaranteeing consistency properties in
model selection without the need to impose restrictive assumptions such as conditional
homoscedasticity.

12.5.8.3 Cross-Validation in Fuzzy RDD

Remark 12.5.21 (Independent Windows for Outcome and Treatment). In the Fuzzy
Regression Discontinuity Design (Fuzzy RDD), identification of the local average
causal effect (LATE) ceases to be computed by a single discontinuity in the outcome and
becomes defined as the ratio between two distinct vertical jumps at the cutoff
point c:

1. The Outcome Discontinuity (Reduced Form): The vertical jump in the
conditional expectation of the realized outcome, E[Y; | Z;], at the cutoff boundary.

2. The Treatment Discontinuity (First Stage): The vertical jump in the con-
ditional expectation of the effectively received treatment (i.e., the probability of
treatment), E[T; | Z;], when crossing the eligibility threshold.

From the perspective of non-parametric estimation, the researcher needs to locally approxi-
mate two fundamentally different regression functions with respect to the running variable
Z;. Since each of these conditional relations has its own theoretical curvature (second
derivatives), residual variance, and data density, isolated application of the Leave-One-
Out Cross-Validation (LOO-CV) algorithm results in two potentially very distinct
optimal data windows.

Mathematical Formulation of Independent Windows. To determine the bandwidths
in a purely data-driven manner, independently estimate the predictive loss functions for
the realized outcome (Y;) and the realized treatment status (7;):

A. Optimal Window for the Outcome ()} ):

CVy(h) = (vi - ff;"(zi)f = hy = argmin CVy (h). (12.182)

2]~

i=1
B. Optimal Window for Treatment Probability (h}):

1 Y .
CVr(h) = 3 (T - T7(2)) = by =arg min C'Vi (h). (12.183)

=1
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The Dilemma of Inference with Asymmetric Windows. The existence of two
independent optimal windows, hj and h}., creates a methodological impasse in the
estimation of the local Wald ratio:

2o Gey(hy) — iy (hy)
FRD = > " S )
Y (W) — A0 (h)
Although using distinct windows for the numerator and denominator is theoretically
conceivable, the applied econometric literature discourages this practice due to two severe
complications:

(12.184)

o Complexity of Asymptotic Theory: The combination of two boundary local
estimators based on different convergence rates and data windows destroys the
simplicity of the Wald ratio limit distribution, making asymptotic variance formulas
extremely complex.

e Local Sample Inconsistency: By estimating the numerator and denominator in
geometrically misaligned local subsamples, the property that two-stage least squares
(2SLS) coefficients exactly coincide with the local Wald ratio is lost, impairing the
interpretability of classical instrumentation.

The Imbens and Lemieux (2008) Minimum Rule. To circumvent these operational
obstacles and ensure the statistical robustness of the estimator, Imbens and Lemieux
(2008) suggest specifying a single common window applied simultaneously to both
the outcome regression and the treatment regression.

To define this common smoothing parameter under a conservative perspective of error
control, the authors propose selecting the smallest bandwidth window among the two
independent windows calculated by cross-validation:

Pfussy = min (hy, hy) . (12.185)
Why Prioritize the Smaller Window (Undersmoothing)? The econometric intu-
ition behind this choice asymmetrically relies on the consequences of deviations in the
bias-variance trade-off:

1. Protection Against Asymptotic Bias (Primary Risk): Local specification
bias arises when the window is wide enough that first-degree polynomials cannot
track sharp curvatures in the conditional functions. Since RDD identifies the causal
effect strictly at the boundary limit, asymptotic bias constitutes the most
severe threat to estimator consistency. Choosing the smallest window (min)
forces both regressions to operate under the most restrictive window, minimizing
biased approximation in the component that exhibits greater non-linearity near the
cutoff.

2. Controlled Sacrifice of Variance (Secondary Risk): The cost of adopting the
smaller window is a marginal loss of precision (increase in sample variance), due to
the smaller number of local observations incorporated in the estimation. However,
from the perspective of causal identification, the literature prioritizes asymptotic
consistency (internal validity free of bias) over small-sample statistical efficiency.

By adopting hAfy,,,, the researcher reestablishes the exact mathematical equivalence
between the Fuzzy RDD estimator and the local Two-Stage Least Squares (2SLS) model,
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enabling the calculation of asymptotically consistent standard errors and robust to
heteroscedasticity directly.

12.5.8.4 Asymptotic Optimal Selectors: IK and CCT

Remark 12.5.22 (Imbens-Kalyanaraman (2012) Plug-in Algorithm). Although the Cross-
Validation algorithm is a robust and non-parametric data-driven tool, modern econometric
literature has advanced in developing window selectors based on direct analytical
minimization of Mean Squared Error (MSE) or Coverage Error. Among the
frontier asymptotic approaches, the selectors developed by Imbens and Kalyanaraman
(2012 — IK) and by Calonico, Cattaneo and Titiunik (2014 — CCT) stand out,
consolidated as the most applied analytical and computational standards in empirical
research.

The Minimization Target: Combined MSE of Both Regressions. To deduce
an optimal selector based on plug-in, the first step consists of defining a mathematical
loss function to be minimized. Instead of focusing only on the jump effect Trpp, the
Imbens-Kalyanaraman (IK) estimator seeks to choose a bandwidth window h that
minimizes the combined Mean Squared Error of the estimates of the two conditional
regression functions, M (c) and Mmg(c), estimated at the boundary of the cutoff point c:

MSE(h) = E [(17(c) — mi(c))* + (o(c) — mo(c))” | 2] . (12.186)

Under the local regularity hypotheses of Sharp RDD, the second-order asymptotic ap-
proximation for the bias and variance of each Local Linear Regression (LLR) estimator
with symmetric Kernel function K(-) provides:

« Quadratic Asymptotic Bias (squared): Bias®(r(c)) ~ h*- {”22”{ -m) (c)}2 for
t € {0,1}.

« Asymptotic Variance: Var(iy(c)) ~ 7 - j?(f) -o(c) for t € {0,1}.

Summing the components, the theoretical optimal bandwidth Ak that minimizes MSEk
is analytically expressed by:

. 03(c) + 03 (c) M s
i = Cx <f<c>~[(ma'<c>>2+<ma<c>>21> N (12.187)

1/5
where Ci = <,Z§K > is a known constant dependent only on the chosen Kernel (e.g.,
2K

Ck = 3.437 for the Triangular Kernel).

The IK Plug-in Algorithm. Since the structural parameters of the local population
(f(c), o2(c), and curvatures m{(c)) are unknown, the IK algorithm operationalizes an
estimation routine in three plug-in stages to consistently estimate each term of the
theoretical formula:

« Stage 1: Estimation of Density and Local Variances. The density f(c) is
estimated at the cutoff point through a simple Kernel estimator with a global pilot
window (Silverman’s rule of thumb). The conditional variances to the left and right
of the cutoff, 52(c) and 67(c), are computed from the residual variance of local linear
regressions in a preliminary neighborhood.
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« Stage 2: Estimation of High-Order Curvatures (The Pivot). The estimation
of second derivatives m}(c) is the most sensitive phase of the algorithm.

1. To avoid specification bias, first estimate the third derivatives (m}’(c)) by

fitting a global cubic polynomial over the entire sample.

2. With these estimates, calculate an ideal pilot window for the second
derivative (hy), based on the formulas of Fan and Gijbels (1996).

3. Using the window hs, estimate the local second derivatives mj(c) and my(c)
through local quadratic regressions fitted on each side of the cutoff.

+ Stage 3: Calculation of Final Optimal Window. All estimated parameters
are inserted into the equation for hjyk, generating the final optimal bandwidth hixk,
which converges asymptotically to the MSE minimum at a sample rate of O(N~1/5).

Remark 12.5.23 (Calonico, Cattaneo, and Titiunik (2014): Robust Bias Correction).
Despite the asymptotic optimality of the IK algorithm for point estimation, Calonico,
Cattaneo, and Titiunik (2014) identified a serious statistical limitation regarding
inference (hypothesis tests and confidence intervals) under MSE-optimal windows.

The Problem of Non-Negligible Bias. When using the optimal window h* oc N~1/5,

the bias and standard error of the RDD jump estimator converge to zero at exactly the
same asymptotic rate (O(N~2/%)). Consequently, the distribution of the conventional
standardized estimator is not centered at zero:

Trop(h*) — T 4
SE(Fupp (7)) N(B,1) where B # 0. (12.188)

This causes conventional confidence intervals to suffer from severe undercoverage
(empirical rejection rates much higher than the nominal significance level «).

The CCT Solution: Robust Bias Correction (RBC). To solve this pathology, CCT
developed the Robust Bias-Correction (RBC) methodology, structured under two
pillars:

1. Bias Estimation with Differentiated Pilot Window (b): The local RDD
estimator is corrected by explicitly subtracting an estimate of the second-order bias,
computed using a pilot window b (where the ratio b/h is optimized to minimize
approximation error).

2. Variance Adjustment of the Correction: Since the bias correction term itself
is a sample estimate, it has its own stochastic variability. CCT’s crucial innovation
was incorporating the variance and covariance of the estimated bias term
directly into the final standard error formula.

The resulting robust test statistic, defined by:

7sc(h,b) — T

d
SEs (D) N(0,1), (12.189)

Trpc =
corrects the asymptotic displacement without uncontrollably inflating the variance in
finite samples. The CCT selectors (available in the econometric package rdrobust)
simultaneously provide the optimal estimation window A and the bias pilot window b,
consistently minimizing the coverage error of confidence intervals.
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12.5.9 RDD with Covariates
12.5.9.1 Motivations and Control Mechanics

Remark 12.5.24 (Precision Gains and Variance Reduction). One of the most elegant
methodological properties of the Regression Discontinuity Design (RDD) is that the
inclusion of baseline covariates is not necessary for identification of the conditional
average treatment effect at the cutoff point. If the hypotheses of continuity of conditional
regression functions of potential outcomes at ¢ are satisfied, the observed discontinuity in
the realized outcome perfectly identifies the causal impact non-parametrically.

However, in applied econometrics, control for pre-treatment observed characteristics (X;)
is widely employed due to two fundamental reasons: statistical precision gains and
robustness validation.

The Mechanism of Residual Variance Reduction. In a local RDD specification, the
precision of the discontinuity parameter estimate (7) is directly linked to the conditional
variance of the error (residual noise of the equation) in the neighborhood of the cutoff

point, denoted by o2(c) or s%.

When we estimate the vertical jump without incorporating additional controls, all the
variability of the outcome Y; that is not explained by the running variable Z; is thrown
directly onto the residual error term w;. If the outcome presents high intrinsic variability,
the residual variance will be elevated.

By introducing into the model a vector of pre-treatment covariates X; that are strong
predictors of the outcome (such as the history of grades from previous years in
educational impact studies), these variables systematically capture part of this unexplained
variability. The mathematical impact of this adjustment is direct:

e The Sum of Squared Residuals (SSR) of the local regression is drastically
reduced.

o The standard error of the estimator (SE(7)), which is proportional to the estimated
residual variance s, decreases proportionally.

« Confidence intervals become narrower and the statistical power of hypoth-
esis tests is expanded, allowing detection of statistically significant effects even
in local windows with restricted samples.

It is crucial to highlight that this efficiency gain strictly depends on the real predictive
power of the covariates. As demonstrated by multiple regression theory, the inclusion
of weak or irrelevant covariates that do not explain the outcome does not reduce the
residual variance sufficiently to compensate for the loss of degrees of freedom, possibly, on
the contrary, inflating the estimated standard errors.

Point Estimate Behavior under Large Samples. In terms of point estimation,
RDD with covariates behaves analogously to a randomized controlled trial (RCT). Due to
the premise of local ignorability, individuals located immediately above and below the
eligibility threshold are identical in all observable and unobservable characteristics on
average.

Since covariates X; are locally balanced at the cutoff point, the vector X; is orthogonal
to the local eligibility status. Thus, in sufficiently large samples, the inclusion of
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X, does not alter the point estimate of 7. The inclusion of variables cleans the
background noise of the sample without introducing bias, operating in a strictly beneficial
manner for the asymptotic efficiency of the estimator.

Remark 12.5.25 (Correction of Local Imbalances in Finite Samples). Although the asymp-
totic identification of the treatment effect in a Sharp RDD is based on the premise that
individuals in the neighborhood of the cutoff point are, on average, identical in all their
characteristics, the reality of empirical applications imposes the challenge of working with
finite samples. Under samples of limited size, local quasi-randomization at the cutoff
boundary may fail to produce perfect balancing, allowing the emergence of small random
imbalances in baseline observable characteristics between groups immediately above
and below the threshold ¢. The introduction of exogenous covariates in the local regression
model acts directly to correct these sample fluctuations, shielding the estimator from
stochastic noise and stabilizing local consistency.

The Origin of Imbalances in Finite Samples. Theoretically, under the hypothesis of
local ignorability, treatment assignment at the margin of the cutoff point is governed by
chance, mimicking the internal validity properties of a randomized controlled trial (RCT).
In asymptotic terms (as N — o0), the conditional expectation of any pre-treatment
covariate X; is perfectly continuous around the cutoff:

zle zTe

However, in finite samples, the empirical distribution of control variables may present
small asymmetries and purely fortuitous mean deviations on each side of the threshold. If
a baseline covariate Xy; that exhibits a fortuitous sample imbalance is correlated with
the outcome Yj;, the simple comparison of local means will inherit a small-sample bias,
distorting the true vertical jump 7.

By incorporating the vector of covariates X; directly into the local regression equation, the
econometrician purges the discontinuity estimator of this stochastic noise. The
covariates absorb the marginal variations of the outcome that are explained by punctual
differences in baseline attributes, neutralizing the impact of casual imbalances on the
treatment effect estimate.

Mathematical Formulation with Covariate Adjustment. The integration of baseline
covariates X; into the unified Local Linear Regression (LLR) model is modeled by the
following weighted specification:

Yi=a+7-Ti+08-(Zi—c)+v-Ti- (Zi—c)+ X0+ ifc—h<Z; <c+h (12.191)

where X is a vector of pre-treatment covariates centered in relation to their local sample
mean, and 6 represents the vector of linear association coefficients with the outcome.

Under this specification, the point estimator 7 remains asymptotically equivalent to the
estimator without covariates, since the vector X; is locally orthogonal to the treatment
variable T} due to the continuity of potential outcomes and baseline characteristics at the
cutoff. However, in finite samples:

e The term X0 actively corrects any non-null residual covariance between pre-
treatment characteristics and the eligibility variable generated by the limited sample
size.
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o The point estimator of the causal jump becomes statistically more stable and
robust to marginal variations in the choice of the bandwidth window h.

12.5.9.2 The Danger of Bad Controls

Remark 12.5.26 (Bad Controls and Selection Bias). Although the inclusion of exogenous
and pre-treatment baseline covariates is beneficial for increasing statistical precision and
mitigating imbalances in finite samples, the introduction of variables measured after policy
implementation requires extreme caution. In the microeconometric literature, variables
that are measured or determined concomitantly with or after treatment allocation
are called bad controls. The inclusion of these variables in the local regression model of
an RDD destroys the internal validity of the design, reintroducing the selection bias that
the quasi-experiment had originally eliminated.

What Defines a “Bad Control”? The fundamental distinction between a valid control
and a bad control does not reside in its correlation with the outcome, but rather in its
causal precedence relationship with the treatment:

« Valid Controls (Good Controls): Are baseline covariates or fixed demographic
characteristics (such as gender, race, or age) that cannot have been influenced
by the treatment, since their determination occurred at a chronologically prior
moment to the start of the program.

« Bad Controls: Are intermediate outcome variables that were or may have been
altered directly or indirectly by the intervention.

The Intuition of Artificial Selection Bias (Angrist-Pischke Decomposition). To
mathematically understand the collapse of identification, consider evaluating the impact of
a professional training program on individuals’ income (Y;). The treatment T; (eligibility
around a cutoff point) affects income, but also increases the probability of the individual
obtaining formal employment (denoted by the binary variable S; € {0, 1}, which represents
post-treatment employment status).

If the researcher, in an attempt to analyze the “direct effect on the salary of those
employed,” decides to control for the variable S; in the regression, they will be incurring
the bad control problem.

Following the potential outcomes framework, each individual has potential employment
states: S;(1) under treatment and S;(0) under control. By conditioning the analysis on
the subsample of individuals effectively employed (.S; = 1) on both sides of the cutoff, the
observed difference in means will be expressed by:

E[Y; |Ti=1,5=1-E[Y; | T;=0,5; = 1]. (12.192)

Substituting the realized outcomes with the corresponding potential outcomes, this
expression is equivalent to:

E[Y,(1) | T; = 1,5,(1) = 1] ~ E[,(0) | T, = 0,5,(0) = 1].. (12.193)

Treated Employed Controls Employed

Even if RDD guarantees local quasi-randomization of treatment at the boundary of ¢ (so
that global potential expectations are identical, E[Y;(d) | T; = 1] = E[Y;(d) | T; = 0]), the
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equality does not hold when we condition on .S;:

E[Y;(0) | T; = 1, S;(1) = 1] # E[Y;(0) | T; = 0, Si(0) = 1]. (12.194)

Why Does This Inequality Occur? The composition of employed groups on each side
of the cutoff is latently different:

« Employed Control Group (5;(0) = 1): Is composed strictly of individuals who
would find employment even without the program’s help (individuals with high
motivation, ability, or exceptional contact networks—the so-called always-takers of
employment).

« Employed Treatment Group (5;(1) = 1): Is composed of a mixture of two types
of people:

— Those who would get a job anyway (the always-takers).

— Those who only got a job because they received the professional training
provided by the program (the compliers of employment).

Since training expanded employment, the group of treated employed begins to include
individuals of lower relative ability or motivation (who needed the program’s incentive to
get employed) compared to the employed control group. Consequently, by conditioning
on S; = 1, we are comparing a highly selected control group with a treatment group
of inferior average composition. This generates an artificial negative selection bias,
severely underestimating the true wage impact of the policy.

Implications for the RDD Specification Rule. In the Regression Discontinuity
Design, the specification rule for covariates must be rigorous:

e Golden Rule: The vector of control characteristics X; must be composed strictly
of exogenous pre-treatment variables.

o If there is suspicion that a covariate was affected by the intervention, it should be
excluded from the main outcome regression and treated, if necessary, as a secondary
outcome variable to evaluate causal transmission mechanisms (mediation analysis).

12.5.9.3 Covariates as a Robustness Test

Remark 12.5.27 (The Point Estimate Stability Theorem). Under the null hypothesis
that RDD is a valid research design, individuals located immediately above and im-
mediately below the eligibility threshold ¢ are statistically equivalent, differing only by
marginal stochastic chance (local common support and local ignorability). This local
quasi-randomization implies that the vector of baseline characteristics X; must be perfectly
balanced in the neighborhood of the cutoff point.

From an asymptotic perspective, the local orthogonality between exogenous covariates
and eligibility status 7; dictates that:

phm (Twith covariates — Twithout covariates) =0. (12195>

That is, in sufficiently large samples, the inclusion of the vector X; in the RDD
local linear model should not statistically significantly alter the point estimate
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of the causal effect (7). The coefficient should remain stable, ideally recording only a
reduction in its associated standard error and the consequent narrowing of its confidence
intervals due to purging the residual variability of the outcome.

Symptoms of Violation of Identification Premises. If, when estimating the unified
equation with exogenous covariates, the researcher observes a substantial displacement
in the estimated causal coefficient (7)—such as sign inversion, severe loss of magnitude,
or erratic fluctuations under different sets of controls—there are strong indications
that the fundamental premises of continuity or non-manipulation have been
violated. Econometrically, this displacement points to two serious structural pathologies:

A. Coexistence of Competing Policies (Lack of Local Exclusion). If the point
estimate of the vertical jump systematically changes with the inclusion of baseline co-
variates, it is likely that other institutional rules, tax benefits, or concurrent assistance
programs operate under the same cutoff point c. Under this specification violation, the
discontinuities of other outcomes and covariates are confused with the effect of the in-
tervention analyzed, revealing that the observed vertical jump in Y; at the cutoff
cannot be isolatedly attributed to the treatment of interest.

B. Systematic Manipulation and Self-Selection (Sorting). When individuals have
the capacity to predict the eligibility threshold ¢ and hold control (even if partial) over
their running variable Z;, they tend to actively manipulate their scores to deliberately
position themselves on the most advantageous side of the cutoff.

This systematic manipulation induces an artificial discontinuity in the density of
the assignment variable and, simultaneously, breaks the premise that individuals at
the margin of ¢ are equivalent in unobservable and observable variables. The extreme
sensitivity of 7 to the insertion of X; reflects, in finite samples, this imbalance and local
selection bias.

Graphical and Statistical Operationalization of the Robustness Test. To formalize
the validation of specification robustness, the applied literature recommends that the
researcher adopt two rigorous statistical routines:

1. Tabular Sensitivity to Control Blocks: Present a regression table where the
LLR estimator is computed iteratively, adding progressive blocks of exogenous
baseline covariates (such as demographic controls, socioeconomic controls, and
lagged outcomes). The design is considered robust if variations in 7 are statistically
null.

2. RDD Regression on Baseline Covariates (Balance Test): Estimate the same
unified LLR equation, but substituting the outcome variable Y; with each of the
baseline covariates Xi; as the dependent variable:

Xei=ape+7- T+ P - (Zi =)+ - T - (Zi — ) + up. (12.196)

Under the hypothesis of RDD validity, one expects that 7 is not statistically
different from zero for any covariate k (7 ~ 0), graphically and statistically
proving that baseline characteristics pass continuously through the cutoff point,
without registering spurious vertical discontinuities at the boundary.
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12.5.9.4 Nonparametric Approach with Covariates

Definition 12.5.8 (Local Common Support of Covariates at the Threshold). In applied
econometric practice, the introduction of covariates in Regression Discontinuity Designs
(RDD) is traditionally conducted in an ad-hoc manner, through simple additive linear
specifications or low-order polynomials in the assignment variable. However, when
formalizing fully non-parametric modeling with covariates, the impact evaluation
literature requires the rigorous definition of local distributional assumptions to ensure
consistent identification of the local average causal effect (LATE). The central premise
of this approach is the hypothesis of local common support of covariates in the
neighborhood of the cutoff point.

Mathematically, the support of a random variable corresponds to the smallest closed set
of values that concentrates probability of occurrence equal to 1. In the context of global
matching on observables, the overlap hypothesis (common support) establishes that for
each value of exogenous covariate X, the probability of treatment must be strictly positive
and less than 1 (i.e., 0 < Pr(7; = 1| X;) < 1). This guarantees the coexistence of treated
and control units over the entire support of X. In Sharp RDD, since the global probability
of treatment jumps deterministically from exactly 0 to 1 at the cutoff point, this global
overlap premise is violated by design.

Non-parametric modeling of RDD with covariates circumvents this violation by limiting
the overlap premise to an infinitesimal local boundary. To formalize this assumption,
let N. be a symmetric neighborhood of radius € > 0 around the eligibility threshold z,.
This neighborhood is partitioned into two subsets on each side of the cutoft:

o NI ={z:2> 2,2z € N.}, representing the right side (eligibility /treatment group
at the margin);

o N7 ={z:2< 2,2 € N.}, representing the left side (control group at the margin).

The Local Common Support Hypothesis (also denoted as RDD-4 (i) hypothesis in
the non-parametric approach) postulates that the supports of baseline covariates X must
coincide perfectly when the width of this limit data window converges to zero:

lim Supp(X | Z € NI) = lim Supp(X' | Z € N7). (12.197)

This hypothesis guarantees that, in the limit of approximation to the cutoff point, the
distribution of observable characteristics of individuals located immediately above and
immediately below the threshold shares exactly the same population support.

The methodological necessity of this premise derives directly from the mechanics of
non-parametric identification of RDD:

1. Recovery of Unconditional LATE: RDD initially estimates effects conditional
on the vector of characteristics, i.e., E[Y;(1) — Y;(0) | X; = x, Z; = zy]. To recover
the unconditional LATE at the boundary, the estimator requires integrating these
conditional expectations with respect to the marginal distribution of covariates.

2. The Collapse of the Local Counterfactual: If the support of X differs between
the two sides of the threshold at the margin, mathematical integration becomes
unfeasible for regions without common support, since there will be some subpopu-
lation with specific observable characteristics present on one side of the cutoff for
which there is no equivalent local counterfactual on the other side.
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3. Redefinition of the Estimand: Under the failure of local common support,
the researcher is mathematically forced to abandon identification of the global
unconditional effect over the entire neighborhood and redefine their estimand,
restricting identification of the LATE to the common intersection of the supports of
local covariates.

Finally, the non-parametric literature observes that, although the support of covariates
needs to be identical on both sides, the conditional density functions of covariates
in the neighborhood of zy may be discontinuous, so that the limiting densities to the right
and left at the threshold differ (f,(z | 20) # f-(z | 20)). Under the presence of such
discontinuity, the common support premise guarantees that non-parametric control by
X is feasible and indispensable to purge the identification bias that would occur even in
locally robust RDD designs.

Theorem 12.5.5 (Frolich and Huber (2018) Nonparametric Integration Estimator).
Conventional econometric practice frequently incorporates baseline covariates X; in Regres-
sion Discontinuity (RDD) models through ad-hoc additive linear specifications, typically
expressed as:

Yi=a+7-Ti+ 0 (Zi—c)+v -Ti- (Z; —¢) + X/0 + &;. (12.198)

Although this parametric formulation is convenient for estimation by Ordinary Least
Squares (OLS) and provides precision gains in finite samples, it rests on extremely
restrictive premises: additive separability between covariates and the running variable,
and homogeneity of treatment effects over the support of X;. If the true treatment
effect interacts non-linearly with baseline characteristics, or if counterfactual outcome
trajectories B[Y;(d) | Z;, X;] present distinct curvatures for different demographic profiles,
the ad-hoc linear estimator will fail to recover the unconditional average causal effect at
the boundary, generating an estimand weighted in a difficult-to-interpret or severely biased
manner.

To circumvent this specification pathology, Frolich (2007) and Frélich and Huber (2018)
formalized an approach of fully non-parametric identification and estimation
with covariates based on local integration (or reweighting).

The Theoretical Identification Mechanism. Let Z; be the running variable centered
at the cutoff ¢, X; the vector of baseline covariates, and Y;(1),Y;(0) the potential outcomes
under treatment and control, respectively. Define the non-parametric conditional expecta-

tion functions of the realized outcome Y; conditional on the entire vector of observables
(Z;, X;) on each side of the boundary:

my(z,z) =E[Y; | Z; = 2, X; = x|,

12.199
mp(z,x) =E[D; | Z; = 2, X; = x| (for Fuzzy RDD). ( )

The limiting expectations at the right margin (c*) and left (¢™) of the cutoff point are
mapped non-parametrically for each specific value of covariate X; = x:

my (¢, z) = liin]E[Yi | Z; = 2, X; = ],

12.200
my(c*,x):ligl]E[Y,; | Zi = 2, X; = z]. ( )

Different from traditional multiple linear regression, which projects a global average slope
for covariates, the non-parametric integration estimator estimates these limits flexibly for
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each point of the support of X;. The unconditional effect at the boundary is reestablished
by integrating (or calculating the weighted average) of these limits with respect to the
conditional cumulative distribution of covariates exactly at the threshold of
the cutoff point, denoted by Fx|z—.(x):

A. Sharp RDD Case (Direct Integration):
T = . {my(cJ“, x) —my(c, :B)] dFx|z=c(7). (12.201)

B. Fuzzy RDD Case (Ratio of Integrals):

NP Jx Imy (¢t z) —my(c, x)] dFx|7—c()
e Jx [mp(ct,z) —mp(c™, )] dFx|z=c(x) (12.202)

Under the premises of local continuity and common support of covariates at the cutoff
(established in the previous definition), the integration perfectly robustly reconstructs the
unconditional Local Average Treatment Effect (LATE) at the boundary. This
estimator is immune to functional specification biases because it imposes no restriction on
how covariates X; affect the outcome or interact with treatment status.

Algorithmic Implementation and Empirical Distribution. Since the true con-
ditional distribution function Fx z—.(x) is unknown in practice, the Frolich and Huber
estimator substitutes the theoretical integral with a weighted sample mean over the
observations in the sample. The two-stage structured estimation mechanics proceeds as
follows:

1. Non-Parametric Estimation of Boundary Curves: For each individual i
in the sample, estimate the predicted values y (¢, X;) and my(c™, X;). This is
commonly operationalized by fitting Local Linear Regressions (LLR) or Kernel
estimators for the outcome Y against the running variable Z, conditioning locally
on the vector of baseline covariates X; = x.

2. Reweighting and Local Integration at the Threshold: To collapse individual
conditional predictions into the unconditional estimand, calculate the weighted average
of predicted differences. The weights w; are determined by a Kernel function that
punishes observations whose running variable Z; is distant from the cutoff point c,
isolating the empirical distribution of covariates exactly in the neighborhood of the
cutoff:

N
i = > w; [y (¢, X;) =y (¢, Xi)| (12.203)
i=1

where the normalized weights are given by:

k()

‘ h
wW; = ¥ K Z, o\
j=1 h

(12.204)

For Fuzzy RDD, the denominator is computed in an entirely analogous manner, reweighting
the estimated local discontinuities for the probability of realized treatment mp(ct, X;) —
mp (C_, Xz) .

Statistical Properties and Inference.
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o Convergence Rates and Curse of Dimensionality: Although non-parametric

estimation of curves my (z,x) suffers from the slow asymptotic convergence typical
of high-dimensional estimators (the curse of dimensionality), Frélich (2007) demon-
strates that, under reqularity conditions, the integration step over dF'x|z—. acts as
an average smoother, allowing the final estimator #™F to converge at reasonable
asymptotic rates and exhibit a normal limit distribution.

Consistent Inference via Bootstrap: The analytical calculation of asymptotic
standard errors for this class of two-stage integrated estimators is extremely complex
due to the propagation of first-stage non-parametric estimation errors to the weighted
empirical distribution. Given this, Frolich and Huber (2018) propose the application
of non-parametric bootstrap routines with cluster-level resampling to
obtain statistically robust confidence intervals and with consistent empirical coverage
rates in finite samples.

Remark 12.5.28 (Summary of Key RDD Diagnostics). « Density test (McCrary):

Verify continuity of the running variable density at ¢; detect manipulation.

Covariate balance tests: Estimate RDD on pre-treatment covariates; expect no
significant jumps.
Sensitivity to bandwidth: Report estimates across multiple bandwidths; results
should be stable.

Placebo cutoffs: Estimate RDD at false cutoffs where no policy change occurred;
expect null effects.

First-stage discontinuity (Fuzzy RDD): Verify a significant jump in treatment
probability at c.

Exclusion restriction: Argue that no other policies use the same cutoff; test for
jumps in alternative outcomes.

Covariate stability: Estimate RDD with and without baseline covariates; point
estimate 7 should remain stable.

Optimal bandwidth: Use IK (2012) or CCT (2014) selectors; report robust
bias-corrected confidence intervals.

Avoid global polynomials: Use local linear regression (LLR) with triangular or
uniform kernel; do not fit high-order polynomials to the entire sample.



Chapter 13

Comprehensive Review: Estimators
and Models

13.1 Cross-Section and System Estimators: OLS,
SOLS, SUR

13.1.1 OLS (Ordinary Least Squares)
13.1.1.1 Motivation and Intuition

The OLS estimator is the fundamental pillar of econometrics. In applied microeconometric
research (e.g., estimating the return to schooling on wages or the production function of
firms), OLS seeks to project the dependent variable y onto the column space generated
by regressors X, minimizing the sum of squared vertical distances from the points to the
regression hyperplane.

Remark 13.1.1 (Economic Intuition). OLS provides the Best Linear Unbiased Esti-
mator (BLUE) under the Gauss-Markov assumptions. It is the workhorse of empirical
research because it is:

e Simple to compute and interpret
o Optimal among linear unbiased estimators under homoscedasticity
o Consistent under weak exogeneity conditions

However, OLS fails when regressors are endogenous (E[X;u;] # 0), requiring instrumental
variables or other correction methods.

13.1.1.2 Notation and Classical Linear Regression Model Hypotheses

Definition 13.1.1 (Operational Notation). e Let i € {1,2,..., N} index observa-
tions in a cross-sectional sample.

o Let y; € R be the observed dependent variable for unit .

o Let z; € REX! be the column vector of K regressors for unit i, where the first
element is typically 1 (constant).

399
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o Let 8 € RE*! be the vector of unknown population parameters to be estimated.
e Let u; € R be the unobserved structural/idiosyncratic error term for unit i.
Stacking the sample into vectors and matrices:

y=1[y1y. .. yn] € RT
X = [z1,29,...,25) € RV (the design matrix) (13.1)

u = [ug,ug, ... uy] € RV
The population model in matrix form is given by:

y=XB+u (13.2)

Definition 13.1.2 (Formal Hypotheses). OLS.1 (Linearity in Parameters): The
data generating process (DGP) obeys the linear structure described in Equation (13.2).

OLS.2 (Strict Exogeneity / Zero Conditional Mean):
Elu; | X] =0, Yi=1,... N (13.3)

Role: Guarantees unbiasedness of Sors.

Practical translation: Requires that no omitted variable determining y; is correlated
with regressors in X, and that there is no measurement error in X or simultaneity.

Counterexample without it: If y; is wage and x; is schooling, omitting “innate ability”
A; (contained in u;) correlated with z; makes E[u; | z;] # 0, generating omitted variable
bias and rendering OLS inconsistent.

OLS.3 (Full Rank / No Perfect Multicollinearity):
rank(X) =K < N (13.4)

Role: Guarantees that the K x K matrix X'X is strictly positive definite and therefore
invertible.

Counterexample without it: If we include age in years and age in months in the
same model, one column will be a perfect linear combination of the other; det(X’X) = 0,
making it impossible to invert X'X.

OLS.4 (Sphericity of Errors / Gauss-Markov):
Var(u | X) = E[uv' | X] = 0*Iy (13.5)

where 02 > 0 is the constant scalar variance and Iy is the N x N identity matrix.

Role: Guarantees that errors are conditionally homoscedastic (Var(u; | X) = 0?) and
not autocorrelated (Cov(u;,u; | X) =0,Vi # j). Under OLS.1-OLS 4, the Gauss-Markov
Theorem guarantees that OLS is the Best Linear Unbiased Estimator (BLUE).
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13.1.1.3 When to Use vs. When NOT to Use

Remark 13.1.2 (Decision Guide for OLS). WHEN TO USE:
« When all Gauss-Markov assumptions hold (OLS.1-OLS.4)
« When regressors are exogenous (E[X;u;] = 0)
o As a baseline estimator before testing for violations

WHEN NOT TO USE:

« DO NOT use if there is endogeneity (E[X;u;] # 0) due to omitted variables,
measurement error, or simultaneity. Use IV /2SLS instead.

« DO NOT use if errors are heteroscedastic (Var(u; | X;) = ¢7). Use White’s
robust standard errors or WLS.

« DO NOT use if errors are autocorrelated (time series or panel data). Use Newey-
West or cluster-robust standard errors.
13.1.1.4 Granular Derivation of the OLS Estimator
Define the Sum of Squared Residuals function S(b) for a candidate vector b € R¥*1:
S(b) = (y — Xb)(y — Xb) (13.6)

Expanding the scalar product (by the distributive property of transposition):
Sb) =W -VX")y—Xb)=yy—yXb-—VX'y+ X' Xb (13.7)

Since the term 3y’ Xb is a 1 x 1 scalar, its transpose is identical to itself ((y' Xb)' = ' X'y).
Thus:
Sb) =y'y — 20V X'y + VX' Xb (13.8)

To find the minimizer Borg, we derive S (b) with respect to vector b and set equal to the
null vector Oxx1:

b
agé):—2X’y+2X’Xb:0 (13.9)
Evaluating at the solution BOLS3
2X'X BoLs = 2X'y (13.10)
Dividing both sides by scalar 2:
X'XPors = X'y (13.11)

This is the OLS Normal Equation.

By Hypothesis OLS.3 (rank(X) = K), matrix X’X has inverse (X’X)~!. Multiplying
Equation (13.11) on the left by (X'X)~!:

(X'X) ' X' X Bors = (X'X) ' X"y (13.12)

Since (X'X) 1 (X'X) = Ik (by definition of inverse matrix):

Bors = (X'X)7' X"y (13.13)
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13.1.1.5 Formal Properties of the OLS Estimator

Theorem 13.1.1 (Unbiasedness). Substituting the structural DGP equation y = X5 + u

into Equation (13.13):

Bors = (X'X) ' X'(XB+u) = (X'X) ' X'XB+(X'X) ' X'u = f+(X'X) ' X'u (13.14)

Taking the conditional mathematical expectation on X :

E[Bors | X] =E[3 | X] +E[(X'X)™'X"u | X]

Since 8 and X are deterministic under conditioning:
ElBors | X] = B+ (X'X) ' X'E[u | X]
Applying Hypothesis OLS.2 (E[u | X] =0):

ElBors | X] =8+ (X'X)'X"-0=0

By the Law of Iterated Expectations, E[Bors] = E[E[BoLs | X]] = E[8] = 8.

Theorem 13.1.2 (Conditional Variance-Covariance Matrix).
Var(Bors | X) = E[(Bows — 8)(Bos — B) | X]
Substituting (Bors — ) = (X'X) "1 X u:
Var(Bors | X) =E {((X’X)—lx’u) ((X’X)‘lX’u>/‘X]
Applying the transposition rule (AB)' = B'A’ and symmetry of X'X:
Var(Bops | X) = E[(X'X) 7 X 'uu/ X (X'X) 7! [X]

Factoring terms in X outside the conditional expectation:

Var(Bors | X) = (X'X) ' X'Efud | X)X (X'X)™!

Applying Hypothesis OLS.4 (Eluu’ | X] = %Iy ):

Var(BOLS | X) _ (X/X)—1X1<O_2[N)X(X/X)—1 _ O_2<X/X)—1(X/X)(X/X)—1

Since (X' X) (X' X)) = Ig:

Var(Bons | X) = o?(X'X)™

(13.15)

(13.16)

(13.17)

(13.18)

(13.19)

(13.20)

(13.21)

(13.22)

(13.23)
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13.1.1.6 Main Tests and Diagnostics in OLS

Remark 13.1.3 (White Test for Heteroscedasticity). o Hy : Var(u; | z;) = o (Ho-
moscedasticity) vs. Hy : Var(u; | ;) = g(x;).

« Mechanics: Regress squared OLS residuals (¢7) against all regressors in X, their
squares, and cross products.

o Test Statistic: LM = N - R?

d 2 . .
auxiliary —> Xp» Where P is the number of regressors in
the auxiliary regression.

o Decision Rule: Reject Hy if LM > X?x p- If rejected, conventional standard errors
given by Equation (13.23) are invalid, requiring use of White’s Heteroscedasticity-
Robust Covariance Matrix (HC0-HC3).

Remark 13.1.4 (Advantages and Limitations of OLS). Advantages:

o BLUE under Gauss-Markov assumptions (minimum variance among linear unbiased
estimators)

e Simple computation and interpretation
» Consistent under weak exogeneity
Limitations:
« Inconsistent under endogeneity (E[X;u;] # 0)
 Inefficient under heteroscedasticity (though still consistent)

« Cannot estimate coefficients of time-invariant variables in panel fixed effects models

13.1.2 SOLS (System Ordinary Least Squares)
13.1.2.1 Motivation and Economic Intuition

In many microeconometric applications, we study systems of M related behavioral equa-
tions (e.g., demand systems for multiple goods, production functions across sectors). The
SOLS estimator applies OLS to each equation separately, ignoring potential cross-equation
correlation in the errors.

Remark 13.1.5 (When to Use SOLS). SOLS is appropriate when:
« Equations are truly unrelated (errors are uncorrelated across equations: o,,,; = 0)

« You want to isolate specification errors (if equation 2 is misspecified, SOLS
keeps equation 1 consistent)

o Computational simplicity is prioritized over efficiency

13.1.2.2 Matrix Notation of the Stacked System

Let the system of M equations for N sample units be:

Yim = Ty B + Ui, m=1,..., M, i=1,...,N (13.24)

For each equation m, define vectors and matrices of individual dimension:
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.« Yy € RVXI

e X, € RV¥Enm
. B, € REmx1
.« u, € RVx!

Stacking the M equations vertically:

yl X1 O O 51 U1
0 X ... O U
y=|"1 L ox=|, T Ll I |
YM] prnsa 0 0 X MN x Kot B Kot X1 UMJ prnsr
(13.25)

where Ktot = E%:l Km

The SOLS estimator for the complete system is defined by:

Bsors = (X' X)Xy (13.26)

13.1.2.3 Identification Hypotheses

Definition 13.1.3 (SOLS Hypotheses). 1. Local Exogeneity (Within Each
Equation):
Eltim | Xon] =0 Ym=1,...,M (13.27)

Economic Intuition: Regressors in equation m must be orthogonal only to the error
in equation m. SOLS does not require orthogonality across equations.

2. No Perfect Multicollinearity Within Each Equation:

rank(X,,) = K, <N Vm (13.28)

3. Contemporaneous Error Correlation (Optional):

011 012 ... O1M
09 0922 ... Oa2Mm

Eluu,| X]=X=| . . . (13.29)
opM1 Opm2 - OMM MxM

where 0,,; = Cov(wim,u;; | X) can be non-zero. SOLS remains consistent even if
om; 7 0, but becomes inefficient.

13.1.2.4 Granular Proof of Numerical Equivalence between SOLS and
Equation-by-Equation OLS

Theorem 13.1.3 (SOLS Equivalence Theorem). If all M equations in the system share
exactly the same set of regressors (X1 = Xy = - = Xjy = Xy € RV*K0) the SOLS
estimator applied to the stacked system generates point estimates numerically identical to
applying isolated OLS equation by equation.
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Proof. 1If X,, = X, for all m = 1,..., M, the matrix X of the stacked system can be
rewritten using the Kronecker product (®):

X =1y ® X, (13.30)

where I, is the M x M identity matrix.

Calculating matrix X' X:
X'X = (I @ Xo) (I @ Xo) (13.31)

Applying the Kronecker product transpose property ((A® B) = A'® B'):

X'X = (Ity @ X)) (I ® Xo) (13.32)

Applying the Kronecker product property ((A® B)(C ® D) = (AC) ® (BD)):
X'X = (InIu) ® (X Xo) = In ® (X Xo) (13.33)

(since Iy, Iy = Iny).

Inverting matrix X'X:
(X'X)™' = (I @ (X4 X0)) ™ (13.34)

Applying the Kronecker product inverse property ((A® B)™' = A~' @ B™'):

(X'X) =1 @ (X[ Xo) ™ = Iy @ (X Xo) ™ (13.35)

Now, calculating vector X'y:

Y1 Xy
Y2 Xoy2
X'y=(Iu®X)y=u@Xp) |, | =] " (13.36)
Ym Xoym
Multiplying to obtain Bsors:
Xoy (X0Xo0) ™" Xom Biors
A X} X! X)X, 3
Psors = ([M ® (X(/)Xo)_l) ?yQ = X 0). 0% = 52’(:)LS (13.37)

Xoym (X Xo) ™' Xoyar BM,OLS

The SOLS estimate for the parameter vector of equation m is strictly (X{Xo) ™' X}y,
which is the exact single-equation OLS formula. O]
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13.1.2.5 SOLS Limitations and Cross-Covariance Calculation

Although point estimates coincide when X,, = Xy, SOLS offers a crucial advantage over
isolated OLS: calculation of the Cross-Covariance Matrix between Estimators of
Different Equations.

Consider the contemporaneous error structure of the system. For unit 7, let u; =

[wi1, Wiz, . . ., uing]” be the vector of errors from the M equations. Assume:
011 012 O1M
Elud, | X] =5 = |20 72 o (13.38)
OM1 OM2 -+ OMMI yronr

where 0,,,; = Cov(wim,w;j | X) # 0 represents contemporaneous error correlation between
equations m and j.

The variance matrix of the stacked system error w is given by:

Var(u| X) = Q=S ® Iy (13.39)

Calculating the true variance of the SOLS estimator under this cross-correlation structure:

Var(fsows | X) = (X' X)X (2 @ Iy) X (X'X) ™} (13.40)

When X = Iy ® Xq: A
Var(fsors | X) = Z ® (X{Xo)™" (13.41)

Thus, the generic block of the covariance matrix between the estimator of equation m
and equation j is given by:

Cov(Brm, B | X) = 0 (X)X0) ™ (13.42)

Remark 13.1.6 (SOLS Limitation). SOLS is inefficient when ¥ is not diagonal (o,,; # 0)
and regressors differ between equations, because it does not use the weight matrix X! to
reweight observations. This motivates the SUR estimator.

13.1.3 SUR (Seemingly Unrelated Regressions) / FGLS in Sys-
tem

13.1.3.1 Motivation and Economic Intuition

Developed by Arnold Zellner (1962), the SUR model recognizes that equations seemingly
unrelated on the regressor side may be linked through contemporaneous unobserved shocks
contained in the error terms.

Remark 13.1.7 (Economic Example). Consider a demand system for meats (beef, chicken,
fish). Each equation has different regressors (prices of each meat, income, demographics).
However, unobserved shocks (health trends, cultural preferences, seasonal effects) affect
all demand equations simultaneously. SUR exploits this cross-equation correlation to
achieve asymptotic efficiency gains over equation-by-equation OLS.
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13.1.3.2 Identification Hypotheses
Definition 13.1.4 (SUR Hypotheses). 1. Strict Cross-Exogeneity:

Economic Intuition: All regressors from all equations must be orthogonal to all
errors. This is a stronger assumption than SOLS.

2. Contemporaneous Error Correlation:
Cov(Uim, uij | X) = 0pmj #0  for some m # j (13.44)
If 0,,; = 0 for all m # j, SUR collapses to SOLS (no efficiency gain).

3. Different Regressors Across Equations:
X, # X, for some m # j (13.45)
If Xy =X,="---= Xy, SUR collapses to SOLS (Zellner’s Theorem).

13.1.3.3 When to Use vs. When NOT to Use
Remark 13.1.8 (Decision Guide for SUR). WHEN TO USE:

« When equations have different regressors (X,, # Xj)

« When errors are contemporaneously correlated (o,,,; # 0)

« When you want to test cross-equation restrictions (e.g., 81, = f1;)
WHEN NOT TO USE:

« DO NOT use if X; = Xy =--- = Xy (SUR = SOLS, no gain)

« DO NOT use if 0,,; = 0 for all m # j (SUR = SOLS, no gain)

« DO NOT use if strict cross-exogeneity fails (SUR becomes inconsistent)

13.1.3.4 Zellner’s GLS and FGLS Estimator
If the contemporaneous covariance matrix ¥ is known, the Generalized Least Squares
(GLS) estimator of the stacked system y = X5 + w is given by:

-1

fas = (X'07X) T x0Ty = [X'(S T @ InX] T X'(S T @lyy  (13.46)

Since ¥ is unknown in practice, we use the Feasible GLS (FGLS / 2-Stage SUR)
estimator:

Remark 13.1.9 (Two-Stage FGLS Procedure). 1. Step 1 (Initial Stage via OLS):
Estimate each equation isolatedly by OLS and extract the residual vector 4, =

Ym — Xmﬁm,OLS-
2. Step 2 (Consistent Estimate of ¥): Calculate element (m, j) of matrix 3:

1 N
CAij = — Zﬁzmﬁm or 6—mj = (1347)
N i=1 \/(N - Km)(N - Kj)
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3. Step 3 (FGLS/SUR Estimator): Substitute 3 into the GLS formula:

-1

Bsur = [X'(S @ In)X| X'(57' @ In)y (13.48)
13.1.3.5 Granular Proof of Zellner’s Equivalence Theorems (SUR =
OLS/SOLS)

Theorem 13.1.4 (Zellner (1962)). The SUR estimator (Bars) reduces exactly to the
OLS/SOLS estimator in two sufficient cases:

1. When the contemporaneous error covariance matriz is diagonal (0,,; = 0,Vm # j).

2. When regressors are identical in all equations (X1 = Xo =+ = Xy = Xo).

Case 1: ¥ is diagonal. If 0,,; = 0 for all m # j, matrix ¥ is diagonal:

1 1 1
Y= diag(oll, 0922, ... ,O'MM) - Eil = dlag (, Ty e ) (1349)
011 022 OMM

Expanding the Kronecker product X7 @ Iy:

(}HIN 0o ... 0

B 0 ULQQJN 0

YT RIy= . . , . (13.50)
0 0 L Ty

oMM MNxMN

Since X = diag(Xy, Xo, ..., X), we calculate matrix X' (X1 @ Iy)X:

XX, 0 .. 0
) 0 LXiX, ... 0
X'(27' @ Iy)X = ' 2 . ' (13.51)
0 0 ... XXy

OMM

The inverse of a block diagonal matrix is the matrix of block inverses:

o1 (X1X,) ! 0 " 0
[X'(="e IN)XT1 = ? OQQ(X%X2>1 0 (13.52)
0 0 o oK Xa)
Multiplying to obtain BGLS:
(X7 X)Xy B:LOLS
Bars = (X£X2>.71Xéy2 = BQPLS (13.53)

(X X)) Xym BM,OLS

(by cancellation of variance scalars ¢, /0mm = 1). O
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Case 2: X1 =Xo=---=Xy =X,. If X,,, = X, for all m, we have X = I; ® X.
Calculating X'(X7! @ Iy)X:

X'ET0INX =0y X)X @Iy) Iy ®Xo) =3 @ (X)Xo) (13.54)

Inverting the resulting matrix:

(X' e I)x] " =S e (X)X (13.55)

Multiplying to obtain ﬁAGLS:
Bars = (L@ (X§X0) ™) (271 @ Xg)y = In @ ((XgXo) ' XG) y = Bsors  (13.56)

(since LX 71 = I). O

13.1.3.6 Breusch-Pagan Test of Contemporaneous Independence
To test whether there is efficiency gain from using SUR instead of OLS/SOLS:
o Null Hypothesis: Hy:o0,; =0 Vm # j (Matrix ¥ is diagonal)
« Alternative Hypothesis: H; : 3m # j such that o,,; # 0
Test Statistic:

M—-1 M
A2
LM =N Z Z o (13.57)
m=1 j=m+1
where 7, = A&"”' — is the sample correlation between OLS residuals from equations m
Gmm0jj
and j.

Asymptotic Distribution and Decision Rule: Under Hy, LM % X?M(M—l)/Z' Reject
Hy at significance level a if LM > x2 Mm(m—1)/2- Rejection confirms that errors are

contemporaneously correlated and that the SUR estimator is strictly more efficient than
OLS/SOLS.

Remark 13.1.10 (Advantages and Limitations of SUR). Advantages:
« Asymptotic efficiency gains when X,, # X; and 0,,,; # 0
« Allows testing cross-equation restrictions with valid standard errors
o Provides consistent estimates of cross-equation covariances
Limitations:

o Cross-contamination risk: If one equation is misspecified, the entire system
becomes inconsistent

« Requires strict cross-exogeneity (stronger than SOLS)

« No efficiency gain if X1 = Xy =--- = Xy orif 0,,; =0
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13.1.4 Comparative Summary and Research Decision Guide

Remark 13.1.11 (Comparative Summary: OLS, SOLS, and SUR). OLS: Data structure
is a single cross-section (N); key exogeneity hypothesis is E[u; | z;] = 0; error covariance
matrix is 02l (homoscedastic and i.i.d.); behavior when X; = X, = .-+ = X} is not
applicable (single equation).

SOLS: Data structure is a system of equations (M equations, N observations); key
exogeneity hypothesis is E[u;, | Xin] = 0 (local); error covariance matrix is treated as
Iy ® 0?1y, but cross-covariances Cov(Bm, 3]) are calculated; behavior when X; = X5 =
.-+ = X}y is numerically identical to equation-by-equation OLS.

SUR (FGLS): Data structure is a system of equations (M equations, N observations);
key exogeneity hypothesis is E[u;, | X1, ..., Xa| = 0 (strict cross); error covariance matrix
is Xprxm ® Iy (contemporaneous correlation); behavior when Xy = Xy = -+ = X/ is
reduces to SOLS/OLS (Zellner’s Theorem). No efficiency gain.

Remark 13.1.12 (Decision Framework: Choosing Between OLS, SOLS, and SUR). 1.
Single equation, cross-sectional data? —- Use OLS

2. Multiple equations, same regressors (X; = Xy = -+ = Xj;)? = Use SOLS
(SUR provides no efficiency gain)

3. Multiple equations, different regressors (X,, # X,), correlated errors
(om; #0)? = Use SUR for efficiency gains

4. Panel data, unobserved heterogeneity correlated with regressors (E|[¢; |
X;] #0)? = Use Fixed Effects (FE) or First Differences (FD)

13.2 Instrumental Variables: 1V, 2SLS, and GMM

13.2.1 IV (Instrumental Variables — Exactly Identified Case)
13.2.1.1 Motivation and Economic Intuition

The Instrumental Variables (IV) estimator was developed to solve the failure of regressor
exogeneity in the Ordinary Least Squares (OLS) model. In applied microeconometrics,
regressor endogeneity (E[z;u;] # 0) arises from three main reasons:

1. Omitted Variable: Absence of control for unobserved factors correlated with z;
and y; (e.g., innate ability in the wage equation).

2. Measurement Error in Regressors: Coefficient attenuation due to random noise
in the explanatory variable.

3. Simultaneity / Reverse Causality: Joint determination between the dependent
and explanatory variable (e.g., market supply and demand).

The IV method uses an external variable z; (the instrument) to isolate the variation in z;
that is exogenous to the error term w;, allowing recovery of the consistent estimate of the
structural parameter.

Remark 13.2.1 (Economic Intuition: The “Clean Variation” Principle). The core idea of IV
is to find an external source of variation in the endogenous regressor z; that is orthogonal
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to the structural error u;. The instrument z; acts as a “natural experiment” that shifts
x; for reasons unrelated to the unobserved determinants of y;. By using only this “clean”
variation, we can consistently estimate the causal effect 8 even when OLS fails.

13.2.1.2 Population Model and Notation

Consider the simple linear regression model with one endogenous scalar regressor x;:

Yi = Po + Biw; +uy,  with Cov(z;, u;) # 0 (13.58)

Let z; be a scalar instrument. In matrix notation for the general exactly identified case
with K regressors and L = K instruments:

y=XB+u, whereyec RV X cRV*K 7 cRVE (13.59)

13.2.1.3 Identification Hypotheses
Definition 13.2.1 (IV Hypotheses). 1. Instrument Relevance:

o Scalar Formulation: Cov(z;,x;) # 0. In the first-stage regression z; = my +
T2 + v;, we require m; # 0.

o Matriz Formulation: The cross-moments matrix Qzx = E[Z; X]] has full rank

K.

o Economic Intuition: The instrument must have direct explanatory capacity over
the endogenous regressor. Without relevance, the IV estimator is undefined
(division by zero in the Wald formula).

2. Instrument Exogeneity / Exclusion Restriction:
o Scalar Formulation: Cov(z;,u;) =0 (and E[u; | z;] = 0).
o Matriz Formulation: E[Z;u;] = Orx;.

o Economic Intuition: The instrument affects the dependent variable y; exclu-
sively through the regressor x;, having no direct effect on y; nor being
correlated with unobserved determinants in u;. This is the critical assumption
that makes IV work—it must be justified by economic theory and institutional
knowledge, not by statistical tests.

13.2.1.4 When to Use vs. When NOT to Use

Remark 13.2.2 (Decision Guide for IV). WHEN TO USE:
« When there is statistically confirmed endogeneity (E[X;u;] # 0).
o When a valid instrument is available (relevant and exogenous).

« When the exclusion restriction can be credibly defended on economic/institutional
grounds.

WHEN NOT TO USE:
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« DO NOT use when X is strictly exogenous (E[X;u;] = 0). OLS is asymptotically
more efficient (lower variance) than IV under exogeneity; unnecessary use of IV
reduces estimate precision.

« DO NOT use when instruments are weak (Cov(z;,z;) ~ 0), which invalidates
hypothesis tests and inflates finite-sample bias.

o« DO NOT use when the exclusion restriction is dubious. A slightly invalid instru-
ment can generate estimates more biased than OLS.

13.2.1.5 Mathematical Derivation of the IV Estimator

Starting from the population equation y; = 8y + fix; + u;, we take the population
covariance of both sides with respect to z;:

Cov(z;, yi) = Cov(z;, Bo + Brxi + u;) = B1 Cov(z;, z;) + Cov(z;, u;) (13.60)

By the instrument exogeneity hypothesis (Cov(z;, u;) = 0):

C iy Y1
Cov(zi,y:) = 1 Cov(z,z;) = fr= (M (13.61)
Substituting with sample covariances:
A ]\i Zi — z i y T
By = Zﬁl( )6 —9) =2 (13.62)

i:l(zi - 2)(@ - ) 1

where 791 is the reduced-form regression coefficient of y; on z;, and 717 is the first-stage
regression coefficient of z; on z; (Indirect Least Squares ratio / ILS).

Remark 13.2.3 (Binary Instrument Case (Wald Estimator)). If z; € {0,1}, the formula
reduces to the ratio of mean differences:
=% _ Elyilz=1-Ey|z=0]

S = _ 13.63

Remark 13.2.4 (Matrix Derivation for the Just-Identified Case (L = K')). Multiplying the
matrix equation y = X/ + u on the left by 2"

Z'y=7'XB+ Z'u (13.64)
Since Z'X is a K x K square matrix of full rank K, we multiply on the left by (Z'X)~':
(Z'X)\ 2y = (Z'X) '\ Z'XB+ (Z'X) ' Z'u = Py = (Z2'X) 2y (13.65)

13.2.1.6 IV Estimator Consistency Proof
Theorem 13.2.1 (IV Consistency). Substituting y = X3 + u into the IV estimator:

. B B 1 -1/
Bry=(Z'X)'Z(XB+u) =B+ (2'X) Zu=p5+ (NZ’X) (NZ’u> (13.66)
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Taking the probability limit when N — oo:

A 1 -1 1
plimy . Brv =08+ (plim NZ’X) (plim NZ’u) (13.67)

By the Weak Law of Large Numbers (WLLN):
1. plim +Z'X = E[Z;X]] = Qzx, non-singular by Relevance.
2. plim  Z'v = E[Z;u;] = Ok 1, by Ezogeneity.

Thus:

plimy . By =B+ Q,% -0=78 (The IV estimator is consistent) (13.68)

13.2.1.7 IV Asymptotic Variance

Under the conditional homoscedasticity hypothesis (Var(u; | 2;) = 02), the asymptotic
covariance matrix of IV is:

Var(fry | Z) = oX(Z'X)"(Z2'Z2)(X'Z)™ (13.69)

In the scalar case of a single regressor x; and instrument z;:

0_2

N - Var(z) - RZ ,

Var(fy1v) = (13.70)

where R? _ is the coefficient of determination from the first-stage regression of z; on z;.

Remark 13.2.5 (Analysis of IV Efficiency Loss). Since R2 , < 1, Var(fi1v) > Var(Bioms) =

Wi(z). When the instrument is weak (R2_ — 0), the IV estimator variance explodes.
This is the price of correcting endogeneity: IV is always less efficient than OLS when

OLS is consistent, and dramatically so when instruments are weak.

13.2.2 2SLS (Two-Stage Least Squares — Overidentified Case)

13.2.2.1 Motivation and Economic Intuition

When we have more valid exogenous instruments than endogenous regressors (L > K),
the system is overidentified. It is not possible to apply the traditional IV (Z'X)~12'Y,
since the L x K matrix Z’X is not square.

The Two-Stage Least Squares estimator (2SLS or TSLS), developed by Basmann (1957)
and Theil (1953), constructs the optimal linear combination of all L exogenous moment
conditions that minimizes the estimator variance in the instrumental variables framework.

Remark 13.2.6 (Economic Intuition: Combining Multiple Instruments). When multiple
instruments are available, 2SLS finds the “best” way to combine them into a single
synthetic instrument X that captures all the exogenous variation in X. This is analogous
to constructing a portfolio of assets that maximizes the signal-to-noise ratio. The first
stage projects X onto the space spanned by Z, extracting only the variation in X that is
orthogonal to the error w.
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13.2.2.2 Equivalent Representations of 2SLS
The 2SLS estimator has 4 algebraically equivalent formulations:

1. Orthogonal Projection of X onto Z: Define the symmetric and idempotent
projection matrix of Z:

Py =2(Z'Z)'Z" (P, = Py and P;P; = Py) (13.71)
Calculate predicted values of regressors projected onto the space of Z:

X=P,X=2(Z2)7'2X (13.72)

2. Second Stage (Regression of Y on X):

B2SLS = (X/X)_IX'Y = (X'PZX)_lX’PZY = [X’Z(Z’Z)_IZ’X}_I X’Z(Z’Z)_IZ’Y
(13.73)

3. Generated Instruments in IV Framework: Using X as the instrument matrix
for X: fasrs = (X'X)71X'Y.

4. GMM Quadratic Form: It is the GMM estimator with weight matrix W =
(Z'Z) Y or (Z/Z/N)™L.

13.2.2.3 Critical Alert: Invalidation of Standard Errors in Manual 2nd Stage
Estimation

When calculating 2SLS by executing the two stages manually via two consecutive OLS
commands:

1. 1st Stage: Regress each column of X on Z to obtain X.
2. 2nd Stage: Regress Y on X by OLS.

The generated point estimator BQSLS is perfectly correct, but the standard errors,
t-statistics, and F-tests reported by OLS in the 2nd stage are completely
invalid.

Remark 13.2.7 (The Algebraic Reason). The second-stage OLS calculates residual variance
based on residuals from the transformed model:

& =Y — XPBasis (13.74)

However, the variance of the structural model equation depends on the true equation
error:

u=Y — XB = fogis = Y — X Posis (13.75)

k! A% . .
2 = £ 2 {0 be a biased estimator

Since X # X, € # dysLs, causing the estimate 67,0, = 7%
of the structural error variance. Econometric programs correct this automatically by

calculating 4% with the original structural residuals fissrg.
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13.2.2.4 Fundamental Tests in IV / 2SLS

415

Remark 13.2.8 (a) Durbin-Wu-Hausman Endogeneity Test). ¢ Objective: Evaluate

whether suspected regressors X, are actually endogenous.

Null Hypothesis (Hy): E[X;u;] = 0 (Regressors are exogenous; OLS is unbiased,
consistent, and efficient).

Alternative Hypothesis (H;): E[X;u;] # 0 (Regressors are endogenous; OLS is
inconsistent, 2SLS is necessary).

Wu Auxiliary Regression Procedure:

1. Estimate the first stage of the endogenous regressor by OLS: Xo; = Z;I1 + v;,
extracting residuals ¥;.

2. Add the residual vector 9; as an additional explanatory regressor in the original
structural equation and estimate by OLS: Y; = X1;81 + X 02 + p0; + €;.

Decision Rule: Perform a traditional ¢-test on coefficient p. Reject Hj if p-value <
a. Rejection confirms that X, is endogenous and validates the need for the 2SLS
estimator.

Remark 13.2.9 (b) Sargan Overidentification Test (under Homoscedasticity)). e

Requirement: Overidentified model (L > K, where L — K are the test degrees of
freedom).

Null Hypothesis (Hy): E[Z;u;] = Opx1 (All L instruments are exogenous and
valid).

Alternative Hypothesis (H;): At least one instrument is invalid (Cov(zy;, u;) # 0)
or the structural equation is misspecified.

Sargan Test Mechanics:
1. Extract structural residuals from 2SLS: 4; = Y; — X] BQSLS.
2. Regress 1; on the complete matrix of L instruments Z: 4; = Z;y + e;.

Statistic and Decision:
Sargan = N - R%,. % \2_, (13.76)

Reject Hy at significance level « if Sargan > XZ@ _x- Rejection invalidates the
instrument set.

Remark 13.2.10 (c¢) Weak Instrument Test (1st Stage F-Statistic and Stock-Yogo)). e

Objective: Diagnose whether the correlation between excluded instruments Zs
and the endogenous regressor X, is too weak.

Null Hypothesis (H): Instruments are weak (2SLS bias exceeds % of OLS bias,
or the Wald test rejection rate exceeds 10%).

Statistic: F'-statistic of joint significance of excluded instruments in the first-stage
regression.

e Decision Rules:
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— Traditional Rule of Thumb (Staiger-Stock): Reject Hy if F' > 10.

— Stock-Yogo Rule: Compare the calculated F-statistic with critical values tabu-
lated by Stock and Yogo based on bias limits and size distortion.

— Consequence of Non-Rejection: If F' < 10, instruments are weak; 2SLS suffers
from severe bias in the direction of OLS and traditional t-statistics lose the
Gaussian asymptotic distribution.

13.2.3 GMM (Generalized Method of Moments) — General
Framework

13.2.3.1 Motivation and Econometric Unification

Formulated in a paper by Lars Peter Hansen (1982), the Generalized Method of Moments
(GMM) is the semi-parametric unifying framework of modern econometrics. GMM
encompasses OLS, 2SLS, SUR, and 3SLS as special cases.

Its main motivation relative to 2SLS is to provide an estimator that achieves optimal
asymptotic efficiency under conditional heteroscedasticity of unknown form or
error autocorrelation.

Remark 13.2.11 (Economic Intuition: Moment Conditions as Economic Theory). GMM
translates economic theory directly into estimation. Each theoretical restriction (e.g., “the
instrument is uncorrelated with the error”) becomes a moment condition E[g(w;, )] = 0.
The estimator finds the parameter values that make the sample moments as close to zero
as possible. This is more flexible than MLE because it does not require specifying the full
distribution of the data—only the moments that economic theory predicts.

13.2.3.2 Notation and Formal Moment Structure

Let w; = (y;, x;, z;) be the vector of observed variables for unit i. The population model
imposes a set of L orthogonal moment conditions indexed by the parameter vector of
interest 3, € RE*1:

9(Bo) = Elgi(Bo)] = E[m(w;, Bo)] = 0rx1 (13.77)

In the linear regression model with instruments Z; € R¥*!, the moment function is the
product of the instrument vector by the structural error u;(8) =Y; — X/j:

Definition 13.2.2 (Formal GMM Hypotheses). 1. Identification: E[m(w;, )] =
0 <<= B =p.

2. Rank Condition: rank(G) = K < L, where G = E [%ﬂ(éo)} = —E[Z,X]] is the
L x K Jacobian matrix.

3. Existence of S: The asymptotic covariance matrix of moments S =
Avar(vVNg(Bo)) = E[m(w;, Bo)m(ws, fo)] = E[u2Z;Z!] is positive definite

and invertible.
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13.2.3.3 Objective Function Derivation and GMM FOC
The sample average of moment conditions is given by:
N

() = 5 Smlui ) = HZ (Y =X (13.79)

If the system is overidentified (L > K), it is not possible to find a  that zeros all L
equations simultaneously. The GMM estimator minimizes the quadratic norm of the
weighted distance of moments from the origin:

Qn(B) = gn(B) Wngn (B) (13.80)
where Wy is an L x L symmetric and positive definite weight matrix.
Substituting gy (3):

1

Qn(B) = 35 (Y = XB)ZWNZ'(Y — X0) (13.81)

Deriving Qy () with respect to vector 5 and setting equal to the null vector:

aQN(B) 2 ! /
B~ — X ZWNZ'(Y = XB) = Ok (13.82)
X' ZWNZ'X Baun = X' ZWNZ'Y (13.83)

Inverting the K x K matrix X'ZWxZ'X:

Bt (Wy) = (X' ZWyZ' X)L X' ZWN 2Z'Y (13.84)

13.2.3.4 Optimal Weight Matrix and Efficient 2-Stage GMM Estimator

The asymptotic variance of BGMM(WN) depends on the choice of matrix Wy:

Avar(Bery) = ;V (CWG) " (CWSWE) (GWE)™ (13.85)

Theorem 13.2.2 (Optimal Weight Matrix Theorem (Hansen, 1982)). The weight matriz
W* that minimizes the asymptotic covariance matrix of the GMM estimator in the positive
definite matrixz sense is the inverse of the moment conditions covariance matriz:

W* =851 where S =E[u}Z;Z]] (13.86)

Substituting Wy = S™!, the asymptotic variance reaches the semi-parametric efficiency
lower bound:

(¢'s16) " = ]IV (x'zszx)" (13.87)

~ 1
AV&Y(ﬁGMM) = N
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Remark 13.2.12 (Two-Step Estimation Procedure (Two-Step Efficient GMM)). 1.
Step 1 (Initial Stage): Obtain a consistent preliminary estimator 31 using
a suboptimal non-stochastic weight matrix, typically Wy = (Z'Z/N)~! (which
corresponds to the 2SLS estimator).

2. Step 2 (Calculation of Matrix S): Extract first-stage residuals ; = Y; — X/
and construct the consistent estimate of the White/Eicker moment covariance
matrix:

. 1 X
S==N 42772 (13.88)
Ni:l

3. Step 3 (Efficient GMM Estimator): Invert S to form W* = 5~ and re-estimate
the model:

B = (X257 2'X) " X287 2'Y (13.89)

13.2.3.5 TIterated GMM and Continuous Updating GMM (CU-GMM)

« Iterated GMM: Recalculate residuals 7; with the Step 3 estimate BéMM, update
S, and re-optimize the parameter vector successively until convergence of 5. It
removes estimator dependence on the initial weight matrix choice W7j.

« Continuous Updating GMM (CU-GMM / Hansen-Heaton-Yaron): In-
stead of keeping S fixed during second-stage minimization, minimize the quadratic
objective function by continuously updating the covariance matrix S(3) for each
candidate value of 3:

~1

N
Bov-auu = arg min gn(B) <]1[ Zuz‘(ﬁ)QZz'Z{> gn(B) (13.90)
=1

Advantage: CU-GMM is invariant to normalizations/reparameterizations and has
substantially lower finite-sample bias than 2-step GMM in models with weak or
numerous instruments.

13.2.3.6 GMM Collapse and Equivalence Theorems

Theorem 13.2.3 (Theorem 1: Efficient GMM Collapse to 2SLS under Conditional
Homoscedasticity). If errors are conditionally homoscedastic (E[u? | Z;] = o?), the efficient
2-step GMM estimator collapses and reduces exactly to the classical 2SLS estimator.

Proof. Under conditional homoscedasticity, matrix S simplifies to:

S =FEu;ZZ] = E[E[u? | Z])Z:Z]) = c*E[Z;Z]] (13.91)

The consistent estimate of S is S = 42 (LNZ) Its inverse is 5~! = 5 -N(Z'Z)™L.

Substituting ST into the Efficient GMM formula:

Beam = (X’Z [A;(Z’Z)l} Z’X)

0§

Xz []\;(Z’Z)l} 4% (13.92)

o)
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Factoring the scalar % outside parentheses and inversions:

Béama = (X'Z(Z’Z)AZ’X)*1 X'Z(Z'Z)' Z'Y = Basis (13.93)

O

Theorem 13.2.4 (Theorem 2: Equivalence in Just-Identified Models (L = K)). If the

number of moment conditions exactly equals the number of parameters (L = K ), the GMM

estimator is numerically identical to the traditional IV estimator, regardless of the weight
matrix Wy used.

Proof. If L = K, matrix Z’X has dimension K x K and is invertible. Decomposing the
inverse of the product in Sgyw:

Bavt = (X' ZWNZ'X) ' X' ZWNZ'Y = (Z'X) "WLN(X'Z2) ' X' ZWNZ'Y  (13.94)

Since (X'Z)'X'Z = I and W' Wy = Ig:

Bavm = (ZX) kI Z'Y = (Z'X)7'Z'Y = By (13.95)

13.2.3.7 Hansen J-Test (Overidentification Restrictions in GMM)
« Requirement: Overidentified model (L > K) and use of optimal weight matrix
S,
o Null Hypothesis (Hy): E[m(w;, 5o)] = 0rx1 (All L moment conditions are statis-

tically valid and orthogonal to the error).

« Alternative Hypothesis (H;): At least one moment condition is invalid (E[Z;u;] #
0) or the structural model is incorrectly specified.

J-Test Statistic:
A* A— A* d
J =N - gn(Bam)" S gn (Bénm) = X7k (13.96)

where g (B&vm) = ~Z'(Y — X B&a) is the vector of sample moments evaluated at the
efficient GMM estimator.

Decision Rule: Reject Hj at significance level « if J > Xi’ ;_x- Rejection indicates
that instruments fail the exclusion restriction or that the structural model suffers from
specification error.

Remark 13.2.13 (Note). Under conditional homoscedasticity, Hansen’s .J-statistic reduces
exactly to the 2SLS Sargan overidentification statistic N - R?

aux’

13.2.4 Synthetic Comparative Framework (IV vs. 2SLS vs.
GMM)

Remark 13.2.14 (Comparative Summary: IV, 2SLS, and Efficient GMM). IV (Just-
Identified): Identification condition is exact (L = K); weight matrix is irrelevant (cancels
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out); hypothesis about errors is homoscedastic or heteroscedastic; asymptotic efficiency is
less than 2SLS under homoscedasticity; overidentification test is not applicable (df = 0).

2SLS (Overidentified): Identification condition is overidentified (L > K'); weight matrix
is W = (Z'Z)~'; hypothesis about errors is homoscedastic (E[u? | Z;] = 0?); asymptotic
efficiency is optimal under homoscedasticity; overidentification test is Sargan / Basmann
(requires homoscedasticity).

Efficient GMM (2-Step): Identification condition is overidentified (L > K); weight
A -1

matrix is W* = S~ = (% Zﬁ?ZiZO ; hypothesis about errors is heteroscedastic of

unknown form (E[u? | Z;] = 02(Z;)); asymptotic efficiency is optimal under het-

eroscedasticity (attains semi-parametric efficiency bound); overidentification test is

Hansen’s J-test (robust to heteroscedasticity).

Remark 13.2.15 (Decision Framework: IV vs. 2SLS vs. GMM). 1. Exactly identi-
fied (L = K)? = Use IV. 2SLS and GMM collapse to IV.

2. Overidentified (L > K) with homoscedastic errors? — Use 2SLS. It is
optimal under homoscedasticity and simpler to compute.

3. Overidentified (L > K) with heteroscedasticity of unknown form? —-
Use Efficient 2-Step GMM. It attains the semi-parametric efficiency bound.

4. Concerned about finite-sample bias with many instruments? — Use
CU-GMM or Iterated GMM to reduce dependence on initial weight matrix.

5. Always test: First-stage F' > 10 (weak instruments), Hansen J-test (overidentifi-
cation), Durbin-Wu-Hausman (endogeneity).

Remark 13.2.16 (Final Remarks on IV/2SLS/GMM). 1. Exclusion Restriction is
King: No statistical test can validate the exclusion restriction. It must be defended
on economic, institutional, and theoretical grounds. A clever instrument with a
dubious exclusion restriction is worse than no instrument at all.

2. Weak Instruments are a Serious Problem: Even with a valid exclusion
restriction, weak instruments generate severe finite-sample bias toward OLS and
invalid inference. Always report first-stage F-statistics and consider Stock-Yogo
critical values.

3. LATE Interpretation: In the presence of heterogeneous treatment effects,
IV/2SLS/GMM identify a Local Average Treatment Effect (LATE) for the
subpopulation of Compliers, not the global ATE. Be precise about the interpretation.

4. GMM is the Modern Standard: For overidentified models with potential
heteroscedasticity, efficient 2-step GMM is the state-of-the-art estimator. It subsumes
2SLS as a special case under homoscedasticity.

5. Report Everything: Always present first-stage results, weak instrument tests,
overidentification tests, and sensitivity analysis. Transparency is essential for credible
IV estimation.
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13.3 Panel Data: POLS, FGLS, FE, FD, RE, and
Dynamic Panel

13.3.1 POLS (Pooled Ordinary Least Squares)
13.3.1.1 Motivation and Economic Intuition

In panel data, we follow N individual units over 7" time periods (i = 1,..., N;t =1,...,T),
totaling NT observations. POLS ignores the panel structure and treats all NT observations
as independent, applying classical OLS to the stacked data.

Remark 13.3.1 (When to Use POLS). POLS is appropriate when:

« Unobserved individual heterogeneity ¢; is uncorrelated with regressors (E[c; |
X4 =0)

« You want to estimate coefficients of time-invariant variables (gender, race, initial
education)

e You are willing to use cluster-robust standard errors to correct inference

13.3.1.2 Panel Data Structure and Composite Error

The static panel model is given by:
Yir = T3+ v,  where vy = ¢; + uy (13.97)

where:

e ¢; is the unobserved fixed effect / individual heterogeneity (constant over
time for unit 7).

 wu; is the idiosyncratic error (varies over time and between units).

e v; is the composite error term.
13.3.1.3 Identification Hypotheses
Definition 13.3.1 (POLS Hypotheses). 1. Orthogonal Mean Exogeneity:
Elzyvy] =0 <= E[ryg] =0 and Elxjuy] =0 (13.98)

Economic Intuition: Unobserved individual heterogeneity ¢; (ability, management
quality, culture) must be uncorrelated with regressors. If E[z;¢;] # 0, POLS suffers
from omitted variable bias and becomes inconsistent.

2. No Perfect Multicollinearity in Stacked Sample:

N T
rank (Z intx;t) =K (13.99)
i=1t=1
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13.3.1.4 POLS Matrix Notation

The Pooled OLS (POLS) estimator ignores the panel structure (the individual dimension
i and temporal t) and stacks all NT" observations, applying the classical OLS formula:

N T L /N 7T
Brovs = (X'X) " X'y = (Z > $it$§f> (Z 2 xityit> (15100
i=1t=1 i=1t=1

13.3.1.5 What Breaks if E(z;c;) # 0 (POLS Failure)

Remark 13.3.2 (Unobserved Heterogeneity Bias). In microeconometrics of firms or indi-
viduals, unobserved heterogeneity ¢; (ability, management capacity, technology) is almost
always correlated with regressors x;; (schooling, capital, inputs).

Calculating the probability limit of BPOLS when E|z;¢;] # 0:

. . ) 1 -1 ) 1 N T
]I\Dll_lglo ProLs = B + <phm NTX’X) (pllm NT ;;xncl> +f3 (13.101)

This results in the Unobserved Heterogeneity Omitted Variable Bias (or Hetero-
geneity Bias). In these cases, POLS is unviable, requiring Fixed Effects (FE / Within)
or First Differences (FD) estimators to eliminate ¢;.

13.3.1.6 POLS Error Covariance Matrix Structure

Even assuming ¢; is uncorrelated with z;; (E[x;c;] = 0), using POLS faces a second serious
problem in inference.

Assume ¢; ~ 1.i.d.(0,02%) and uy ~ i.i.d.(0,0?), mutually independent. Calculating the
variance and covariance of the composite error v; = ¢; + u;; for the same individual ¢:

1. Contemporaneous Variance:

Var(vy | X;) = Var(c; +uy | X;) = 0 + 02 (13.102)

2. Intertemporal Covariance (¢t # s) for the same unit i:

Cov(vi, vis | Xi) = El(c; + wig) (e +uis) | Xi] = E[CZQ | Xi] = O'z £ 0 (13.103)

This implies that errors from the same unit ¢ in different periods are positively

correlated over time (Corr(vy, v;s) = J;fa2 > 0).
The covariance matrix of the error for unit i (v; = [v;1, ..., vir) € RT*) has T x T block
structure:

Qi = Elvw] | Xi] = o2Ir + o2 Jr (13.104)

where Jp = 1717, is the T' x T matrix of ones.

Stacking for the entire panel, the global covariance matrix is block-diagonal:

Q=1Iy®0 #c*Inr (13.105)
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13.3.1.7 Overwhelming Consequence on Standard POLS Inference

Remark 13.3.3 (Invalidation of Conventional Standard Errors). If the researcher runs
POLS and uses the conventional OLS standard error formula pre-installed in software
(Vargandard (BroLs) = s2(X'X)™1), the formula incorrectly assumes Q = oI .

The true asymptotic variance of POLS under group dependence is given by the
“sandwich” structure:

Vareal (Brors | X) = (X'X) ™! (i X{QiXi> (xX'x)™! (13.106)

i=1

Since 02 > 0, ignoring the intertemporal serial correlation term ; causes the conventional
OLS formula to severely underestimate coefficient standard errors. As a result:
o Conventionally calculated t = SEfi B statistics become substantially inflated.

o p-values become falsely tiny.

o The Type I Error rate explodes, leading the researcher to declare highly “signifi-
cant” effects when it is merely autocorrelated noise.

13.3.1.8 Inferential Solution: Cluster-Robust Standard Errors

If the researcher chooses to use POLS, it is mandatory to correct standard errors using
the Individual Cluster-Robust Covariance Matrix (Cluster-Robust Variance Estimator —

CRVE by Liang-Zeger / Arellano / Wooldridge):
- . N
Varauste (Arors) = (X' X)! (Z X{@iﬁl’.Xi> (X' Xx)™! (13.107)
i=1

where 0; = y; — XinOLS is the T' x 1 vector of POLS residuals for unit i.

This formula does not require the researcher to specify the parametric form of €2;; it consis-
tently adjusts variance for any form of heteroscedasticity and intertemporal autocorrelation
within unit ¢ when N — oo.

Remark 13.3.4 (Advantages and Limitations of POLS). Advantages:

» Allows estimation of coefficients for time-invariant variables (gender, race, geog-
raphy)

e Simple to implement and interpret
 Consistent if Elz,c;] =0
Limitations:
« Inconsistent if E[x;:c;] # 0 (omitted variable bias from unobserved heterogeneity)
« Inefficient relative to Random Effects (RE) when E|¢; | X;] =0

» Requires cluster-robust standard errors for valid inference
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13.3.2 FGLS (Feasible Generalized Least Squares)

13.3.2.1 Motivation and Intuition in Panel Context and Structured Errors

The Generalized Least Squares (GLS) estimator is the Gauss-Markov solution for linear
models where the conditional variance-covariance matrix of errors given regressors, Var(u |
X) = Q, is not spherical (€ # ¢*I). In the presence of arbitrary heteroscedasticity
between individuals or temporal autocorrelation within each individual, OLS/POLS loses
asymptotic efficiency and generates incorrect standard errors.

Since the true matrix 2 depends on unknown population scale/variance parameters,
FGLS replaces €) with a consistent estimate ) constructed in two stages.

13.3.2.2 Mathematical Formulation and Estimator Derivation

Consider the linear model y = X3 + u, with y € RM*1 X € RM*E and Var(u | X) = Q,
where M = N - T in panel data.

Remark 13.3.5 (1. The Infeasible Estimator (GLS)). If Q were known, applying the
Cholesky decomposition 27! = PP (where P is a non-singular transformation matrix):

Py=PXf+Pu = y" =X"F+u" (13.108)
It is verified that Var(u* | X) = Var(Pu | X) = P Var(u | X)P' = PQP' = P(P'P)™'P' =
Ins.

Applying OLS to the transformed model y* = X*3 4 u*:
Bars = (X¥X*) XYy = (X'P'PX)T'X'P'Py = (X'Q7'X)7'X'Q7ly  (13.109)
Remark 13.3.6 (2. The Feasible Estimator (2-Stage FGLS)). Since © = (6) depends on

a parameter vector 0, the FGLS procedure operates as follows:

1. 1st Stage: Estimate the model by OLS/POLS, obtaining consistent residuals
i, = y; — XiBors-

2. Estimation of (2: Use residuals 4; to consistently estimate elements of 6, forming

Q= Q).
3. 2nd Stage (FGLS):

BraLs = (X'Q_IX)_I X0y (13.110)

Theorem 13.3.1 (Asymptotic Equivalence Theorem). If plimy_, . %X’(Q_l —Q Hu=0,
then \/N(BFGLS — ) has the same Gaussian asymptotic distribution as \/N(ﬂb,;g - B),
with asymptotic variance: .
Avar(Brars) = (X'Q71X) ™! (13.111)
13.3.2.3 FGLS Identification Hypotheses and Limitations
« Strict Exogeneity / Orthogonality: E[u; | X;] = 0 (or E[X[Q 'u;] = 0).
« Rank Condition: rank(X'Q'X) = K.
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» Inconsistency Risk: If strict exogeneity fails (e.g., in dynamic models with
predetermined or lagged regressors), the transformation by {27! mixes past and

future errors with regressors, rendering FGLS inconsistent. In these cases, prefer
POLS/FE with cluster-robust standard errors (CRVE).

13.3.3 FE (Fixed Effects — Within Estimator)
13.3.3.1 Motivation and the Unobserved Heterogeneity Problem

Consider the static panel data model:
Yi =B+ cituy, i=1,...,N; t=1,...,T (13.112)

where ¢; represents the time-invariant unobserved individual heterogeneity (e.g.,
individual’s innate ability, firm’s organizational culture).

If ¢; is correlated with regressors z; (E[x;c;] # 0), POLS and RE estimators suffer from
heterogeneity omitted variable bias. The Fixed Effects (FE) estimator solves this
problem by applying an orthogonal transformation that algebraically eliminates ¢; from
the equation before estimation.

13.3.3.2 The Within Transformation (Centering on Individual Mean)

Calculating the temporal mean for each individual i:

1T
Yi = T3 + ¢; +u;  where jj; = T D Vi, Ti= T 2 Tits U = = Y Uy (13.113)
=1 =

Subtracting the temporal mean from the original equation for each period :
(yit — Ql) = (.CEit — i‘l)/ﬁ + (Ci — Ci) + (Uit — ’l_Ll) (13114)

Jit = T3y 8 + il (13.115)
where ;; = yit — Ui, it = x4 — Ty, and iy = uy — u; are the time-demeaned variables.

Note that ¢; — ¢; = 0, completely eliminating unobserved individual heterogeneity.

13.3.3.3 Matrix Derivation of the FE Estimator

Define the Within projection matrix Mg = Ir — %1T1’T, symmetric and idempotent
(Még = MQ and MQMQ = MQ)

For each individual 4, §j; = Mgy, and X, = Mo X;.
The Fixed Effects estimator is obtained by applying OLS to the transformed data:

A .. .. . N T _1 N
Pre = (X'X) 1 X" = (Z > jiti';t> (Z 3 a‘iity,f) (13.116)
i=1t=1

i=1t=1
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13.3.3.4 FE Estimator Identification Hypotheses
Definition 13.3.2 (FE Hypotheses). 1. Strict Idiosyncratic Exogeneity:
The idiosyncratic error u; must be uncorrelated with regressors from all time periods
(past, present, and future).
2. Full Rank of the Transformed Matrix:
N .. ..
rank (Z X;XZ-) =K (13.118)
i=1

Consequence: If a variable in z; is time-invariant (e.g., gender, race, years of
schooling of an adult), we have z; = r; = &; = 0. Time-invariant variables
are eliminated by the Within transformation and their coefficients cannot be
identified by the FE estimator.

13.3.3.5 Advantages, Disadvantages, and Fixed Effects F'-Test

« Advantages: Allows tying/correlating unobserved heterogeneity ¢; with regressors
Ty in a totally arbitrary way without generating bias.

« Disadvantages:
— Does not estimate the effect of time-invariant regressors.
— Consumes N degrees of freedom to eliminate c;.

— If the strict exogeneity hypothesis fails (e.g., feedback/predetermination or
dynamic lag y;+—1), Orr suffers from Nickell Bias (O(1/7)).

Remark 13.3.7 (F-Test for the Presence of Individual Fixed Effects). « Null Hy-
pothesis: Hy : ¢y = co = -+ = ¢y = ¢ (All individual effects are equal; POLS is
adequate).

e Test Statistic:

(55 Rpovs — SSRee) /(N —1)
SSRpp/(NT — N — K) Nt NT=N=K

F = (13.119)

» Decision Rule: Reject Hy if F' > F, n_1 n7—n—k. Rejection confirms the presence
of significantly varying individual heterogeneity between individuals.

13.3.4 FD (First Differences Estimator)
13.3.4.1 Motivation and the Difference Operation

Like FE, the First Differences (FD) estimator is designed to eliminate unobserved
heterogeneity ¢; when E[z;,¢;] # 0. Instead of subtracting the temporal mean, FD subtracts
the observation from the immediately preceding period (¢t — 1).
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13.3.4.2 Formulation and Estimator Derivation

Consider y;; = 2,8 + ¢; + ui. Subtracting the equation at ¢t — 1:
(Wit = Yig—1) = (@i — Ti01)' B+ (¢ — ¢i) + (wip — uip—1) (13.120)

Ayy = Az, B+ Auy, fort=2,...,T (13.121)
where Ay =y — Yit—1, Az = T4 — Tit—1 and Auy = uy — Ujt—1-

Applying Pooled OLS to the first-differenced equation for the T — 1 transformed periods:

N T -1 N 7
BFD = (AX’AX)_l AX'Ay = (Z Z A:c,-tAx;t> (Z Z A:cl-tAyit> (13.122)

i=11t=2 i=11t=2

13.3.4.3 Critical Comparison: FE vs. FD

Remark 13.3.8 (1. Theoretical Equivalence for T = 2). For a panel of exactly two
periods (T = 2), the Fixed Effects estimator and the First Differences estimator produce
algebraically and numerically identical point estimates, residuals, and ¢-statistics

(BFE = BFD)~
Remark 13.3.9 (2. Efficiency Choice for T > 3). For T' > 3, both estimators are unbiased

and consistent under strict exogeneity (E[u; | X;, ¢;] = 0). The choice between FE and
FD depends on the autocorrelation structure of the idiosyncratic error w;:

o If u; is not autocorrelated (u; ~ i.i.d.): The Within transformation of FE
preserves non-autocorrelated errors, making FE asymptotically more efficient
than FD. Note that, under ii.d. wu;, the differenced error Au; = wy — ;1
presents serial correlation of Cov(Au;, Au; ;1) = — Var(u;;—1) = —02, generating
—0.5 autocorrelation in FD.

o If u; is a Random Walk (u;; = ;41 + €;r, where e; ~ i.i.d.): First difference
eliminates the unit root (Au; = e; ~ i.i.d.), eliminating autocorrelation. In this
scenario, FD is strictly more efficient than FE.

13.3.5 RE (Random Effects — GLS in Panel / Quasi-
Demeaning)

13.3.5.1 Motivation and the Orthogonality Hypothesis

The Random Effects (RE) estimator is applicable when it is reasonably assumed that
unobserved individual heterogeneity ¢; is not correlated with regressors:

E[Ci | Ti1y .- ,[L‘Z‘T] =0 <= COV(.Z‘it7 Ci) =0 (13123)

In this case, ¢; does not generate omitted variable bias. Treat ¢; +u;; = v;; as a composite
error term. The RE estimator uses the structure of the composite error covariance
matrix to apply FGLS, being asymptotically more efficient than POLS and allowing
inclusion of time-invariant regressors.
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13.3.5.2 The Quasi-Time Demeaning Transformation

The covariance matrix of the composite error v; = [v;1, ..., v;p]" for individual 7 is:

Q; = Elvp) | X;] = 021y + 021717 (13.124)

By spectral inversion of €);, it is demonstrated that the FGLS transformation that purifies
errors is equivalent to subtracting a fraction 6 of the individual mean:

(yit - ng) = (J7it — 0@)’5 + ((1 - Q)CZ + (Uz‘t - 91_61)) (13125)

it = Tjy 3 + Vit (13.126)

where the weighting parameter 6 is given by:

02
0=1—,|——"+— 1 13.12
Vel (13.127)

Remark 13.3.10 (Analysis of Limit Cases of 6). e If 62 -5 0: 0 5 0 = T = vir-
The RE estimator reduces to Pooled OLS (POLS).

o If af —ooorT —o0: 0 —=>1 = ¥ =vis —vy;- The RE estimator collapses to
Fixed Effects (FE).

13.3.5.3 Hausman Specification Test (RE vs. FE)

Remark 13.3.11 (Hausman Test). e Objective: Formally test the exogeneity hypoth-
esis of the unobserved effect c;.

« Null Hypothesis (Hy): E[¢; | X;] =0 (RE and FE are both consistent, but RE is
asymptotically more efficient).

« Alternative Hypothesis (H;): E[¢; | X;] # 0 (RE is biased and inconsistent; FE
is consistent).

Hausman Test Wald Statistic: Calculate the standardized quadratic distance between
estimated coefficient vectors (restricting to the subvector of K7 coefficients of time-varying
variables):

-1

W= (BFE - BRE)/ [@(BFE) - @(BRE)} (BFE - BRE) i> )(%(1 (13.128)

Note: The central matrix simplifies to Var(BFE) — Var(BRE) because, under Hy, the RE
estimator reaches the GLS efficiency limit, causing Cov(fSrg — SrE, fre) = 0.

Decision Rule: Reject Hy if W > Xi,Kl' If Hy is rejected, adopt the Fixed Effects
(FE) estimator.
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13.3.6 Arellano-Bond (First-Differenced GMM) and System
GMM

13.3.6.1 Nickell Bias in Dynamic Panels

Consider a first-order autoregressive model with panel data (dynamic AR(1)):

Yit = PYir—1 + Ty + ¢ +ug, |p] <1 (13.129)

If we try to apply the Fixed Effects (FE/Within) estimator to eliminate ¢;:

Wit — Ui) = pWi—1 — Ui—1) + (2 — T)' B + (wir — ;) (13.130)

By construction, the temporal mean of the error u; = %Zle u;s contains the term
Ui ¢—1. Since y; ;1 depends directly on w; 1, the transformed regressor (vy;;—1 — ¥i—1) is
mechanically correlated with the transformed error (u;; — u;).

This violation of strict exogeneity generates Nickell Bias (1981). Even for N — oo,
the FE estimator is inconsistent for fixed T', presenting severe negative bias in the
persistence parameter estimate p.

13.3.6.2 The Arellano and Bond (1991) Estimator — FD-GMM

Manuel Arellano and Stephen Bond (1991) solved Nickell bias by combining first differ-
encing of the equation with the use of lagged levels as instrumental variables in
the GMM framework.

Remark 13.3.12 (Step 1: Elimination of Unobserved Heterogeneity via First Difference).
Ay = pAy; 1 + Azl S+ Auy, fort=3,...,T (13.131)

where Auj = wp — wig—1.

Remark 13.3.13 (Step 2: Construction of the Instrument Set under Sequential Exogene-
ity). Assume the hypothesis of Sequential Exogeneity / Predetermination of the
idiosyncratic error (absence of autocorrelation in wu;):

Elwit | it—1,Yit—2,- -, Yi1,¢] =0 (13.132)

Analyzing orthogonality between past levels of y and the first-differenced error Awu; =
Usp — Ujt—1-

o Fort=3: Au;z = ujz—u;z. Level y;; is orthogonal to u;z and w;. Thus, Ely; Auz] =
0. (1 valid instrument).

o Fort = 4: Auy = uy — u;3. Levels y;; and y;» are orthogonal to Auy. Thus,
Elyi1 Auis) = 0 and ElynAu;g] = 0. (2 valid instruments).

Population Moment Conditions for y:

Elyis - Auy) =0, Vs<t—2;, t=3,...,T (13.133)
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Block Instrument Matrix Structure (ZFP): The Arellano-Bond instrument matrix
has dimension (7' — 2) x L, expanding the number of instruments as ¢ advances:

yi O 0 ... 0 ... 0
0 wi w2 ... 0 ... 0

gro - | P e T . (13.134)
0 0 0 ... w1 ... Yir—o (T—2)x T=1T2)

13.3.6.3 System GMM (Blundell and Bond, 1998 / Arellano and Bover, 1995)

Remark 13.3.14 (The Arellano-Bond Limitation (Weak Instruments)). When the series
yi is highly persistent (p — 1) or the variance of ¢; is very large relative to u;, lagged
levels v, ,—o become weak instruments for the first difference Ay;;_;, causing severe
finite-sample bias and loss of precision in FD-GMM.

Remark 13.3.15 (The System GMM Solution). The System GMM estimator stacks a
system with two equations:

1. The first-differenced equation (Ay;), instrumented by lagged levels (y;;—o,. .. ).
2. The levels equation (y;), instrumented by lagged first differences (Ay;; ;).

New Identification Hypothesis (Initial Mean Stationarity): To validate instru-
ments in first difference (Ay;,—1) for the levels equation (where the error contains ¢; + u;),
it is required that the correlation between differences of y and the fixed effect ¢; be zero:

E[Ayi7t_1 : Ci] =0 = E[Ayi7t_1(ci + ult)] = 0, for t = 3, N ,T (13135)

13.3.6.4 Fundamental Diagnostic Tests in Dynamic Panel

Remark 13.3.16 (1. Arellano-Bond Residual Autocorrelation Test). Since the estimated
equation is in first differences (Auy = wir — u;jp-1):

« 1st Order Autocorrelation — AR(1): It is expected and natural to
have negative correlation between Au; and Awu;,—; due to the shared term w;;—;
(Cov(Auy, Au;y 1) = —0?2). Reject Hy of absence of AR(1).

e 2nd Order Autocorrelation — AR(2): This is the decisive validation test.
Evaluate Hy : Cov(Au, Au;y—9) = 0.

— Decision Rule: Cannot reject Hy in AR(2) (p-value > «). If the test
rejects Hy for AR(2), it means that the original idiosyncratic error wu; has
autocorrelation, invalidating lags at t — 2 as instruments. In these cases,
one must move the instrument matrix back to t — 3 or earlier periods.

Remark 13.3.17 (2. Hansen J-Test (Instrument Validity and Proliferation)). Being the
model strongly overidentified, apply the statistic J = Ng’'S™'g ~ x% .

« Rule: Do not reject Hy (p-value > 0.05).

o Instrument Proliferation Warning: If T" is high, the instrument matrix Z; grows
quadratically (O(T?)), reducing the power of the J-test and generating a falsely
equal p-value to 1.000. It is required to collapse the instrument matrix (collapse
option) or limit the depth of lags.
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13.3.7 Panel Comparative Framework and Decision Guide

Remark 13.3.18 (Comparative Summary: Panel Estimators). POLS: Does not eliminate
¢;; exogeneity hypothesis is E[z;¢;] = 0 and E[z;u;] = 0 (orthogonal mean exogeneity);
allows time-invariant regressors; in dynamic panel, biased upward (ppors > p).

FE (Within): Eliminates ¢; (subtracts y;); exogeneity hypothesis is strict exogeneity
Elu; | X, ¢;] = 0; does not allow time-invariant regressors (eliminated); in dynamic panel,
biased downward — Nickell Bias (prg < p).

FD: Eliminates ¢; (subtracts y;;—1); exogeneity hypothesis is strict exogeneity Elu; |
X, ¢;] = 0; does not allow time-invariant regressors (eliminated); in dynamic panel, biased
if applied by simple OLS.

RE (GLS): Does not eliminate ¢;; exogeneity hypothesis is orthogonality Elc; | X;] =0
and strict exogeneity; allows time-invariant regressors; in dynamic panel, biased and
inconsistent.

Arellano-Bond: Eliminates ¢; (via FD); exogeneity hypothesis is sequential exogeneity
Elui | Yit—1,-..] = 0; does not allow time-invariant regressors; in dynamic panel, consistent

(FD-GMM). Weak if p — 1.

System GMM: Eliminates ¢; (FD + Levels); exogeneity hypothesis is sequential ex-
ogeneity + mean stationarity; allows time-invariant regressors (in levels equation); in
dynamic panel, consistent and efficient for persistent series.

13.4 Discrete and Qualitative Choice Models

13.4.1 Binary Choice Models: LPM, Probit, and Logit
13.4.1.1 Motivation and Linear Probability Model (LPM) Limitations

When the dependent variable is binary (i.e., y; € {0,1}, indicating decisions such as
buy /not buy, work/not work, pay/not pay dividends), direct application of the Ordinary
Least Squares Model is called the Linear Probability Model (LPM):

yi=zif+u = Plyi=1|z)=Ely | x;] = 2.8 (13.136)

Remark 13.4.1 (Why the LPM is Conceptually Flawed). 1. Predictions Outside
the Probability Limit: Since the function z/8 is an unrestricted linear
combination, for extreme values of regressors x;, the model produces predicted
probabilities that are negative (§; < 0) or greater than 1 (g; > 1).

2. Intrinsic Heteroscedasticity of the Error Term: Since y; assumes only two
values (0 or 1), the error w; = y; — «}/3 has a discrete conditional distribution of two
points:

o u; =1 — 2,3 with probability /3
o u; = —x, with probability 1 — 2.3
The conditional variance of the error is a direct function of the regressors:

Var(u; | z;) = z;B(1 — x,5) (13.137)
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This violates the Gauss-Markov homoscedasticity hypothesis, rendering OLS ineffi-
cient and invalidating conventional ¢ and F' statistics.

3. Unrealistic Constant Marginal Effect: The LPM assumes that the rate of
change of probability with respect to a regressor is constant <% = [) for any level
of z;. In behavioral reality, the marginal impact tends to decrease near the extremes
(P — 0 or P — 1), exhibiting an “S-shaped” (sigmoid) curve format.

13.4.1.2 Latent Variable Structure and Index Models

To guarantee that 0 < P(y; = 1 | x;) < 1, we map the linear index z}3 through a
continuous and monotonically increasing Cumulative Distribution Function
(CDF) G(z) € (0,1):

Py =1|z;) = G(2}p) (13.138)

Remark 13.4.2 (Derivation of the Latent Variable Model). Consider an unobserved (latent)
variable y; that represents the net utility or unobserved propensity of individual ¢ to make
the decision:

yi = v+ e (13.139)
The observed decision rule is given by the indicator function:

1 ity >0

! (13.140)
0 ify; <0

yizﬂ(yf>0)={

Calculating the conditional response probability:

P(yizl|$i):P(y;k>O|xi):P(x£6+€i>O|xi):P(ei>_‘rgﬂ|xi) (13.141)

Assuming that the error distribution e; is symmetric around zero (1 — G(—z) = G(z)):

Py, =1 ) =1 - G(-}8) = G(a) (13.142)

13.4.1.3 Probit and Logit Specifications
The choice of the latent error distribution e; defines the model:

Definition 13.4.1 (Probit Model). Assumes that e; ~ N(0,1) has a Standard Normal

distribution:
=B 1

3) = —_ev2g 13.143
i3) e o u ( )

where ®(-) is the Standard Normal CDF and ¢(z) = \/%76722/2 is its density (pdf).
Definition 13.4.2 (Logit Model). Assumes that e; has a Standard Logistic distribution:
exp(zif) 1

G(zB) = Axif) =

e 1+ o) A

the logistic density is given by A(z) = d/(\i(;) =A(2)(1 — A(2)).
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Remark 13.4.3 (Comparison between Logit and Probit and Conversion Rules). .
Tail Format: The logistic distribution has slightly heavier tails than the Normal
distribution. This means that the predicted probabilities P(y = 1 | z) of the Logit
approach 0 or 1 at a slower rate than in the Probit.

e Unidentified Scale of Variance: The variance of the latent error is not identifiable
in the data.

— In the Probit, we normalize Var(e;) = 1.

— In the Logit, the standard logistic distribution has fixed variance Var(e;) =
“ ~ 3.29.

o Practical Coefficient Conversion Rules: Since raw coefficients 5 depend on the
model’s variance scale, they cannot be directly compared. The following empirical
approximations are used:

610git ~ 1.6 to 1.8 x 6probit
Borobit & 0.55 t0 0.625 X Blogis (13.145)

Brem & 0.25 X Biogie  (for intercept: Brpm & 0.2510git + 0.5)

13.4.1.4 Maximum Likelihood Estimation (MLE)

Since the model is non-linear in parameters, estimation by OLS fails. We use the
Maximum Likelihood Estimator (MLE).

For an i.i.d. sample with y; € {0, 1}, the conditional Bernoulli probability mass function
is:

Flyi | @i B) = [G(aiB)]"[1 — G(iB)] ™ (13.146)

Definition 13.4.3 (Log-Likelihood Function).

In L(3) = 3 (il G(l5) + (1 - i) In [1 = GlaB)]} (13.147)

Remark 13.4.4 (First-Order Condition (Score Equation)). Deriving with respect to vector
[ and setting equal to zero:

alnL n G(z)5) o]
S(B) = ; )( e ’6)) (2} B)xi| = Ok 1 (13.148)

Simplification in the Logit: Since g(z) = A(z) = A(z)(1 — A(2)), the central term
cancels perfectly:

ﬁ: (g — A(ziB)) 1 = O (13.149)

The Logit FOC imposes that the sum of residuals weighted by regressors is exactly zero
(similar to OLS).
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13.4.1.5 Parameter Interpretation and Marginal Effects

The raw coefficient By in index models does not indicate the direct variation in
probability (except for its sign, which indicates the direction of the effect).

Definition 13.4.4 (Marginal Effects for Continuous Regressors). Differentiating P(y; =
1| z;) = G(«}) with respect to regressor xy:
OP(yi = 1| z;)

= g(z}8) - By (13.150)

where g(z) = %iz) is the marginal density (in Probit ¢ = ¢; in Logit ¢ = A). The marginal

effect depends on the value of all regressors contained in z%.

Remark 13.4.5 (Ways to Report the Marginal Effect). « APE / AME (Average
Marginal Effect): Calculate the marginal effect for each individual in the sample
and take the average:

1 & A
i=1

« PEA (Partial Effect at the Mean): Evaluate the density at the midpoint of
regressors Tt

PEA; = g(7'5) Bk (13.152)

Remark 13.4.6 (Discrete Effect for Dummy (Binary) Variables). For a binary regressor
d; € {0,1} (e.g., having a college degree), the discrete effect is calculated by the finite
difference of predicted probabilities:

AP =G (‘Tgthersﬁothers + 5d) -G (x/othersﬁOtherS) (13-153)

Remark 13.4.7 (Interpretation in Logit via Odds Ratio). In the Logit, isolating the odds
ratio:

Py, =1] )
1= Py, =1]z)
Taking the natural logarithm (the Log-Odds or Logit link):

Odds =

= exp(z}5) (13.154)

P,

« Interpretation: [ represents the change in log-odds for a unit increase in xy.

« Odds Ratio (exp(f)): A 1l-unit increase in x; multiplies the odds of success by
exp(Bk).

13.4.1.6 Hypothesis Tests and Goodness of Fit

Remark 13.4.8 (Likelihood Ratio (LR) Test). Tests ¢ exclusion restrictions by comparing
the log-likelihood of the unrestricted model (In L,,) and the restricted model (In L,.):

LR=2(InLy —InL,) % 2 (13.156)

Reject Hy if LR > X2,
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Definition 13.4.5 (McFadden’s Pseudo-R?).

In Lmodel

Pseudo-R?> =1 — In Ly

(13.157)
where In L is the log-likelihood of the model containing only the intercept constant.

13.4.1.7 Binary Models in Panel Data and Endogeneity

Remark 13.4.9 (Panel Data Challenges).  « Infeasibility of Fixed Effects Probit
(Incidental Parameters Problem): In panels with large N and small T, at-
tempting to estimate the N fixed effects ¢; as parameters to be optimized via MLE
generates severely biased and inconsistent estimators (100% bias when T' = 2).

« Conditional Fixed Effects Logit (Chamberlain, 1980): The Logit allows
eliminating ¢; from the likelihood by conditioning on the temporal sum of each
individual’s successes (S; = YL, 7;). Observations with S; = 0 or S; = T (no
variation over time) do not enter the conditional likelihood.

« IV Probit (Continuous Endogeneity): If y; = 2|51 + y22 + €1 contains a
continuous endogenous regressor s, we use the Rivers-Vuong Control Function
Approach:

1. Regress ys on all exogenous instruments Z by OLS and extract residuals 0s.

2. Include 05 as an additional regressor in the Probit. The t-test on the coefficient
of 79 is a direct test of endogeneity.

13.4.1.8 Chamberlain’s Conditional Fixed Effects Logit (1980)
Remark 13.4.10 (The Incidental Parameters Problem). In the static Logit model with

individual fixed effects:

exp (@} + )
1+ exp(a,f + )

Py = 1| vy, i) = M8+ i) = (13.158)

When N — oo with 7" fixed and small (e.g., T' = 2), the number of individual parameters
a; grows at the same rate as N. Attempting to estimate § and the N parameters o;

simultaneously via unrestricted Maximum Likelihood renders the estimators inconsistent

and severely biased (in the case of T' = 2, the estimate of 3 converges to 23, presenting
a 100% bias).

Remark 13.4.11 (Chamberlain’s Solution: Conditional Likelihood). Gary Chamberlain
(1980) demonstrated that the temporal sum of each individual’s successes, S; = 31, ¥u,
is a sufficient statistic for the individual effect «;.

By conditioning the joint probability of the observed sequence of choices (v, ..., yir) on
its total sum §;, the individual parameter «o; is completely eliminated by algebraic
cancellation.

Theorem 13.4.1 (Mathematical Derivation (Classical Case with T' = 2)). Consider a
panel of T = 2 periods. The observed responses of individual i are (Y1, Yio)-

The sum of successes S; = y;1 + Yio can assume three values: 0, 1, or 2.
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Case 1: If S; = 0: The only possible sequence is (0,0). The conditional probability
P(yn =0,y =01 S; =0) = 1, providing no information about (.

Case 2: If S; = 2: The only possible sequence is (1,1). The conditional probability
Py = 1,y = 1| S; =2) =1, also providing no information about (3.

Case 3: If S; = 1: There are two possible sequences: event A = (0,1) or event
B =(1,0).

Step 1: Unconditional Probability of Events. Under the hypothesis of temporal
independence conditional on (x;, ), we calculate the probability of sequence A = (0,1):

P0,1|x;,00) = Plyn =0 | zi1, ) - P(yi2 = 1| 242, i)

_ 1 exp(25, + i)
B <1 + exp(zy 8 + 042‘)) (1 + exp(wip 8 + ai)) (13.159)
_ ep(eBta

[Ti-y (1 + exp(a},8 + a;))

Analogously, for sequence B = (1,0):

exp(2i, 0 + o
P(L,0 ]z, 04) = — (i p ) (13.160)
[Tio; (1 + exp(z},8 + i)

Step 2: Probability of the Conditioning Event (S; =1). Since events (0,1) and
(1,0) are mutually exclusive:

exp(ziy B + ai) + exp(@ipff + )

- (1 + exp(z,f + o))
(13.161)

P(SZ:1|$“OQ) :P<0,1|IZ,OZZ>+P<].,O’(L’”OZZ) =

Step 3: The Conditional Probability and Elimination of «;. By the conditional
probability rule:

P(O, 1 | in,&i)
PO,1]S;,=1,2;,5) = 13.162
(0,1 i, @) P =1 [0 ( )
Substituting the obtained expressions:
, exp(w), 8+ay)
- . H _, (I+exp(z},B+as))
P(07 1 ‘ Sz == 17-Ti7 CYZ) - eXp(xt;llﬁ+ai)+exp(m£25+ai) (13163)
[T, (exp(al,B+a.))
The common denominator T17_, (1 + exp(x},8 + o)) cancels perfectly:
/ .
P0,1]S;=1,21,0;) = : exp(if + O‘Z)/ (13.164)
exp(zi1 8 + ;) + exp (2}, + o)
Dividing numerator and denominator by exp(zi, 5 + ;):
exp(z§2ﬂ+ai) ,
P0,1]8; = 1,1, 0;) = ——2ubted exp((zi2 = za)'6) (13.165)

exp(z),B+a;) 1 Y
L+ Soarpray Lol = oa))
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Remark 13.4.12 (Important Conclusions from the Result). 1. Independence from
a;: The resulting conditional probability does not contain the term «;.

2. Analogous to Within / First Differences Estimator: The conditional model
reduces to a standard binary Logit where the explanatory variable is the first
difference of regressors (o — x;1).

3. Discarding Observations Without Variation: Individuals who do not change
their state over time (S; = 0 or S; = T') have conditional probability equal to 1 and
are discarded from the likelihood.

4. Time-Invariant Variables: Variables that do not change over time (z;3 = ;1)
have (z;2 — x;1) = 0 and their coefficients cannot be identified.

13.4.2 Multinomial Choice Models

When the dependent variable Y; assumes more than two discrete categories (Y; €
{1,2,...,J}), models divide into two fundamental families based on data nature:

1. Unordered Choices: Nominal categories without hierarchy (e.g., mode of transport:
car, bus, train; occupation choice).

2. Ordered Choices: Hierarchical ordinal categories (e.g., credit risk rating AAA,
AA, BBB; degree of satisfaction).

13.4.2.1 Random Utility Model (RUM) Framework

Definition 13.4.6 (RUM Structure). Individual i chooses alternative j € {1,...,J} that
maximizes their latent utility U}

where V;; is the deterministic/observable part of utility and ¢;; is the unobserved stochastic
shock.

The probability that individual ¢ chooses option j is the probability that U is strictly
greater than the utility of all other alternatives:

Py = P(U;; > Uy, Vk # j) = Pleir — €15 < Vij — Vir, Yk # j) (13.167)

13.4.2.2 Multinomial Logit (MNL) vs. Conditional Logit (CL)

The classical econometric distinction between MNL and CL lies in the nature of the
regressors:

Definition 13.4.7 (Multinomial Logit (MNL — Schmidt & Strauss, 1975)). Regressors
w; are individual characteristics (e.g., age, income, schooling) and do not vary between
alternatives. To allow individual characteristics to affect choice, parameters 8; must vary
by alternative:

exp(w;f;)
Z’ranl eXp<w§5m>

Py, =j | w) = (13.168)
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Identification / Base Category Normalization: Since the sum of probabilities must
be 1, parameters 3; are only identified relative to a reference category. We normalize
category J as the base (57 = Oxx1):

1
Plyi=J|w) = -
( wi) =7 + 2 exp(wjB) (13.169)
. exp(wlf) for i1 g1 |
yz—]|wz) orjyp=1,...,

T exp(wBy)

Definition 13.4.8 (Conditional Logit (CL — McFadden, 1974)). Regressors z;; are
attributes of the alternatives (e.g., cost of each mode of transport, travel time). The
parameter vector 7 is homogeneous/common for all options:

exp(2i;7)

=710 = o (i)

(13.170)

Note: In modern applications, econometric packages estimate the Mixed /Combined
Multinomial Logit, simultaneously encompassing individual regressors w; and attributes
Lij-

13.4.2.3 Independence of Irrelevant Alternatives (ITA) Hypothesis

Remark 13.4.13 (ITA Consequence). The Multinomial Logit model assumes that errors
¢;; are i.i.d. distributed according to the Type I Extreme Value distribution
(Gumbel).

Mathematical-Behavioral Consequence: The probability ratio (relative odds) be-
tween any two options j and k depends exclusively on the attributes/characteristics
of j and k, being totally independent of the presence or attributes of a third alternative
m:

Py exp(azgj'y)

P, = m = exp (i — Tir)") (13.171)
2 ik

Remark 13.4.14 (The ITA Paradox (Red Bus / Blue Bus Paradox)). If a commuter chooses
between Car (P = 0.5) and Red Bus (P = 0.5), the odds ratio is 1. If we introduce the
Blue Bus (identical to the red one, except for color), intuition indicates that people will
divide themselves between Car (50%), Red Bus (25%), and Blue Bus (25%). However,
under ITA, the model forces the odds ratio between Red Bus and Blue Bus to be preserved,
erroneously predicting 33.3% for each of the three options.

Remark 13.4.15 (Hausman-McFadden ITA Test). Estimate the complete model with J
choices (§) and re-estimate excluding one of the options (%5):

A A T A <7 A _1 A A
Wia = (5 — 4¢)’ [Var(4:) — Var(9)| (5 — 45) = ¥k (13.172)

Rejecting Hy indicates violation of the ITA hypothesis.

13.4.2.4 Models Relaxing the ITA Hypothesis

To overcome ITA rigidity, three advanced extensions are used:
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Remark 13.4.16 (Advanced Multinomial Models). 1. Nested Logit Model: Groups
substitute alternatives into “branches” or “nests”. Errors are correlated within the
same nest, but independent between nests. Introduces the dissimilarity /inclusion
parameter () for each branch. If ¢, = 1, the model collapses to the traditional
Conditional Logit.

2. Mixed Logit / Random Parameters Logit (RPL): Allows preference param-
eters to be random across individuals (y; ~ N(v,X)). Offers total flexibility to
substitute preferences and eliminates the ITA restriction.

3. Multinomial Probit (MINP): Assumes that the error vector has a Multivariate
Normal distribution with unrestricted covariance matrix ; ~ N(0, 3).

o Advantage: Allows totally arbitrary patterns of correlation and heteroscedas-
ticity between alternatives.

» Disadvantage: The choice probability involves a (J — 1)-dimensional integral

with no analytical solution, requiring stochastic simulation integration methods
(such as the GHK Algorithm).

13.4.3 Ordered Choice Models (Ordered Response Models)
13.4.3.1 Formulation via Latent Variable and Cut-Points

When response categories are ordinal (Y; € {1,2,...,J}), using unordered multinomial
discards ordering information and is inefficient.

Definition 13.4.9 (Ordered Model Structure). The model is based on a single continuous
latent variable y;:

yi = ;8 + e (13.173)

We define a set of J — 1 unknown cut-points / thresholds (a; < as < -+ < ay_1)
that partition the real line:

1 ity <oy
2 ifag <y <a
S (13.174)

J ifyf>aJ_1

13.4.3.2 Conditional Probabilities in Ordered Probit / Logit

Calculating the probability of occurrence of each category j:

Py =1|x;) = F(ay — 233)
P(yi:2’xi):F(OQ—fﬂ;ﬁ)—F(Oél—x;ﬂ)

‘ 3.17
Py =J | 2) = Flay — ) — Flay — 26) (13.175)

Plyy=J|x;)=1—F(ay_1 —z.0)
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e Ife; ~N(0,1) = F = & (Ordered Probit).
o If e; ~ Logistic(0,7%/3) = F = A (Ordered Logit).

13.4.3.3 Coefficient Interpretation and Intermediate Sign Ambiguity

Remark 13.4.17 (Interpretation Requires Rigorous Caution). The interpretation of the
coefficient vector [ requires rigorous caution. Differentiating the probability of category j
with respect to regressor xy:

Lower Extreme Category (j = 1):

8P(yi: 1 \ iUz)

o = —f(on — zif) - B (13.176)

The sign of the marginal effect is strictly opposite to the sign of 3.
Upper Extreme Category (j = J):

OP(y; = J | i)
8xk

= flaj-1 —x;8) - Br (13.177)

The sign of the marginal effect is identical to the sign of 3.
Intermediate Categories (1 < j < J):

OP(y; =7 | ;)
&ck

= [flajo = 2iB) — fla; — 2iB)] - B (13.178)

Sign Ambiguity: The sign of the marginal effect for intermediate choices is not
determined by the sign of ;. It depends on the relative displacement of densities at
the two cut-points. Therefore, it is mandatory to calculate and report average marginal
effects (AME) for all J categories.

Remark 13.4.18 (Note on dummy Variables). For binary variables, the derivative is not
appropriate. The correct marginal effect must be calculated as the difference in predicted
probabilities: AP = P(x), = 1,x;_j) — P(zx = 0,%; _), evaluated at sample means.

Zero-sum restriction: For any variable zj, the sum of marginal effects over all J
categories must be exactly zero.

13.4.4 Synthetic Decision Framework for Discrete Choice Mod-
els

Remark 13.4.19 (Decision Guide for Discrete Choice Models). + Cross-sectional
data: Logit or Probit. Coefficients not directly comparable.

« Binary panel, only ratios: Conditional Logit (Chamberlain). Discards individuals
without variation.

« Binary panel, marginal effects: Mundlak (CRE) or Random Effects. Allows
AME and probability calculation.

e Multiple choices per individual: Mixed Logit. Captures preference heterogeneity.
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» Correlated alternatives: Nested Logit or Mixed Logit. Relax ITA.

o Stated + revealed choice: Nested Logit with different scale. Controls statement
bias.

Binary Modeling Checklist:

1. Justification: Is the dependent variable genuinely binary? If it is truncated
continuous, use Tobit. If ordinal, use ordered models.

2. Specification: Logit or Probit? In practice, predictions are virtually identical.
Logit is slightly more common in panel due to Chamberlain’s Conditional Logit.

3. Diagnosis: Check complete separation (explosive coefficients) and multicollinearity.

4. Marginal Effects: Never interpret 3 in isolation. Report AME for continuous
variables and discrete differences for dummies.

5. Panel Data: Avoid unconditional Fixed Effects for small 7. Prefer Mundlak or
Random Effects, testing the correlation between «; and x;; via significance of 9.

The central message is that binary choice models are not mechanical extensions of OLS.
They require attention to the latent structure, identification normalizations, correct
interpretation of marginal effects, and rigorous treatment of unobserved heterogeneity in
panel data.

13.5 Limited Dependent Variables: Tobit and Heck-
man Selection

13.5.1 Fundamental Taxonomy: Censoring, Truncation, and
Corner Response

In applied microeconometrics, limited dependent variables arise under different behavioral
and sampling mechanisms. The conceptual distinction between Corner Response,
Censoring, and Truncation is indispensable for correct econometric specification and
parameter interpretation.

13.5.1.1 Corner Solution Response

Definition 13.5.1 (Corner Solution). The dependent variable y is the result of an
optimization choice by economic agents in which a significant fraction of the population
chooses the value zero (or a limit ¢), while the remainder chooses strictly positive values
continuously.

Examples: Hours worked in labor supply, charitable donations, spending on durable
consumer goods, amount invested in research and development (R&D).

Observability: There is no missing data or sampling censoring problem; zero and positive
choices are perfectly observed for the entire population.

Latent Variable: The variable y* represents the agent’s unobserved desire or propensity
(which may assume negative values in terms of utility).
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13.5.1.2 Data Censoring

Definition 13.5.2 (Data Censoring). The population variable of interest y* is continuous
and has no probability accumulation at zero. However, due to the sampling design,
institutional rules, or measurement limitations, the observed variable w is restricted above
or below a threshold c.

Examples: Wages with a maximum limit (fop-coding) in sample surveys for confidentiality
preservation; time until re-entry into the labor market in studies with a fixed follow-up
period end (right censoring).

Observability: Sampling is random and the regressor vector x; is observed for all units.
For censored units, the exact value of y* is not observed, but it is known with certainty
that y* < ¢ (left censoring) or y* > ¢ (right censoring).

13.5.1.3 Data Truncation

Definition 13.5.3 (Data Truncation). The sampling process entirely excludes from the
database units whose outcome y* does not reach a certain criterion or threshold c.

Examples: Family budget surveys restricted only to families with income below 1.5 times
the poverty line; surveys conducted at the service location (on-site sampling), such as
interviews with park visitors where non-visitors are not recorded.

Observability: Information on y; is completely lost and also on regressors z; for the
entire subpopulation that does not meet the criterion.

13.5.2 Mathematical Preliminaries: Truncated Expectation and
the Inverse Mills Ratio

Theorem 13.5.1 (Derivation of the Truncated Conditional Expectation). Let the latent
variable Y* ~ N(u,0%). Suppose Y* is left-truncated at threshold ¢ (we observe only
Y =Y* when Y* > ¢).

The probability of non-truncation is:

Pr(Y*>c):1—cI><C_/“‘> :@(’“‘_C) (13.179)

o o

The conditional density of Y given'Y > c is:

fly|Y* > c) = ‘f((”; (13.180)

C
[ea

=

Calculating the conditional expectation E[Y* | Y™ > ¢]:

E[Y* |YV*>d= /COO y‘m dy (13.181)

g

Making the change of variable z = *>F = dy = o dz. The lower limit becomes a = <F:

/OO 26(2) dz (13.182)

g
E[Y*|YV* > ] =
Y*Y">d=pn+ 3(—a)
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Since the derivative of ¢(z) is ¢'(z) = —z¢(2), we have [ zp(z) dz = [—P(2)|2 = ¢(a).

a

Recalling that by the symmetry of the Normal, ¢(a) = ¢(—a) = ¢ (%) and ®(—a) =
o (),

0 (%)
@ (55)

where \(z) = i(é)) is the Inverse Mills Ratio (IMR).

EY*|Y*">c=p+o

] it oA (“;C> (13.183)

Theorem 13.5.2 (Derivation of Heckman’s Second Stage). Consider the two-equation
model:

1. Selection: si = zlv + v;, with s; = 1(sf > 0).
2. Outcome: y; =z, + u;, observed only if s; = 1.

Assume the Bivariate Normal distribution of errors:

(ﬁf) ~ NV ((8) : [;5 gi“’D (13.184)

The conditional expectation of the outcome variable in the selected subsample (s; =1 <=
v; > —zly) is given by:

Ely; | xi, 21,80 = 1] = 2.8 + Elu; | 24, 2i, v; > —219] (13.185)

By the Bivariate Normal property, the conditional expectation of error u; given v; is linear:

Elu; | vi] = 24v; = 0uv; (since o = 1). Therefore:
v

!/

Elu; | vi > —2i7] = 0w Ev; | vi > —27] (13.186)

Using the truncated expectation result derived above:

Elo | v > —2ja] = - f’g@;w - iizz)) = \) (13.187)

Substituting back into the main equation:

Ely; | zi, zi, 5i = 1] = ;8 + 0w A(277) = x;8 + O\A(2]7) (13.188)
where 0\ = 04, = poy.
This generates Heckman’s second-stage regression equation:

yi = 2B+ 0N + e (13.189)

13.5.3 Truncated Regression
13.5.3.1 Concept and Definition

Definition 13.5.4 (Truncated Regression). Truncated Regression occurs when the
sampling/data collection process itself entirely excludes from the database units
whose outcomes Y; fall outside a pre-determined interval (e.g., Y; < ¢).
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Total Loss of Information (Missing Full Real Distribution): For excluded units,
we completely lose the value of outcome Y; and also the regressor vector X;. They do
not exist in the data file.

Unintentional Truncation: Occurs when the researcher applies a sample filter (e.g.,
analyzes only people with wages below a certain ceiling or students of a certain range)
without realizing that they have destroyed the randomness of sampling from the entire
population.

13.5.3.2 When to Use vs. When NOT to Use
Remark 13.5.1 (Decision Guide for Truncated Regression). WHEN TO USE:

o« When the database was intentionally or institutionally collected covering only a
subpopulation (e.g., surveys directed exclusively to beneficiaries below the poverty
line) and the researcher wishes to make inference about the parameters of the
complete population.

WHEN NOT TO USE:

« NEVER use if you have the data on X; available for individuals with Y; < c.
Voluntarily discarding zeros/censored observations to apply truncated regression
means throwing away useful information.

« NEVER use in duration analyses, top-coding, or zero consumption choices where
the regressors of limited observations were recorded (in these cases, use Tobit or
Heckit).

13.5.3.3 Identification Hypotheses and Economic Intuition

Definition 13.5.5 (Truncated Regression Identification). 1. Strict Normality and
Homoscedasticity of the Latent Error: v; | z; ~ N(0,0?) in the untruncated
model yf = x5 + u;.

2. Known Cut-off Point (¢): The truncation threshold ¢ is known and exogenous to
the errors.

3. Population Exogeneity: E[u; | X;] = 0 in the untruncated population.

Remark 13.5.2 (Economic Intuition). The sampling process has physically cut one tail
of the population’s Normal distribution. To identify the original parameters § without
bias, the model must “reconstruct” the portion of the curve that was discarded. This
requires knowing the exact functional form of the unobserved errors’ distribution—hence
the strict Normality and Homoscedasticity requirements. By knowing the precise shape
of the Normal curve, the selection probability adjusts the slope of the regression line,
allowing recovery of the population parameters from the truncated sample.

13.5.3.4 Statistical Structure and Likelihood

Definition 13.5.6 (Conditional Expectation in the Truncated Sample). Since sampling
conditions on Y; > ¢ (equivalently, u; > ¢ — X!3), the observed conditional expectation
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becomes non-linear:

X! —
EY; | Xi,Y; > =X{f+0-A (Zﬁ C) (13.190)
g

where \(z) = i(é)) is the Inverse Mills Ratio (IMR).

Definition 13.5.7 (Truncated Regression Log-Likelihood). The conditional density
reweights the Normal density by dividing it by the probability of being in the sample:

1 (vi—ziB
AN
fyilyi > c,m) = (_12 (13.191)
e ()
The log-likelihood for a sample left-truncated at c of size n is:

n

nL(B,0%) =% {—; In(2ro?) - W= [1 — <C_w>] } (13.192)

2
= 20 o

13.5.3.5 Advantages and Disadvantages

Remark 13.5.3 (Truncated Regression Trade-offs). Advantages: Corrects the sample
bias of simple OLS that would occur when trying to fit a line in a sample where part of
the population has been removed.

Disadvantages:

« Extreme Fragility to Specification Errors: If error u; is heteroscedastic or
non-normal, the Maximum Likelihood estimator of Truncated Regression becomes
severely inconsistent.

 Inefficient if censored data is available in the original sample.

13.5.3.6 Main Diagnostic Tests

Remark 13.5.4 (Truncated Regression Diagnostics). 1. Likelihood Ratio (LR) Test
for model significance:
LR=2(InLy —1InL,) ~ x>

q

(13.193)
Reject Hy if LR > X2,

2. Specification Tests for Non-Normality and Heteroscedasticity: Conditional
moment tests (Pagan-Vella).

13.5.4 The Tobit Model (Type I Tobit / Corner Solution)
13.5.4.1 Concept and Definition

Definition 13.5.8 (Tobit Model). The Tobit Model (Type I) addresses situations in
which the regressor vector X; is observed for all units in the sample, but the dependent
variable Y; presents probability accumulation (discrete mass) at a limit (usually zero):

1. Data Censoring (Data Censoring): The variable of interest Y* is continuous
in the population, but the research/measurement rule limits the observed value
Y = max(c, Y™*) (e.g., wage top-coding to preserve confidentiality, durability time in
studies ending at a fixed date).
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2. Corner Solution Response: Y > 0 is the result of an optimization choice by
economic agents in which a relevant fraction voluntarily decides to consume/invest
zero (e.g., charitable spending, hours worked, stock purchases). There is no missing
data or research error.

13.5.4.2 When to Use vs. When NOT to Use
Remark 13.5.5 (Decision Guide for Tobit). WHEN TO USE:

e When the sample contains regressors X; for all units and the dependent variable Y;
has a discrete mass of zeros and continuous positive values.

WHEN NOT TO USE:

« DO NOT use if the sample did not record regressors X; for units with ¥ = 0 (use
Truncated Regression).

« DO NOT use if the participation decision (Y > 0) and the conditional quantity
decision (Y | Y > 0) are governed by different variables or coefficients (use
Heckit or Hurdle/Two-Part models).

13.5.4.3 Model Structure and Latent Variable

Originally proposed by James Tobin (1958), the Tobit Model (or Type I Tobit) is
formulated through a linear regression equation for the latent variable y; with normal
and homoscedastic errors:

yi =2lB +u,  w |z~ N(0,0°) (13.194)

The observed dependent variable y; is determined by the left censoring/corner rule at
Zero:

. (13.195)
0 ify’ <0

T =

Foifyr >0

13.5.4.4 Identification Hypotheses and Economic Intuition

Definition 13.5.9 (Tobit Identification). 1. Latent Variable with Normal and
Homoscedastic Errors: y; = /3 + u;, with u; | z; ~ N(0,0?).

2. Single Mechanism (Single-Index Assumption): A single parameter vector
governs both Pr(Y; > 0 | z;) and E[Y;* | z;].

Remark 13.5.6 (Economic Intuition). The Tobit model assumes that the decision to
“participate” (have expenditure greater than zero) and the decision of “how much to spend”
are two sides of the same economic coin. For example, the same preference vector (/3)
determines both whether someone buys a car and the amount spent on the vehicle. This
single-mechanism assumption is both the Tobit’s strength (parsimony) and its main
limitation (structural rigidity).
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13.5.4.5 Advantages and Disadvantages
Remark 13.5.7 (Tobit Trade-offs). Advantages:

« Resolves the attenuation bias of OLS in the complete sample (plim Bors ~ (1 -
) Bobit, Where 7 is the proportion of zeros).

 Avoids the truncation/omitted variable bias of OLS in the positive subsample.
» Exploits the full population information without discarding the mass of zeros.
Disadvantages:

e Structural Rigidity: Imposes that the sign of the marginal effect of z; on the

participation probability (w) is necessarily equal to the sign of the effect on
BE[Y|Y>O]>

the conditional level ( D

o Extreme Sensitivity to Non-Normality and Heteroscedasticity: If u; is
heteroscedastic or non-normal, Tobit by MLE becomes totally inconsistent.

13.5.4.6 Mixed (Continuous/Discrete) Log-Likelihood Function

Since the observed distribution of y; has a discrete probability mass at point y; = 0 and a
continuous density for y; > 0, the likelihood function is of a mixed nature:

« For zero observations (y; = 0):

Pr(y; =0 x;) = Pr(u; < —a;6) = @ (?) =1-® (?) (13.196)

where ®(-) represents the Standard Normal cumulative distribution function (CDF).

« For positive observations (y; > 0): The conditional density of the observed

outcome is the density of the Normal distribution with mean /3 and variance o:

fil i,y >0) = i(ﬁ (y_fﬁ> (13.197)

where ¢(-) is the Standard Normal probability density function (PDF).

Definition 13.5.10 (Global Log-Likelihood Function). The mixed log-likelihood combines
the Probit term for zeros with the Normal density for positives:

mL(8,0%) = >, In ll— ( 5)] + Y {—; [ln(27r)+ln(02)+<yi_f;6)2]}

Gy = 2:y; >0 o
(13.198)
Maximization of In L with respect to (3, 0?) via Maximum Likelihood generates consistent
and asymptotically normal non-linear estimators (Amemiya, 1973).

13.5.4.7 Conditional Means and Inverse Mills Ratio (1))

In the Tobit model, we distinguish three conditional expectations of empirical interest:
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Remark 13.5.8 (Three Conditional Expectations). 1. Latent Variable Mean:

Ely; | zi] = ;8 (13.199)

2. Mean Conditional on Positive Observations (Truncated Expectation):

/ i
Ely; | zi,yi > 0] = ;5 + oA (13.200)

g

where \(z) = i(é)) is the Inverse Mills Ratio. Since A(z) > 0, the mean of positive

observations is strictly greater than x}f.

3. Unconditional Mean of the Observed Outcome (Censored Expectation): By
the law of iterated expectations:

Ely; | z;] = Pr(y; > 0| z;) - Ely; | zi,v: > 0]+ Pr(y; =0 z;) - 0

s\ [, ;3
(I)( o ) [‘WJFOA( o )1 (13.201)
el

13.5.4.8 Classical OLS Estimator Bias

Application of the OLS estimator to the Tobit model is strictly inconsistent in both
traditional approaches:

Remark 13.5.9 (Two Types of OLS Bias). 1. OLS on the Complete Sample (including
zeros): Since the true conditional expectation function E[y; | x;] is non-linear (Equation
above), the OLS linear regression attempts to fit a line to an “S-shaped” curve attenuated
by the mass of zeros. Greene derived the pocket rule of attenuation:

plim Bors ~ (1 — ) Brobit (13.202)

where m = Pr(y; = 0) is the proportion of censored/zero observations in the sample. The
higher the proportion of zeros, the greater the attenuation bias toward zero.

2. OLS Only on the Positive Subsample (y; > 0): Regressing y; on x; omitting
zeros is equivalent to estimating the truncated mean equation:

Yyi =i + o <x5> +e (13.203)

o

Omission of the Inverse Mills Ratio o A(:) generates severe omitted variable bias, since
Az,B /o) is correlated with x;.

13.5.4.9 Marginal Effects: McDonald & Moffitt Decomposition

In Tobit models, parameter (5, measures only the variation in the latent variable y*
(%}CM = fk). To analyze the effect of a continuous regressor z;, on the observed variable

y, we use the McDonald & Moffitt (1980) decomposition:
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Definition 13.5.11 (Tobit Marginal Effects (McDonald-Moffitt)). 1. Marginal Effect
on the Unconditional Mean Ely | z]:

aE[?Jz‘ | %]
Oxy,

/
=0, P <W> (13.204)
o
Interpretation (Adjustment Rule): To obtain the marginal effect comparable to OLS, mul-
tiply B34 by the proportion of non-censored /positive observations in the sample ®(x}3/0).
This is the McDonald-Moffitt decomposition: the total effect on the unconditional
mean equals the latent effect scaled by the probability of being positive.

2. Marginal Effect on the Mean Conditional on Positives Ely | z,y > 0]:

OEly | iy > 0] _ o ll Y <I§ﬁ> (W ) (x'5>>] (13.205)

ox;y, o o o

3. Marginal Effect on the Participation Probability Pr(y > 0 | z):
OPr(y; > 0| z;) @(ﬁ (qgﬁ)

0% o o

(13.206)

13.5.4.10 Tobit Sensitivity and Robust Estimators (CLAD)

Remark 13.5.10 (Vulnerability to Specification Errors). Unlike classical OLS, the consis-
tency of the Tobit Maximum Likelihood estimator critically depends on the Normality
and Homoscedasticity hypotheses of u;. If u; is heteroscedastic or non-normal, the
Tobit-MLE estimator becomes completely inconsistent.

Definition 13.5.12 (Powell’'s CLAD Estimator (Censored Least Absolute Deviations)).
To circumvent this fragility, James Powell (1984, 1986) developed the CLAD estimator.

Mechanics: Based on the property that the conditional median is preserved by non-
decreasing monotonic transformations:

Med(y; | #;) = Med(max(0,y;) | z;) = max(0, Med(y; | z;)) = max(0,z;5) (13.207)

Objective Function: CLAD minimizes the sum of absolute deviations of observations
from the censored median:

Borap = arg Hlﬂlnz ly; — max(0, z;0)| (13.208)

=1

Advantages: The CLAD estimator is totally robust to heteroscedasticity and
non-normality of the error term wu;.

13.5.4.11 Main Diagnostic Tests

Remark 13.5.11 (Tobit Diagnostics). 1. Chesher-Irish / Pagan-Vella Specifica-
tion Test: Evaluates the null hypothesis of homoscedasticity and normality of
Tobit residuals.

2. Likelihood Ratio (LR) Test: LR =2(InL,, —InL,) ~ Xg-
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13.5.5 Heckman Selection Model (Heckit / Type II Tobit)
13.5.5.1 Motivation and Incidental Truncation

The Heckman selection model (1976, 1979) addresses the problem of Incidental Trun-
cation or Non-Random Sample Selection Bias.

This occurs when the variable of interest y; is observed only for a non-randomly selected
subsample of the population due to a behavioral or choice process. The classical example
of Gronau (1974) and Heckman (1979) is the women’s wage equation: the wage offer y; is
only observed for women who decide to work (whose reservation wage is less than the
market offer).

13.5.5.2 When to Use vs. When NOT to Use
Remark 13.5.12 (Decision Guide for Heckman). WHEN TO USE:

o When the observability of Y; depends on a participation or eligibility decision
(S; = 1) and the determinants of participation may differ from the determinants of
the outcome Y;.

WHEN NOT TO USE:

o« DO NOT use if selection is strictly random or exogenous conditional on regressors
X; (E[u; | vi] =0 <= p=0). Simple OLS in the selected subsample is consistent
and more efficient.

« DO NOT use for unified corner solutions where a single utility mechanism defines
zeros and positives (use Tobit Type I).
13.5.5.3 Two-Equation Structure of the Heckman Model
The model specifies two correlated stochastic processes:

Definition 13.5.13 (Heckman’s Two Equations). 1. Selection Equation (Participa-
tion / Probit):

1 ifsf>0(Ob d
st=ziv+uv, s =Is>0)= - (Observed) (13.209)
0 if s <0 (Not Observed)
2. Outcome Equation (Intensity / Offer):
y! if s;, =1
C B, gy =Y 13.210
vi i# Y {Missing if s;, =0 ( )

Error Structure: Assume that (u;,v;) have a Bivariate Normal distribution independent

of z; and z;:
U; 0 03 Ouw
(%‘) X, Zi ~ Ny <<0> , [qu 1 D (13.211)

where the variance of the selection equation error v; is normalized to 1 (Probit identifica-
tion), and p = 2% represents the correlation between the unobservables of selection and
outcome.




13.5. LIMITED DEPENDENT VARIABLES: TOBIT AND HECKMAN SELECTION451

13.5.5.4 Identification Hypotheses and Economic Intuition
Definition 13.5.14 (Heckman Identification). 1. Bivariate Normality of Errors:

0 03 O
(YR

2. Exclusion Restriction (zexc): The selection equation regressor vector z; must
contain at least one exclusive variable (zoxq) that significantly affects selection
(S;), but has no direct effect on the outcome Y;.

Remark 13.5.13 (Economic Intuition). The decision to participate (work) and the outcome
(wage) are governed by two separate behavioral processes. Since the unobserved
factors that encourage a person to work (v;, such as labor market attachment, family
support) can be correlated with unobserved productivity (u;, such as innate ability), the
subsample of workers is not random. The exclusion variable Z,,. (e.g., number of young
children, spouse’s income) allows us to estimate the clean selection propensity and isolate
the bias—it affects the participation decision without directly affecting the wage offer.

13.5.5.5 Advantages and Disadvantages
Remark 13.5.14 (Heckman Trade-offs). Advantages:

o Allows different variables and distinct coefficients to govern the participation decision
and the intensity of the outcome.

« Corrects non-random selection bias.
Disadvantages:
« Requires a theoretically well-founded Exclusion Restriction (zexe)-
o Highly vulnerable to violations of the Bivariate Normality hypothesis of errors.

o Requires second-stage standard error correction due to the generated regressor i
(Murphy-Topel or bootstrap).

13.5.5.6 Heckman’s Two-Stage Procedure (Heckit)

Remark 13.5.15 (Two-Stage Heckit Estimator). Stage 1: Estimation of the Selection
Probit Model (Complete Sample of size N)

1. Use the complete sample of N observations (selected units s; = 1 and non-
selected s; = 0).

2. Estimate a Probit model for the participation probability Pr(s; = 1| z;) = ®(zly).

3. Obtain the consistent parameter vector 4 and calculate the estimated Inverse Mills
Ratio for each individual in the selected subsample (s; = 1):

A= A2l = 260 (13.212)

Stage 2: Augmented OLS Regression in the Subsample (s; = 1)

1. Restrict the sample only to selected observations (s; = 1).
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2. Regress y; on the original regressors z; and the generated Inverse Mills Ratio
(Ai) by OLS:
yi = i + 0\ + e (13.213)

3. Standard Error Adjustment: Since \i s a generated regressor from the first
stage, OLS standard errors in the second stage are incorrect and must be adjusted
via the Murphy-Topel analytical formula or bootstrap.

13.5.5.7 Selection Bias Test and Exclusion Restriction

Remark 13.5.16 (Selection Bias Test). Perform a ¢-test (or Wald test) on the coefficient
0y of the term )\; in the second stage.

o Null Hypothesis (H: 0, =0 <= p=0): There is no correlation between the
unobservables of selection and outcome. Selection is exogenous/random conditional
on z;, and simple OLS in the selected subsample is consistent.

o Alternative Hypothesis (H; : 0, # 0 <= p # 0): There is significant non-
random selection bias; inclusion of the Heckit term \; corrects the omitted variable
bias.

Decision Rule: Reject Hy if p-value < a (e.g., 0.05). If Hy is rejected, the presence of
selection bias is confirmed and the need for the Heckman procedure is validated.

Remark 13.5.17 (Crucial Identification Condition (Exclusion Restriction)). For the Heck-
man estimator to be statistically robust, the selection equation regressor vector z; must
contain at least one exclusive variable (zexc1) that significantly affects the selection
decision (s;), but does not directly affect the outcome equation (y;).

Consequence of Absence of Exclusion Restriction (z; = z;): If z; contains
exactly the same variables as x;, model identification depends exclusively on the
curvature/non-linearity of the Inverse Mills Ratio A(z}7v). Since A(+) is approxi-
mately linear over wide probability intervals, severe multicollinearity arises between i
and regressors x; in the second stage, excessively inflating the standard errors of coefficients
B and making estimates extremely unstable.

13.5.6 Comparative Summary of Limited Dependent Variable
Models

Remark 13.5.18 (Comparative Summary: Truncated, Tobit, and Heckman). Truncated
Regression: Origin mechanism is pure truncation (incomplete population sampling);
observed sample in file is incomplete (X and Y totally lost for Y < ¢); equation structure
is 1 equation; decision mechanism is a single truncated population process; estimation
method is MLE of Truncated Normal density; key identification requirement is normality
and homoscedasticity of u;; main tests are LR likelihood tests; robust alternative is
semiparametric truncated estimators.

Tobit (Type I / Corner Solution): Origin mechanism is data censoring / corner
response (population zeros); observed sample in file is complete (X and Y recorded for all,
zeros + positives); equation structure is 1 equation (y* = 2’5 +u); decision mechanism is a
single mechanism (same [ governs P(Y > 0) and E[Y | Y > 0]); estimation method is



13.5. LIMITED DEPENDENT VARIABLES: TOBIT AND HECKMAN SELECTION453

mixed MLE (Probit term on zeros + Normal on positives); key identification requirement
is normality and homoscedasticity of u;; main tests are normality and homoscedasticity
tests (Pagan-Vella); robust alternative is Powell’'s CLAD.

Heckman (Heckit / Type II): Origin mechanism is incidental truncation / non-random
sample selection; observed sample in file is partial (X, Z recorded for all N; Y is missing
for S = 0); equation structure is 2 distinct equations (Selection S* and Outcome
Y*); decision mechanism is two mechanisms (distinct vectors v for selection and S for
outcome); estimation method is 2-stage (Heckit) (1st Probit on sample N — 2nd OLS
with \; on S = 1); key identification requirement is exclusion restriction (zexc) in
1st stage Probit plus bivariate normality; main test is selection bias test (Hj : 6, = 0,
p = 0); robust alternative is semiparametric selection models (Ahn-Powell).
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